
NOTE TO USERS 

This reproduction is the best copy available. 





Issues in Bimanual Interaction for Computer Graphics 

Ravin Balakrishnan 

A thesis submitted in conformity with the requirements 
for the degree of  Doctor of  Philosophy 

Graduate Department of Computer Science 
University of Toronto 

O Copyright by Ravin Balakrishnan 2001 



Bibliothèque nationale National Library 1*1 of Canada du Canada 

Acquisitions and Acquisitions et 
Bibliographie Services services bibliographiques 
395 Wellington Street 395. nie WelIington 
OttawaON KlAON4 Ottawa ON K I  A ON4 
Canada Canada 

The author has granted a non- 
exclusive licence allowing the 
National Libraq of Canada to 
reproduce, loan, distribute or sell 
copies of this thesis in microfonn, 
paper or electronic formats. 

The author retains ownership of the 
copyright in this thesis. Neither the 
thesis nor substantial extracts fiom it 
may be printed or otherwise 
reproduced without the author' s 
permission. 

L'auteur a accordé une licence non 
exclusive permettant à la 
Bibliothèque nationale du Canada de 
reproduire, prêter, distribuer ou 
vendre des copies de cette thèse sous 
la forme de microfiche/film, de 
reproduction sur papier ou sur format 
électronique. 

L'auteur conserve la propriété du 
droit d'auteur qui protège cette thèse. 
Ni la thèse ni des extraits substantiels 
de celle-ci ne doivent être imprimés 
ou autrement reproduits sans son 
autorisation, 



Issues in Bimanual Interaction for Computer Graphics 

Ph.D. Thesis, 200 1 
Ravin Balakrishnan 
Graduate Department of Cornputer Science 
University of Toronto 

Abstract 

Bimanual interaction as applied to graphical cornputer user interfaces has been explored by 

researchers for over two decades. Despite these efforts, user interfaces utilizing continuous 

birnanual interaction have yet to make inroads into mainstream practice. While the 

technological obstacles to adoption are gradually disappearing, there remains another 

obstacle in that there remain many unanswered questions as to when and how to best utilize 

bimanual interaction techniques. This dissertation is an attempt at reducing this obstacle by 

identi%g and addressing some of the open issues in birnanual interaction while also 

contribut ing new interaction techniques. 

We develop, implement, and evaluate a bimanual interaction technique that allows users to 

control the view of a graphical scene with one hand and manipulate objects with the other. 

This technique removes the explicit multiplexing between navigation and manipulation that 

is present in unimanual interfaces, while improving perception of 3D scenes. Experiments 

show advantages in both performance time and subjective preference. Next, we present an 

experiment that shows that bimanual input performance and the reference principle of 

Guiard's Kinematic Chain mode1 are both robust with respect to variations in kinesthetic 

reference frames as long as visual feedback is present. This implies that relative input devices 

c m  be used to perform bimanual interaction techniques without sacrificing performance. We 

then explore factors that govern performance in symmetric bimanual tasks - a class of tasks 

that has not been explored as extensively as the larger class of asyrnrnetric tasks. Our results 



show that symmetric tasks are not always performed in a parallel and/or symmetric manner. 

A general asymmetry in the performance of symmetric tasks indicates that models of 

asymrnetric interaction can be applied to symmetric tasks as well. Finally, inspired by a 

traditional technique used in the design industry, we develop and implement a bimanual 

interaction technique that allows for the creation of both curves and straight lines with a 

single tool. Our analysis of the properties of this technique indicates that strict adherence to 

al1 the principles of Guiard's Kinematic Chain mode1 is not necessary for a bimanual 

interaction technique to be highly usable and successful. 
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Chapter 1 : Introduction 

With some notable exceptions, current user interfaces for interacting with computer graphics 

can be characterized as "point-pushing" with one hand. From the simplest graphical user 

interface to the most sophisticated 3D modeling software, regardless of whether the graphical 

primitive being manipulated is a point, line, surface, or more complex object, the user 

typically can only manipulate such primitives about a point, and does so using a single input 

Stream. This is typically done with a mouse, or more specialized devices such as six degree- 

of-fieedom trackers, multi degree-of-fkeedorn armatures, and even force-feedback devices. 

Regardless, they are al1 just ways to push points with vaqing levels of sophistication [ 1 081. 

This limitation restricts o u  ability to match the level of abstraction of the task with the way a 

user would naturally think about it. The resulting rnismatch between intemal (computer) and 

extemal (real world) representations of the task at hand creates a barrier between the user and 

their intended function. Consequently, this raises the "Level of entry" before an artist, 

animator, or designer can begin to Ulteract with computer graphics models since many highly 

leamed skills acquired in the physical, non-c~mputerized, world cannot be easily exploited 

and transferred to the new media. Instead of focusing solely on their artform, these artisans 

end up having to leam and work with abstract techniques and devices that pay little respect to 

their existing artistic skills. 

The limitations of current systems are apparent when one considers that in animated movies 

such as "A Bug's Life", many of the cornputer animated models are designed using a 

traditional media: clay. Considering that these movies are created by technically savvy artists 

at some of the rnost technologicall y advanced studios in the world, the fact that traditional 

media is  often still the preferred choice indicates that it is not the user but the digital 

technology that is lacking. 

While the limitations of current interaction technology are particularly acute when dealing 

with computer graphics, they have been recognized as a problem in general by the research 

comrnunity for some time now: 

"The bottleneck in improving the usefulness of interactive systems increasingly lies not 
in performing the processùig task itself but in communicating requests and results 



between the system and its user. The best leverage for progress in this area therefore 
now lies at the user interface, rather than the system intemals- Faster, more natuai, and 
more convenient means for users and cornputers to exchange information are needed. 
On the user's side, interactive system technology is constrained by the nature of human 
communication organs and abilities; on the computer side, it is constrained only by 
input/output devices and methods that we can invent. The challenge before us is to 
design new devices and types of dialogues that better fit and exploit the communication 
relevant characteristics of humans. 

Faster, more natural - and particularly less sequential, more parallel- modes of user- 
computer communication will help remove this bottleneck" 1571 

While the ultimate solution may be to develop interfaces that have the ease of manipulation 

and high level of match between interna1 and external representation of the task, a literal 

digital equivalent of clay, for exarnple, is clearly not on the technological horizon. For the 

near tenn, however, we do not have to "go al1 the way" in order to improve on "point pushing 

with a mouse". Previous research indicates that simply doubling the input bandwidth by 

using both han& to operate two continuous strearns of input can resuIt in clear and 

significant improvements in user performance. Furthermore, in many cases these interaction 

techniques are accessible as upgrades to existing interfaces in a non-obtrusive way. 

Unfortunately, almost none of these two-handed interaction techniques have found their way 

into established practice. Lack of adoption however does not indicate lack of value and it 

appears that there is significant missed potential here. Some would argue1 that this is not 

unique to two-handed interaction but applies to airnost al1 innovation in the HCI comrnunity. 

This argument, however, does not alter the fact that there is value to be gained in 

incorporating these innovations into real-life user interfaces. So, if we believe in its value, 

how do we go about unleashing the untapped potential of these interaction techniques? The 

answer lies, at least from the scientific and technological standpoint, in understanding and 

articulating the cost and benefits of the proposed changes, while attempting to minimize the 

cost and lower the risk of failure in adoption. 

Given that change is difficult in the best of circumstances, it is even harder to invoke change 

when there are also many unknown factors related to the proposed changes. If we want the 

benefits of these interaction techniques to accrue to the user, it is imperative that we remove 

I Bill Buxton, CHi'98 Conference Keynote Address 



as many unknowns as possible, all~wing changes in user interface design to be affected in a 

reliable, systematic manner based on sound underlying theories, experimentation, and data. 

Taking two-handed interaction as an example of the larger problem, this thesis acknowledges 

that there are outstanding issues and questions about how and when to best utilize two- 

handed interaction. Hence, part of its purpose is to enurnerate some key outstanding issues 

and to address them. In so doing, it is hoped that this body of research will bring us one step 

closer to the point where the fundamental human capacity for bimanual interaction is 

reflected in the design of the tools we use. 

As we shall discuss in the next chapter, there is a growing body of previous work on two- 

handed input and the closely related areas of multi-stream and multi degree-of-fieedom 

(DOF) input. This work includes theoretical rnodels and associated empirïcal studies of 

human pelformance in two-handed, multi-stream, and multi-DOF tasks, and prototype 

systerns that demonstrate various interaction techniques. From the theoretical and empirical 

perspectives, much of the previous research on two-handed input has focused on asymrnetric 

tasks where each hand is assigned different roles, and Guiard's Kinematic Chain (KC) mode1 

nicely accounts for such tasks. From the practical perspective, various dernonstrational 

systems have typically shown interaction techniques that provide the user with the ability to 

manipulate two points at a time, thus increasing the manipulation bandwidth. 

For this thesis, we extend this existing body of research by addressing the following research 

questions, which to the best of our knowledge have not been previously explored: 

Can two-handed interaction be used to alleviate the tirne-multiplexing between 

navigation and manipulation that typically occurs when interacting with a graphical 

scene? 

When interacting with graphical elements on a desktop cornputer, users typically switch 

between rnanipulating objects in the scene and navigating around the scene to get 

different viewpoints, uncovering previously occluded parts of the scene. In 3D scenes, 

navigation serves the additional purpose of enhancing depth perception through motion 

cues. We believe that time-multiplexing these two fundamental tasks through one input 

Stream is unnecessarily constraining users into a worMow of "navigate, manipulate, 

navigate, manipulate, . . . ". In the real world, users are not necessarïly constrained in this 



manner. Instead, they are able, for example, to hold an object in one hand and paint on 

the object with a brush held in the other hand. Accordingly, moving the navigation 

controls to the user's non-dominant hand while the manipulation controls remain in the 

dominant hand rnay provide two main advantages. First, each hand is assigned a 

dedicated and complementary hc t iona l  role: the non-dominant hand sets up the context 

or viewpoint within which the dominant hand does its manipulations. Such an 

arrangement would also be consistent with the reference principle of Guiard's KC rnodel, 

which States that for most asyrnmetric bimanual tasks, the dominant hand operates within 

the fiame-of-reference set by the non-dominant hand. Second, since the user no longer 

has to terminate their manipulation task in order to navigate around the scene, we 

hypothesize that this would encourage a greater nurnber of epistemic navigational 

movements, which in tuni will enhance the user's perception of the graphical scene. We 

investigate this issue in Chapter 3 b y developing prototypes and running empirical 

studies. 

1s two-handed input performance robust with respect to variations in kinesthetic reference 

h e s  as long as visual feedback is present? 

While Guiard's KC model is stated in general terrns, previous experimental work 

validating his model have explored settings where there is a direct correspondence 

between visual feedback (the visible movements of the hands and the resulting ink on the 

page for a handwriting task, for example) and the user's kinesthetic sense of where one 

hand is relative to the other. In typical cornputer usage, however, such a direct 

correspondence between the input and output spaces is often lacking. For exarnple, when 

moving a mouse, one's hand moves in a space that is separate from the display. When 

using two mice, both mice may map to the sarne output space but are manually operated 

in two separate input spaces. We are not aware of any experimental work which explore 

if, or how, the Guiard rnodel may apply to two-handed manipulation when the kinesthetic 

reference fiames and visual feedback become separated in such a manner. Does the 

model apply only to a unified combination of kinesthetic and visual feedback? Are there 

significant human performance bottlenecks which arise when, for example, the hands 

work in two separate kinesthetic reference fiames? This is not only a fundamental 

theoretical issue, but also has significant implications for the design and implementation 



of two-handed user interfaces since Guiard's model is used as the theoretical basis that 

guides much of this design. Our investigations into this issue are described in Chapter 4. 

1s there a fùndarnental difference between symrnetric and asyrnmetric two-handed 

interaction, and if so what basic factors af'fect the performance of symmetrïc two-handed 

tasks? 

Guiard's KC model accounts for interactions where each hand is assigned a different, 

asyrnmetric role. However, the literature suggests that a number of tasks that can benefit 

fkorn two handed input, such as two-handed line drawing, positioning and sizing a 

rectangle, and 2D or 3D navigation can be performed effectively with a symrnetric 

assignment of roles to the hands. Unlike asyrnmetric two-handed interaction, which is 

well explained by the KC model and explored in the experimental literature, factors 

governing this second class of symrnetric two-handed tasks have not been articulated as 

well in the research literature. Without better (any?) empirical data, there is little 

scientific knowledge to guide the design of interfaces that incorporate syrnmetric 

interaction techniques. We ernpirically investigate how basic factors such as attention, 

task difficulty, and visual integration affect performance in symrnetric bimanual tasks. Of 

particular interest to us is whether symmetric bimanual tasks are fùndamentally different 

fiom asyrnrnetric bimanual tasks. Also, we develop appropriate metrics for evaluating 

levels of symmetry and parallelisrn in order to analyze Our empirical data. Our 

investigations into this issue are described in Chapter 5 .  

1s strict adherence to al1 the principles of Guiard's KC model a requirement for bimanual 

interaction techniques, or c m  an example be found of an interaction technique that 

violates sorne of Guiard's principles but is nonetheless successful? 

In Chapter 6, we analyze a specialized two-handed interaction technique called "tape 

drawing" and develop an electronic analogue. This technique is interesthg in that it is an 

atypical example of asymmetric bimanual interaction that does not appear to adhere to al1 

the principles of Guiard's KC model. Nonetheless, it has been used successfully in the 

design industry and the analysis of the technique's characteristics further deepen Our 

understanding of bimanual interaction. 



Much of the research on bimanual interaction to date typically involves either the 

demonstration of various interaction techniques via prototype implementations with little 

evaluation or grounding in theory, or forma1 experïmentation that is grounded in theory but 

not always easily generalized to practice. In this thesis, we take a more integrated approach 

in terms of the research methodology used. From a foundation of careful analysis of the 

Literature and accepted practice (Chapter 2), we develop prototype implementations of 

interaction techniques (Chapters 3 and 6). Where appropriate, as in Chapter 3, we evaluate 

the interaction technique via controlled experirnents and informa1 user studies. In other cases, 

as in Chapter 6, our analysis of the technique is done in a more theoretical m u e r ,  

comparing the characteristics of the technique with current models of interaction. The work 

presented in Chapter 3 raises interesting questions with regards to the applicability of current 

theoretical models of bimanual interaction. Accordingly, in Chapters 4 and 5, we conduct 

forma1 experiments with carefully designed experirnental tasks and hypotheses that enable us 

to explore these questions in a rather general rnanner. 

In selecting and designing Our experimental tasks, we attempted to ensure relevance to 

bimanual techniques that would be used in real user interfaces. At the same time, we also 

sought to use experirnental paradigms that are well established in the literature. For example, 

the task chosen in Chapter 4 is a variant of that used by Kabbash et. al. [60] which also has 

practical relevance in that it is a version of the Toolglass interaction technique [12]. 

Similarly, the tracking task in Chapter 6 is a bimanual version of a typical tracking task used 

in the human factors literature. In addition to ensuring that the task had practical relevance 

and was complementary with the existing literature, we kept the tasks as simple as possible in 

order to reduce the number of possible confounding factors that could influence Our results. 

in combination, these criteria help ensure that Our results can be as widely generalized as 

possible. 

In surnmary, the main findings and contributions of this thesis c m  be stated as foHows: 

We develop, implernent, and evaluate a bimanual interaction technique that allows users 

to control the view of a graphical scene with one hand and manipulate objects with the 

other (Chapter 3). 



- This technique removes the explicit tirne-multiplexing between navigation and 

manipulation that is present in current unimanual interfaces. 

- This technique improves perceptio-n of the 3D scene without special hardware. 

- We present two forma1 experiments and one informa1 user study to evaluate the 

technique. We find the technique results in up to 20% faster performance in typical 

tasks, but more importantIy elicits strong user preference, 

- The first experiment also indicates that bimanual interaction can result in 

performance gains beyond the expected efficiency at the motor level. 

We show, via formal experimentation, that two-handed input performance and the 

reference principle of Guiard's KC model, are both robust with respect to variations in 

kinesthetic reference m e s  as long a s  visual feedback is present (Chapter 4). 

- The implication of this work for imteraction design is that relative isotonic input 

devices can be safely used in the design of two-handed interaction techniques (such 

as the one we develop ui Chapter 3) without sacrificing performance. This is in 

contrast to the widespread belief im the research community to date that absolute, 

invariant, reference between the two hands is ideal for bimanual interaction- 

We show, via formal experimentation, that even when users are given a task with 

identical, symmetncal role assignments for each hand, they do not always perform the 

task in a parallel andor symmetric rnamner (Chapter 5). 

- We make a distinction between symmetric and parallel performance. 

- We develop a metric for q u a n t i m g  the level of parallelism in bimanual tasks. The 

metric not only considers if motion of the two hands is simultaneous, but also takes 

into account the magnitude and direction of the sirnultaneous motion. 

- Our results show a slight general asymrnetry in the performance of syrnrnetric 

bimanual tasks. This indicates that current models of asymmetric bimanual 

interaction (such as Guiard's KC madel) can be applied to understanding syrnrnetric 

tasks as well. 



- Our results show that parallelism is not a requirement for performance to be 

s ymrnetric. 

- Our results indicate that divided attention, task difficulty, and lack of visual 

integration can affect the degree of parallelism exhibited in performing a symmetric 

task. 

Inspired by a traditional technique used in the design industry called "tape drawing", we 

develop and implement a bimanual interaction technique that allows for both smooth 

curves and straight lines to be created using a single tool without any mode switch 

(Chapter 6). 

- Our analysis of the properties of this interaction technique indicates that strict 

adherence to al1 the principles of Guiard's mode1 of asyrnrnetric two-handed 

interaction is not necessary for a bimanual technique to be highly usable and 

successful. 

Finally, in Our concluding chapter, we indicate how the work presented in this thesis has 

inspired current ongoing research that integrates and extends the techniques and concepts 

developed here. We also present promising avenues for future research. 



Chapter 2: The Literature 

In this chapter, we review the relevant literature on both the practical and theoretical aspects 

of input device design and two-handed interfaces. We start by considering the issues fkom the 

device perspective. Next, we focus on two-handed interfaces, Finally, we briefly review 

alternate interaction paradigms that, while not core to this thesis, have nonetheless inspired 

parts of our work. 

2.1 The Device Approach 

2.1.1 Issues in Manual Input 

In order to understand the properties of the myriad input devices that are currently available 

on the market, and to aid in the design process of new devices and interaction techniques, it 

is helpful to provide a framework that organizes these devices in terms of abstractions that 

could provide insights into their design space. Several researchers have attempted to do this 

by providing a taxonomy of the design space of input devices [15, 18,321- Foley et al. [32] 

took a graphies-centric approach, categorizing devices based on  the graphical tasks they 

could perform. Buxton's [15] taxonomy of  input devices classified them according to their 

physical properties, number of  dimensions sensed, and human motor skills employed in using 

the device. Card et al. [ la] proposed a more general and consequently perhaps more 

complicated taxonomy that extended the work of Buxton and Foley et al. 

As Buxton's taxonomy considers many of the issues that are o f  interest to us in this thesis, we 

use an extended version of it (Figure 1) to guide Our discussion. We have incorporated 

several more recent classes of devices into the taxonomy as indicated by the shaded colurnns. 



- --- 

Degrees of  Freedom I 



2.1- 7.1 Dimensions and Degrees of Freedom 

A key issue to clariQ when discussing input devices and interaction techniques is the 

distinction beîween "degrees of fieedom" (DOF) and "dimensions1' (D). Note that in Buxton's 

original taxonomy [15] he categonzed the columns as "number of dimensions1'. In our 

modification (Figure 1) we have changed this to what we feel is more precise temiinology: 

"degrees of fieedom" (following Zhai [107]). To position and orient an object in a three 

dimensional workspace, we require six DOFs: three translational ones which represent 

position along the x, y, and z axes, and three rotational ones which represent angular 

orientation (ex, Oy, and 02) about the x, y, and z axes. 

Figure 2-2. 30 axes labeling 

Figure 2 illustrates the convention for labelling the axes in 3D space that we shall adhere to 

throughout this thesis: "x" is the left-right axis with positive x pointing to the right, "y" is the 

up-down axis with positive y pointing up, and "2" is the near-far axis with positive z pointing 

near. qx, qy, and qz denote rotation about the x, y, and z axes respectively, with positive 

values denoting clockwise rotation about the axis in question as one looks inward along the 

positive axis toward the origin. Note that different conventions are used in the various 

domains that utilize 3D computer graphies. 

In the case of the regular mouse operating on a desktop, the 2D desktop has three degrees of 

freedom: x and z positional, and 0y rotational; while the mouse only senses its x and z 

position on the pad. Thus it is a 2-DOF device operating on a 2D. 3-DOF workspace. 

Lookùig at the devices in our extension of Buxton's taxonomy (Figure 1) it appears that the 

degrees of freedom sensed by any of them cm, in theory, be mapped to control any degree of 

fieedom in the n-dimensional space one is working in. Thus there is a need to precisely 

describe what is being controlled by each degree of fieedom of an input device. To illustrate 



the mapping of input device movement to movement of an object in the virtual environment, 

we use the representationl shown in Figure 3 which iilustrates the mapping between a mouse 

moving on a horizontal table top controlling a cursor on a vertical display. The notation 

2 denotes that positive direction device movement is mapped to positive direction 

object movement and vice-versa. ? ; indicates positive direction device movement 

is mapped to negative direction object movement. 

Figure 2-3. Mapping of device nzovement to ctrrsor movernent for the regdar mozrse 

2.1.7.2 Con froller Properties 

The rows in Buxton's taxonomy were originally classified (and our extension in Figure 1 

retains this classification) according to the property they sense: position, motion, or force. 

Position sensing devices report their measured position in space, Motion sensing devices 

report the amount of movement sensed since the last reported data point. Force sensing 

devices report the amount of force exerted on thern by the hurnan operator. 

The property sensed is not the only important property of input devices. In our extension of 

Buxton's taxonomy (Figure 1) we add an additional classification that relates to the arnount 

of resistance the device exerts on the hurnan operator. Devices that are fiee-moving and 

provide only a small constant resistance are calIed isotonic devices, Devices that do not 

perceptibly move (i.e., they have a very hi& resistance to movernent) are called isornetric 

devices. In the continuum between isotonie and isornetric devices lie a third class of devices 

referred to as elastic devices that allow a small amount of movement but still provide 

perceptibly resistance to the operator. 

' This is a modification of a representation proposed by Scott MacKenzie (persona1 communication, 1996). 



Regardless of property sensed by the input device (position, motion, or force), or the amount 

of resistance (isotonic, elastic, or isometric) imparted to the hurnan operator, we need to map 

the values output by the device to control the position andor orientation of objects in our 

vutual environment. There are two key factors to consider when designing the transfer 

function that maps the device's output to virtual object movement. 

First is whether the device (and tram fer function) is operating in absolute or relative mode. 

Al1 devices are inherently absolute in that they report the absolute value of the property 

(position, motion, force) that they measure. In cornrnon parlance, however, absolute devices 

are those that report their data relative to an origin, or starting reference point, that remains 

invariant throughout use. Other devices, however, permit clutching [58]  which allows the 

starting reference point of the device to be altered via a switch mechanism. With devices that 

can be clutched, the transfer function typically uses the data reported by the device in a 

relative manner by taking the difference of the latest reported absolute position and the 

reference (clutch) position. 

The second factor to consider when designing the transfer fimction is its order of control. A 

zero-order transfer fùnction, which does not involve integrating or differentiating the devicefs 

output variable, enables direct control of the object's position. Thus, systems that employ a 

zero-order transfer fùnction are ofien called position control systems. In contrast, a first-order 

transfer function involves one întegration of the device's output value, and therefore controls 

the velocity or rate of movement of the object. Systems employing a first-order transfer 

function are therefore often called velocity or rate control systems. Second (acceleration 

control) and higher order transfer fùnctions are also possible. These are often used as the 

transfer function for mice in standard desktop systems, even though it has been shown [74, 

8 1, 10 11 that higher order control systems are inferior to both position and rate control in 

tracking and placement tasks. 

The question of whether a particular class (isometric, elastic, or isotonic) of device is 

superior to another has been explored extensively by researchers in manual control. Some 

studies conducted in the past have shown isometric devices to be supenor to isotonic devices 

(see [8 11 for a review; also [107]) but these sometirnes [75] were confounded by the use of 

different transfer functions, and different limbs for activating the controller. Other studies 



[IO01 showed that isotonic devices were superior to isornetric devices in a 3D navigation task 

when both devices employed rate control- Zhai Cl071 reviewed the literature on the relative 

advantages and disadvantages of isometric versus isotonic devices and could not definitively 

conclude that one class of device was superior to the other. He speculated that the "definitive 

answer rnay depend upon dimensions of tfie controllers other than resistance and also on the 

tasks used for the experiment." He conducted an experirnent on 6-DOF manipulation using 

both isotonic and isornetric devices, employing both position and rate control, which showed 

that using position control, isotonic devices are superior to isometric devices. However, when 

rate control was used, the isometric device performed better. From this he concluded that rate 

control is more compatible with isometric devices whereas position control is better suited to 

isotonic devices. This interaction between transfer function and device resistance is also 

supported by other work (see [8 11 for a review). 

2-1.7.3 Physiological Issues 

The subcolumns in Buxton's taxonomy fhther  classi@ input devices based on the type of 

motor control (or general muscle groups and scale of action) required of the hurnan hand 

when operating the device. This is a critical issue as it has been showed [l O, 341 [40,66] 

[l 121 that differences in performance can arise when different lirnb segments are employed 

in the performance of input control tasks. Gibbs [34] showed that in controlling positional 

systems, the thurnb was inferior to the forearm which in tum was worse than the hand. 

Hamrnerton and Tickner [40] showed that in conditions with high gains and long lags, the 

hand outperformed both the thurnb and foream. In a widely cited study, Langolf, Chaffin, 

and Foulke [66] measured the bandwidth of the fingers, wrist, and a m  using Fitts' law [29] 

ranking them in order of decreasing bandwidth: fingers, wrist, and a m .  Balakrishnan and 

MacKenzie [IO] disagreed with the findings of Langolf et al., showing that when different 

types of movement of the fingers, wrist, and forearm were measured, the perfomance 

rankings did not correspond with previously published work. They showed that abduction- 

adduction (le fi-right lateral movement) of the index finger about the metacarpophalangeal 

joint was slower than abduction-adduction of the wrist about the wrist joint which in him was 

slower than flexion-extension (closing and opening) of the forearm about the elbow joint. 



Based on their experimental findings, Balakrishnan and MacKenzie [l O] argued that 

"designers of fûture devices should consider the differences in form, h c t i o n ,  and 

performance between lirnb segments and ensure that their designs make use of the 

appropriate limb segment(s) in an optimal manner for the task at hand". Zhai, Milgram, and 

Buxton [112] made a similar argument, showing that devices which relied on ai1 parts of the 

human upper limb working in synergy, each limb segment performing the functions that it 

does best, could outperform devices which employed the limbs in an inappropriate manner. 

In other words, the form factor of the device is critical. The importance of form factor is 

further emphasized when one considers the different types of grasps that a human hand can 

perform [70]. Most 6-DOF input devices have affordances [36] that encourage the device to 

be held in the palm of the hand at a fixed position and orientation. Called the power grasp 

[70], this facilitates a strong and secure grip. On the other hand, the precision grasp [70] of 

the fingers facilitates dexterity and free movement of the held object. Zhai, Milgram, & 

Buxton Cl121 experknentally compared devices that used both grasps and concluded that 

devices with affordances for precision grasps allowed for faster task performance. 

From the literature discussed in the above sections, we conclude that the type of device 

(elastic vs. isometric vs. isotonic; position, motion, or force sensing), order of control 

(position vs. rate), physiology of the human a m ,  and device form factor should al1 be taken 

into account when designing and evaluating input devices. Now, let us take a closer look at 

several important classes of devices. 

When we consider Our daily interactions in the physical3D world, it is apparent that we often 

sirnultaneously position and orient objects in 3D space - a 6-DOF task. Recognizing that we 

likely would want to perform similar operations in virtual3D environments, researchers have 

developed a variety of 6-DOF devices. One approach to discussing 6-DOF devices is to 

consider them based on where they fd l  on the continuum of control resistance: fiom isotonic 

to isometric. Figure 4 illustrates a few typicai devices. 



Figure 2-4. Typical6-DOF input devices. (a) 3 0  rnozise from Logitech Corp. - isotonic. 
operated mainly by wrist and arm movernents. (bl the "Bat" designed 4v C. Ware [Ware, 
1 988 #I 12. - isotonic, operated rnainly by wrist and a m  rnovernents. cc) 3Ball front 
Polhemus Corp. - isotonic. operated by thejingers for orientation and the wrist and a m  
for position. (4 EGG, designed by S. Zhai [IO71 . - elastic, operated by thefingers and 
wnst. (e) Magellan from LogiCad. . - slightly elastic, mainly isometric. operated b-v the 
fingers. 03 SpaceBall from Spacetec Corp. . - isometric, operated by tlzefingers. 

On one end of the spectrum are the isotonic devices such as the Bat [98], Polhemus 3Ball, 

and Logitech 3D mouse. These devices utilize a variety of technologies (e-g., magnetic and 

ultrasonic sensors) to determine the position and orientation of the device, and consequently 

the user's hand, in 3D space. Interacting within 3D virtual environments using these devices 

can be fairly intuitive and direct. especially when used in the default position control mode. 

For instance, in a typical implementation, moving a virtual object from one position in the 

3D scene to another simply requires the user to select the object with the device, physically 

move the device in 3D space, and place the object in the desired location: much like moving 

a real object in our everyday world (modulo, the problems of providing adequate visual 

feedback). The obvious advantages of this one-to-one correspondence between hand 



movement and object movement are, however, somewhat tempered by the fact that the user's 

hand operates unsupported in fkee space, causing the user to fatigue quickiy. This is probabiy 

a large factor in the lack of acceptance of these devices by professional users of 3D 

applications who require a comfortable device for prolonged use. Another issue to consider is 

that the range of movement afforded by these devices are necessarily limited by the 

anatomical constraints of the human a m .  These limitations are somewhat alleviated if the 

devices are used in relative mode (with a clutch), since the user can keep the device within 

the comfort zone of his or her hand. However, fiequent clutching precludes smoothly 

coordinated movements in the virtual3D space (see [ I l  11 for a detailed discussion of 

coordination). Finally, research has shown that, at least for novice users, isotonic position 

control devices enable positioning tasks to be performed faster than with other classes of 6- 

DOF devices. 

On the other end of the spectnim lie the isometric devices such as the SpaceBall and the 

Magellan, The SpaceBall is a device with infinite resistance which senses the forces and 

torques applied by the user on a ngid bal1 and outputs six continuous values which control 

three translational and three rotational degrees of freedom in a virtual environment. The 

Magellan is a similar device, except that it is not strictly isometric; rather it is a slightly 

elastic device which allows for sorne movement (about 5 mm translational and 5 degrees 

rotational). These devices are generally more comfortable than fiee-moving 3D isotonic 

devices. Unfortunately, they suffer fiom another shortcoming: these devices do not provide 

the user with kinesthetic feedback when forces and torques are applied on the manipulandum 

(the Magellan is slightly better than the SpaceBall in this regard since there is a small amount 

of movement afforded). The user is therefore forced to rely solely on visual feedback fiom 

the manipulated virtual object. in complex applications where excessive computational 

demands on the system may cause the visual feedback to lag behind the rnovement of the 

input device, the user is forced into making a movement, waiting for the virtual object to 

move in the scene (which may take up to several seconds), and then making corrective 

movements. This does not lend itself to facile interaction. Also, humans aren't very good at 

precisely controlling the amount of force we apply with Our fingers and hands. It is thus very 

difficult to judge how much force to apply to move a virtual object a certain distance. Thus, 

overshoot or undershoot errors are common with these devices. Another problem is that rate 



control is an acquired skill. Zhai (1071 has shown that it typically takes tens of minutes to 

l e m  how to operate an isometric, rate control device; and several hours of practice before 

they can perform at the same level of speed as with isotonic, position control devices. On the 

positive side, increased coordination is possible since no clutching is required and the fint 

order transfer fùnction makes the actual cursor movement a step removed frorn anatornical 

limitations of the controlling hurnan arm. Another advantage of these devices is that since 

they stay stationary on the desktop, acquisition of  the device is easy. 

Between the isotonic and isometric ends of  the spectrum lie the elastic devices such as the 

EGG [IO71 and a similar device designed by Ishii and Sato [54]. Like the isometric devices, 

these are best operated in rate control mode. The benefit of this device over isometric devices 

is the greater kinesthetic feedback provided to the user. However, reducing the elasticity in 

turn reduces the power of the self-centering mechanism required for rate control, leading to a 

trade-off between these two factors. Zhai [ 1071 has shown that in a 6-DOF docking task, an 

optirnized elastic devices allows for better performance than an isomeû-ic device, however, 

this advantage disappears with leaming. 

2.1.3 Techniques for Multi-DOF Interaction with a 2-DOF Mouse 

Our survey of current 6-DOF input devices has pointed out their principal rnerits and 

problems. None of these devices have becorne a standard for 3D interaction. This is partially 

due to the problems inherent in these devices and partially to the fact that the ubiquitous 2- 

DOF mouse has been rather successfùlly applied to 3D interaction. A key conûibuting factor 

to the rnouse's preeminence is that most users of 3D graphics applications do not work 

exclusively in 3D; rather, in a typical scenario a user is likely to frequently switch between 

2D and 3D applications. In addition, even 3D applications usually require a substantial 

arnount of 2D interaction - manigulating 3D objects in 2D views as well as the usual2D 

tasks of selecting items from menus, typing text, etc. While the mouse has proven to be a 

good device for 2D interaction, it is not inherently compatible with 3D tasks. Thus, a variety 

of techniques have been developed to interact in 3D environrnents with a mouse. 

The simplest method, fiom a systems standpoint, is to use modifier keys (sornetimes called 

hot-keys) or the mouse buttons to switch between movement in the six DOFs. This scheme, 



while adequate, is rather unnatural. First, the user has to remember which key selects a 

particuiar axis of movement, and second, in what direction to move the mouse to accomplish 

the desired movement. A similar but more visuaI approach, described by Evans, Tanner, & 

Wein [28], is to use the mouse to drag one of six virtual sliders (one for each of the six 

DOFs). This solves the learning problem since the sliders c m  be labeled appropriately. A 

problern cornrnon to both of these techniques is that since each DOF has to be manipdated 

individually, it is impossible to perform either translation or orientation of an object (not to 

mention both simultaneously) in a coordinated man.neT. Also, there is some evidence [78] 

that humans cannot mentally decompose orientations into their component orientation axes. 

Evans et al. [28] also proposed other more sophisticated techniques- One technique involved 

selecting a rotation axis orthogonal to the viewing direction and then indicating the amount 

of rotation by moving the device up and down. Another accomplishes 3D translation of a 

virtual object by performuig 2D translational manipulations on the side, top, and front views 

of that object. Thus, the user interacts with the 3D object via an intermediate 2D virtual 

object, relying primarily on feedback frorn the 2D intermediary rather than the likely more 

desirable direct feedback fi-om the 3D object. 

Nielson and Olsen [77], after considering the merits and deficiencies of the techniques 

proposed by Evans et al, [28], introduced a new method that they called the "triad mouse". 

The basic idea here is to use a mouse to manipulate the 3D position of the triad (essentially a 

3D cursor drawn with three arrows indicating the direction of the three axes) so that it acts 

like a 3D mouse. They used the direction vector forrned by taking the device's current 

position relative to its previous position, and mapped this vector to the two-dimensional 

projection of the 3D triad (Figure 5a). Thus, vertical (y-axis) movements of the two degree- 

of-fieedom device caused triad movement along the y-axis; horizontal (x-axis) movement of 

the device moved the triad along the x-axis; and diagonal (x-y axis) device movernent caused 

z-axis triad movement. in order to handle situations where device movement was not exactly 

along one of the x, y, or x-y axes, they partitioned the device space into six zones (Figure 

Sb). Using this technique, they were able to directly manipulate (translate) objects in a three 

dimensional space, thus improving upon the techniques of Evans et al. [28] 



Figure 2-5- (a) shows the triad (X. Y. 2) and device (D) movement vectors. (b) shows the 
partifioning of 2D device space into 3 zones tu facilitate triad movement. From [77] 

Chen, Mountford, and Sellen [2 11 considered the problem of 3 D rotation. They proposed a 

graphical manipulator called the "Virtual Sphere". This essentially mimics the action of a 

"physical3D trackball that c m  fieely rotate about any arbitrary axis in 3D space". The user 

views a graphical representation of this trackball on the screen and rolls the sphere, and 

consequently the 3D object controlled by the vutual sphere, with the mouse cursor. Rotation 

about the x and y axes was achieved by x and y axis cursor movement within the boundaries 

of the sphere. Cursor movement along or outside the edge of the sphere is equivalent to 

rolling the sphere at the edge and produced z-axis rotation. Chen et al. expenmentally 

compared the Virtual Sphere technique with three other sirnpler rotation techniques and 

showed that their subjects were able to perform complex rotations faster with the virtual 

sphere, suggesting that interaction techniques which utilize an appropriate metaphor (in this 

case a rolling sphere) could be a promising route to take. The Virtual Sphere unfortunately 

suffers from some limitations [9 11. A mathematically more robust variant called the Arcball 

[9 11 is currently considered the premier rotation manipulator and is used in many 3D 

graphics applications. 

More recently, Conner et. al. [22] extended much of the previous work and proposed a set of 

3D widgets for manipulating 3D objects. They introduced the concept of "handles" 

(nowadays often called "manipulators") on 3D objects (Figure 6 ) .  For example, to effect 



translational motion along the x-mis, one would select the x-axis translatiaal rnanipulator 

for the desired object and drag it to the required location. Obviously, since the mouse 

provides only two degrees of fkeedom, the manipulators generally ailow only transformations 

along two dimensions at a tirne (there are exceptions to this d e :  uniform scaling along three 

dimensions is an exarnple). Houde [52] also proposed a variety of different interactions using 

virtual manipulators. A significant advantage of  3D manipulators over the other techniques 

for mapping mouse input to 3D interaction is that the rnanipulators are directly associated 

with objects in the scene that they affect. The user is provided with irnmediate visual 

feedback showing them exactly what they are manipulating and how their input is affecting 

the 3D scene. Since there are no hidden modes to discover, manipulators are easier to leam 

than moded techniques. While the visual aspects of manipulators are advamtageous, they can 

also be a disadvantage since they may clutter the scene or obscure the object(s) being 

manipulated. With careful design, however, t h i s  problem can be alleviated (for exarnple, 

Aliaslwavefront's Maya 3D animatiodmodeling software relies extensively on manipulators 

which are designed to be minimally intrusive). 

Figure 2-6. Graphical rnanipulators on 3 0  objects. (a) shows a "translate" nmt&laior on> 
toms in a virttral3D environment. Dragging (using a rnouse) on one of the "arrow" handles 
translates the object in the direction of the arrow. (b/ shows a "rotate" maniprdator. 
Dragging on one of the coloured arcs rotates the object in that direction. Dragging 
anywhere else on the sphere defned by these arcs prodzrced a '2rcball" [91] style 
interaction. (c) shows a "scale" rnaniprrlator. Dragging on one of the coloured boxes scales 
the object in that axis. Dragging on the box in the centre of the rnanipulator n n ~ o m l y  scales 
the object in al1 three dimensions. Images takenfiom Aliaslwavefront's M q a  3D 
animation/modeling so fhwre. 

Although these techniques for mapping mouse movement to 3D manipulation have been 

widely used in commercial 3D applications (a notable success being the current generation of 

3D manipulators), it is important to note that a recent study [50] comparing performance in a 



3 D rotation task showed that manipulators controlled b y a mouse were inferior to integrated 

6-DOF devices. The reason for this is that while the 6-DOF device allows for the task to be 

performed in a single integral movement, the mouse controlled manipulators require the task 

to be divided into two or more sub-tasks- The costs of switching between the sub-tasks 

cannot be overcorne unless the physical device allows control over more degrees of fieedom 

simuItaneously. Thus, the quest for the ideal 3 D interaction device is far fiom over. 

2.1.4 Mice Modifïed for >2-DOF Interaction 

Recognizing the fact that the 2-DOF mouse is highly entrenched in current 2D and 3 D 

graphÏcs interfaces, and that it has many properties that make it very difficult to replace 

outright (see [4] for a discussion of favourable mouse properties), researchers have atternpted 

to augment the mouse with additional physical DOFs with the aim of improving interaction 

with virtual environments. 

An early effort was the "roller" mouse [97] that provided an additional DOF by means of a 

roller operated by the thumb (Figure 7). 

Figure 2-7. 3-DOF roller rnotrse [97] 

While the roller mouse has 3-DOFs, dependïng on the task it is applied to, it could be more 

accurately classified as a 2+1 DOF device. Buxton [17], Card et. al. [ 181, and Jacob et al. 

[56] have al1 emphasized the need for input devices to match the user's high-level conceptual 

model of the task. Indeed, Jacob et al. [56] have shown that tasks in which the conceptual 

model of manipulation integrates al1 dimensions benefit fiom input devices which also 



support this integration. They also point out the opposite: that multiple degree-of-fieedom 

tas ks where the dimensions are conceptuall y independent (e-g. adjusting object position and 

colour) do not benefit fiom input devices which integrate all dimensions. That is, a 2 t lDOF 

task is not the same as a 3-DOF one. To M e r  elaborate, let us take an example: a mouse 

built by Microsoft Corporation called the htellirnouse (Figure 8) which is a commercial 

variant of the mouse in Figure 7. 

Figrrre 2-8. Microsoft ïntellimorcse. A wheel between the left and right rnorise buttons 
provides a third DOF. 

This device is a regular 2-DOF mouse augmented with a wheel located between the left and 

right mouse buttons. Users can operate this wheel using their index finger. The wheel is a 

contuiuous, fiee moving valuator that is augmented by a rachet/indentation rnechanism so 

that users get tactile feedback as they move the wheel a notch fonvard or backward. This 

wheel can be used in tasks such as scrolling or zooming in on the contents of a window in a 

graphical user interface as demonstrated originally by Venolia in 1989 [96]. The action of 

scrolhg or zooming is conceptually separate fiom the task of moving the cursor that is still 

performed by the planar two DOFs of the mouse. Correspondingly, the physical hand 

movements required to move the cursor and perform the scrolling/zooming actions are 

separate using the Intellirnouse: the index finger operates the wheel, and the whole hand 

moves the mouse. Thus, a 2+l DOF device is suitably mapped to a 2+1 DOF task. While this 

device could foreseably be employed to perform an integrated 3-DOF task, we speculate that 

it would not be an optimal device to task mapping due to the separate hand and finger actions 

that are required to manipulate the three degrees of fieedom of the device. Also, the ratcheted 

wheeI does not permit smooth manipulation which would probably be preferable for an 



integrated task. A ngorous investigation into the applicability of this device in such tasks 

would be required to definitively answer these questions. 

In an effort to create a tme 3-DOF device while retaining the favourable properties of the 2- 

DOF mouse, Balakrishnan et al. [4] developed the RockidMouse (Figure 9). This device bas 

a curved base which allows for it to be tilted about the z-axis (and also about the x-mis, 

although this was not used due to ergonomie issues). The amount of tilt was sensed and thus 

provided a third DOF in addition to the two planar DOFs of a regular rnouse. Since al1 three 

DOFs were physically integrated into a single sensing mechanism in one device and could be 

operated in one coordinated movement by the hand and arm, Balakrishnan et al. [4] 

speculated that it would be suitable device for 3D interaction. While it o d y  provided 3-DOFs 

instead of 6-DOF required to perform 3D translation and orientation, it was still an 

irnprovement over the 2-DOF mouse. At least, translation (or rotation, or scaling) in al1 three 

DOFs could be performed at once. In an experirnent, they showed that in a 3-DOF, 3D object 

translation task, the RockinMouse was 30% faster than a regular mouse controlling a 

translate manipulator. They also showed that users were able to integrally move in al1 three 

DOFs at the same thne, 

Figure 2-9. RockinMouse. TiIting the mouse a bout the -ax i s  pro vides an integrated third 
DOF. [4] 

An issue that anses with these modified mice is the mapping of each DOF to virtual 

movement. In their work with the RockinMouse, Balakrishnan et al. [4] used the mapping 

shown in Figure 10. They believed it to be the most natural mapping since at least two DOFs 

had 1-1 mappings between the physical and virtual spaces. However, it could be argued that 

the mapping shown in Figure 1 Ob would be more appropriate since the two planar physical 



DOFs are mapped to vimial object movement in the same manner as a regular 2-DOF mouse. 

The trade-off is between what is perceived as a natural rnapping (Figure 10a) and backward 

compatibility with the status-quo. While these different mappings have not been evaluated 

formally, there is evidence in the psychology literature [24, 411 that users eventually adapt to 

strange mappings, and can even retain multipte different mappings concurrently [24]- Thus, 

the issue really becomes one of how quickly users are able to adapt rather than whether they 

can adapt. Another important issue is the order of control used in the transfer function for the 

various DOF's. Balakrishnan et. al. [4] used a simple position controi transfer h c t i o n  for al1 

three DOF's. However, since the tilt-DOF has a much smaller range of motion than the two 

planar DOF's of the device, it is possible that a rate control transfer function for the tilt-DOF 

would have resulted in better performance. 

1 DOF ( Mouse 1 Object 1 1 DOF 1 Mouse 1 Object 1 

Figrrre 2-1 0. RockinMouse mappings. (a) is the rnapping used by f4] which they argrred was 
more natural than the mappings in @) which is bnckward compatible with the statzcs-quo 
rno use mappings. 

Other devices based on the 2-DOF mouse that could conceivably be used for 3D interaction 

(although not explicitly designed for that purpose) include the 4-DOF puck on the Intous line 

of tablets fiom Wacom Technologies, the 5-DOF PadMouse [Il],  and the 3-DOF two-bal1 

mouse [7 11. It would be interesting to experimentally compare pe&ormance between these 

different devices in an integrated task. Such an experiment would shed further light on the 

importance (or not) of having integrated devices for integrated tasks. 



2.1.5 High-DOF Devices 

Having considered general purpose 2-DOF, 3-DOF, and 6-DOF devices, we now explore an 

emerging class of devices with more than 6-DOFs that we cal1 high-DOF devices. 

One category of high-DOF devices is the mechanical armature. These are often highly 

specialized devices that are geometrically and "skeletally" compatible with the graphical 

object being controlled. Knep et. al. [63] used a mechanical armature to animate dinosaurs 

for a movie production. Their configuration allowed for puppeteering style interaction with 

the virtual3D dinosaur models, allowing animators to use both hands and often more than 

one animator to pose the rnodel. More recently, commercial products fkom Digital Image 

Design (the "Monkey") (Figure 1 1 a) and from PuppetWorks (Figure 1 l b) allow for 

reconfigurable armatures to be built fkom components. While these devices work extremely 

well when properly configured for a particular task, the time required to configure the device 

makes it too specialized for general interaction with 3D environments. 

A more generic armature is the Microscribe fiom Immersion technologies (Figure 1 lc). This 

is essentially a 6-DOF input device but is constrained to move based on the restrictions 

imposed by the device's am-like skeleton. Although the Microscribe is a physical armature, 

it is different fkom the Monkey or PuppetWorks armatures in that it is still fundarnentalIy a 

"point-pushing" device whereas the other armatures allow for interaction with cornputer 

models at conceptually higher levels of abstraction. 

Figure 2-11. Mechanical annafures. (a) the Monkey from Digital Image Design. fi). 
reconfigura ble armature from Puppet W o r k  (c). Microsribe from Immersion. 



Another hi&-DOF device is the ShapeTape device £tom Measurand Inc. ShapeTape is a 

flexible rubber tape (1 cm wide, 2mm thick) that has embedded fiber-optic sensors which 

sense bend and twist along the length of  the tape. Since the ShapeTape is essentially a c u v e  

in physical3D space, it can be used to directly control a cuve in the virtual3 D space (Figure 

12). 

Figure 2-12. h ing  ShapeTape to control the shape. position, and orientation of a virttral30 
crrrve [6/ 

The Haptic Lens device developed by Sinclair [93] allows for surfaces to be directly 

manipulated. In this system, the user manipulates a viscous rubber surface that feels 

somewhat like clay. The system is able to sense deformations in the surface and a real-time 

virtual mode1 of the surface c m  be constructed in the cornputer. The user is able to use al1 ten 

fingers to manipulate the surface (Le., practically infinite points of contact), and gets very 

high fidelity force and tactile feedback (albeit, not under computer control) fiom the surface's 

physical material properties. While the Haptic Lens is interesting in that the input surface is 

deformable, the concept of multi-touch input on a planar surface is not new. Lee, Buxton, 

and Smith in 1985 [67] dernonstrated a digitizing tablet that could sense multiple points of 

input, as well as pressure at those points. More recently, Tactex Controls Inc. is marketing 

commercial version that uses different underlying technology but essentially provides the 

same fiinctionality. 



Data gloves (Figure 13), onginally proposed by Zimmeman et. al. [114], offer "whole hand" 

input in that the device typically senses the position of al1 (or at least the most important) the 

joints in the hand and the system is therefore able to display a vïrtual replica of the hand 

within the virtual environment. 

Figure 2-13. Data glove. This version, called the C'vberGIove is produced by VINml 
Techonologies (www. virtex.com). 

The advent of HiD devices opens a new area of research in interaction since we now are able 

to interact with directly entities other than a point- For exarnple, since curves are the 

quintessential primitive in creating 3D models, it i s  reasonable to expect that having the 

ability to directly manipulate curve primitives (rather than points on the curve) using a device 

like the ShapeTape will lead to improved or at least different styles of interaction. In 

previously published work [6] ,  we have explored this style of interaction in some detail. 

2.1.6 Summary 

in Our review of input devices, we have considered the pros and cons of various classes of 

devices and the different dimensions along which these devices should be evaluated. We also 

considered various techniques for interacting with graphics using the ubiquitous 2-DOF 

mouse. This led to a discussion of rnouse variants designed to retain the favourable and 

familiar aspects of the mouse while providing more DOFs to enable more facile interaction. 

We ended with a discussion of an ernerging class o f  HiD devices. 



Despite the availability for some time now of most of the devices we have discussed in our 

review, none have been able to displace the standard 2-DOF mouse as the dominant input 

device to desktop cornputers. While this situation can be partially attributed to the natural 

inertia inherent in any technological change, there are other pragrnatic factors that should be 

considered. The high monetary cost o f  many of these devices, relative to the mouse, is one 

factor. Interestingly, cost is a classic "chicken-and-egg" problem in that lack of  adoption of 

these devices tends to keep their prices high since production does not benefit fiom 

economies of scale, however the high prices are in turn a factor in the fack of adoption! More 

important, however, is the generality of the device. The 2-DOF mouse is a very general 

device that can be used for almost al1 graphical interaction tasks. Tt may not be perfect for al1 

tasks, but at least it can get the job done. In contrast, many of the other devices are more 

specialized and do a small subset of  tasks extremely well, while doing the remaining tasks 

extremely poorly or not at all. For example, a Monkey may be the ideal device for anirnating 

a human skeleton mode1 but we certainly would not want to use it to control a standard 

cursor for GUI operations. A 2-DOF mouse, however, can be used to do both tasks. As a 

result, any user who chooses to work with the more specialized devices on the market ends 

up having to use it in addition to the 2-DOF mouse. Users may do this for a period of tirne, 

but the benefits that accrue fkom using the specialized devices are often negated by the 

ongoing cost of switching amongst devices (particularly when the interaction techniques are 

such that al1 devices are operated by the dominant hand) and the clutter of devices on the 

desk. Hence, the statu-quo mouse remains predominant. 

These factors, however, do not absolutely preclude any improvement to the status-quo. One 

approach that has been successful in the marketplace is the modification o f  the mouse to 

provide a second continous stream of  input in addition to the two DOF's afforded by rnoving 

the mouse on a planar surface. Devices such as the Microsoft wheelmouse (discussed earlier 

in this section), and the IBM joystick mouse each provide one and two additional DOF's 

respectively. While these devices provide a second input stream that is conceptually separate 

fkom the base mouse's two DOF's and as such can be used to perform a separate task (such as 

scrolling a page in a word processor), both input strearns are controlled by one hand. Hence, 

we have a situation where a single hand operates a single input device (albeit with two 

separate input actuators) to control two separate tasks. This may not be desirable since there 



could be interference between the motor actions required of the finger controlling the wheel 

or joystick and that required of the hand controlling the rest of the mouse. 

A possible alternative to the status-quo is the addition of a secondary device, to be operated 

by the non-dominant hand, that works in conjunction with an existing (typicaIly the mouse) 

dominant hand device. Such a two-handed solution cm take advantage of the additional 

DOF's while not overloading one hand or requiring a drastic change to the status-quo. In the 

next section, we review the literature in two-handed interaction which provides much of the 

background for the research described in the remaining chapters in this thesis. 

2.2 Two-Handed Interaction 

2.2.1 Theoretical Foundations 

2.2- 1 - 1 Guiard-s Mode1 of Bimanual lnteraction 

Much recent work in two-handed user interfaces [25,47,48,60] [69] has been guided by the 

theoretical work of Guiard [37]. His analysis of human bimanual action provides a 

framework for cIassi%ng and comprehending the roles played by the two hands when 

performing various tasks. The largest class of bimanual tasks, which Guiard classifies as 

bimanual asyrnmetric, involve the two hands playing complementary roles. In his  Kinematic 

Chain (KC) model of skilled asyrnmetric bimanual action, the two arms are thought to be two 

abstract motors assembled in a senal linkage, thus forming a cooperative bernat ic  chain. 

For example, the fingers, hand, forearm, upper am, and shoulder f o m  a kinematic chain 

representing that arm. Each link in the chain (e.g., the forearm) has a proximal connection 

(the elbow joint) and a distal connection (the wrist joint). The movement of the distal wrist 

joint is necessarily organized relative to the output of the proximal elbow joint, since the two 

are physically attached. The KC model m e r  States that the dominant and nondominant 

hands make up a functional kinematic chain. For example, in right handed people, the distal 

right hand moves relative to the proximal left hand. From this theory and observations of 

hurnans performing various asyrnmeûic bimanual tasks, three general principles of 

asyrnmetric bimanual interaction emerge : 



Dominant-to-Nondominant Spatial Reference: The nondominant hand sets the h e  of 

reference relative to which the dominant hand perfoms its motions. For example, when 

writing on a piece of paper, the nondominant hand controls the position and orientation of 

the page, while the dominant hand uses a pen to write on the page, relative to the 

nondominant hand (Figure 14). 

Asymmetric Scales of Motion: The two hands operate in asyrnrnetric spatial-temporal 

scales of motion. For instance, in the handwriting exarnple, the motion of the 

nondominant hand controlling the position of the paper is of lower temporal and spatial 

frequency than the writing movements of the dominant hand which nonetheless depends 

on the nondominant hand's movement for spatial reference. 

Precedence of the Nondominant Hand: Contribution of the nondominant hand to a 

cooperative bimanual task starts earlier than the dominant hand. In the handwriting 

example, the dominant hand starts writing afier the paper has been oriented and 

positioned by the nondominant hand. 

Figure 2-14. Gtriurd's handwriting experirnent. (a) shows what the writer wrote on the piece 
of paper. (b) shows what appeared on a carbon copy placed crnder the paper on which the 
writer wrote the page in (a). The angle of the writing is due to the writer positioning the 
paper in a cornfortable zone while writing, the "crunched" writing is due to the writer 
constantly repositioning the paper as the writing progressed. (reproduced from [31], afier 
(3 71,)- 



Although Guiard only considered bimanual tasks in the physical world, the principles of his 

model have beem somewhat validated in the vimial manipulation arena by 1421 

It is important t o  note that the above three principles only apply to asymmetric bimanual 

tasks. They do mot apply to syrnmetric bimanual tasks such as rowing or typing. In virtual 

manipulation, s ~ e t r i c  motion is required for tasks that, for exarnple, specifi scale and 

extent, such as Leganchuk's [68] two-handed technique for creatîng constrained straight Iines 

in a drawing prmgram. In Chapter 5, we explore some of the factors affecting human 

performance in symmetnc bimanual tasks. 

An issue to consider when applying Guiard's model to the design o f  two-handed interaction 

techniques for Mmial environrnents is whether his principles hold when there is a mechanical 

interrnediary (i-e., an input device) between the user and the virtual object being manipulated 

and when the mapping between that mechanical interrnediary and the Wtual object is an 

abstract (Le., no@ 1- 1) one. For exarnple, in Chapter 3, we develop a two-handed interface to a 

3D modeling program where the nondorninant hand operates a mouse which controls the 

virtual carnera, and the dominant hand operates a second mouse which controls the position 

of a virtual object. Based on the visual feedback on the display, the dominant hand controlled 

object operates vJvithin the fiame of reference of the nondominant hand controlled virtual 

carnera. However, in physical space, since the two devices are relative (and the mapping 

from device to camerdobject is an abstract one), the dominant hand is not spatially operating 

with reference t a  the nondorninant hand (temporal fi-ame of reference may still be 

maintained). In Chapter 4, we formally investigate this issue via controlled experiments. 

When considerimg two-handed interaction, one often focuses on the motor control aspects of 

the task at hand. While the motor aspect is clearly important, one sbould not ignore possible 

cognitive issues ;and benefits that could arise when using both han& to operate an intedace. 

The concept of c-hunking [92] is a basic principle in the acquisition of cognitive skill. 

Anderson [II) arnd Card, Mora ,  & Newell[19] have described the process of acquiring 

cognitive skills t a  be based upon the compilation and integration of  knowledge into chunks 

formed from lower level sub-tasks. Buxton [16] has in turn argued that physical affordances 



at the motor levef of interaction could be designed to reinforce cognitive chunking He 

argued that if the desired mental mode1 chunked together components of the task at the 

cognitive Ievel, and if this were reinforced at the motor level by having the same components 

chunked into a single physical gesture, task performance would be improved. Thus, the 

acquisition of cognitive skills can be thought to be related to the compatibility between 

actions at the motor level and chunking at the cognitive level. One approach to increasing 

this compatibility at the user interface is through better designed devices and the use of 

multiple streams of input (two-hands, voice, haptics, etc.). 

2- 2.1 - 3 Epistemic and Pragmatic Actions 

Kirsh & Maglio [62] have recently argued that humans perform actions not only to bnng 

them closer to the physical goals of the task - pragrnatic actions, but also to facilitate 

perception and cognition - epistemic actions- Gibson [35] also made a sirnikir distinction, 

classi%ng hand movements as either exploratory or performatory. Epistemic actions are 

often performed to reveal information about a task that is either hidden or difficult to 

mentally compute. For exarnple, chess players sometimes temporarily move a chess piece to 

a new position simply to assess the move and its implications to the overall garne. Now, one 

could argue that this action is inherently pragrnatic since it brings the chess player closer to 

his goal of winning the game, However, if we consider the issue fi-om the motor control 

perspective, then this move is a wastefùl one. From a cognitive perspective, however, this is 

certainly a valuable move. 

In a rigourous demonstration of the distinction between epistemic and pragrnatic actions, 

Kirsh & Maglio 1621 showed that people playing the game Tetris (Figure 15) would rotate 

pieces physically by hitting a button (which took around 150ms) rather than compute the 

required mental rotation (which is estimated at 800 to 1200ms). Apart fiom saving effort in 

mentally computing rotation, players also used epistemic rotation actions to reveal new 

information early on in the game, to easily identiQ a piece's type, and to simpliw the process 

of matching the piece to the open "gap" in the row below. 



Fitzrnaurice [30]) has argued that a key issue in facilitating epistemic actions in the real- 

world is the low cost associated with manipulating most physical objects. In the virtual 

world, if the cost of manipulating m a l  objects is hi&, then this may outweigh the value of 

using such manipulation as a cognitive aid, However, if designers of user interfaces are 

cognisant of the user's need to perfom epistemic actions, interaction techniques could be 

designed to facilitate it. 

Figure 2-15. Tetris garne. The pieces appear, one at a tinze, at the top of the screen and fall 
rapidly to the bottom. The user has to rapidly rotate and translate the piece such that itfits 
sn~igtv into the bottom ro W. Epistemic actions often ocarr in thrS game. 

2.2.2 Forma1 Experimen ts in Two-Handed Interaction 

In the HCI literature, there are a few formal experiments which analyze two-handed 

interaction. Most of these experiments consider 2D tasks, with the exception of work by 

Hinckley [42] who studied two-handed interaction in 3D environrnents. In the psychology 

and motor control literatures, there have been several experimental studies in how both hands 

are used to perform tasks, but most of these involve tasks which require simultaneous but 

relatively independent use of both hands such as bimanual pointing to separate targets [5 1, 

721, and bimanual tapping of rhythms [23,80]. While these studies can yield many insights, 

they are not directly relevant to us since as user interface designer, we are typically interested 



in the use of two-handed interaction to perform a single, cooperative, task. Here, we briefly 

review the experimental work that relates to cooperative bimanual action. 

2.2.2-1 Buxfon & Myers, 1986 

In perhaps the k s t  experimental study of  two-handed interaction in the HCI literature, 

Buxton and Myers [17] showed that two-handed input provided significant benefits in the 

performance of two compound tasks. 

Their first task required subjects to position an object (in vimial2D space) with the dominant 

hand and scale it with the nondominant hand Althmugh subjects could adopt either a senal 

strategy (position fust, then scale) or a parallel one (position and scale simultaneously), they 

invariably adopted the parallel strategy and task performance t h e  correlated strongly with 

the amount of parallelism used. An interesting issue with regards to this expenment is that 

although the assignment of roles to hands was not Ui cornpliance with Guiard's principles, 

subjects still performed with a hi& degree of parallelism. Guiard (persona1 communication) 

has argued that reversing the assignrnent of hands t o  roles such that they conformed with 

Guiard's principles (Le., the nondominant hand performed positioning which presumably is 

done first, and the dominant hand performed scaling) would yield better results. Buxton 

(personal communication) has in tum argued that their assignrnent of hands to roles was 

correct fiom the perspective of compatibility with the way the task would be performed in 

the status-quo unimanual case. in other words, users pnor experience may play a large part in 

determining their preferences and performance. 

Their second task required subjects to scroll through a document and select a particular word 

fkorn a particular line in the document. In the one-handed condition, subjects used their 

dominant hand to operate a puck on a digitizing tablet to scroll though the document using a 

graphical scrollbar, and used the same puck to select the test. In the two-handed condition, 

subjects used their nondominant hand to scroIl via tauch sensitive strips and die dominant 

hand to select the text using the puck. They found that both novices and experts performed 

the task faster with the two-handed technique. 



2.2.2- 2 Zhai & Smith, 1999 

Recently, Zhai and Smith [113] performed a study comparing performance in a document 

navigation (i.e., scrolling and painting) task, using four input configurations: regular 2-DOF 

mouse, wheelmouse (2tl DOF), joystick mouse (2+2 DOF), and a two-handed approach 

using a 2-DOF mouse in the dominant hand and an isometric joystick (the same device found 

on the joystick mouse) in the nondominant hand. One interesting aspect of their study was 

that both the joystick mouse condition and the two-handed condition had two streams of 

input fiom identical "sub" devices: the isometric joystick and the mouse. The only difference 

between the two was that fingers on one hand were used to operated both the joystick and the 

mouse in the joystick mouse condition, whereas in the two-handed condition these two input 

strearns were distributed across two-hands. 

They found that there was no significant difference in performance between the wheelmouse 

and standard 2-DOF mouse conditions. This is interesting in that it shows that, at least for the 

task they studied, merely providing an additional input Stream does not guarantee 

improvements. They also found that both the joystick mouse and two-handed solution 

outperformed the standard mouse by about 25%. Most interestingly, however, was their 

finding of no significant difference between the joystick mouse and two-handed solution, 

despite the fact that the input strearns were assigned to different hurnan limb actuators and 

that the two-handed solution conforms to Guiard's KC theory. 

Despite showing that the two-handed solution showed no benefits over the one-handed dual- 

strearn solution of the joystick mouse, the authors caution that this conclusion cannot be 

applied to al1 other tasks. As an exarnple, they note that it would be difficult to use one- 

handed dual-stream input for tasks that involve parallel actions such as those describe by 

Leganchuk et. al. [69]. In other words, two-handed dual solutions may still be the preferred 

choice for dual strearn input since they are likely to be compatible with a wider range of 

tasks. 

2-2.2.3 Kabbash, Buxton, & Sellen, 1994 

Kabbash, Buxton, & Sellen [60] compared four techniques for performing a compouiid 

"connect-the-dots" task that required drawing of straight lines between successive dots and 



colouring each dot with a given colour. The dominant hand operated a mouse and the 

nondominant hand, when used, operated a trackball. The techniques they studied were as 

follows: 

status-quo unirnanual technique where the dominant hand drew the lines and selected 

colours fiom a floating colour palette that could be repositioned as desired. 

two-handed, two-cursor version of the mimanual technique. The dominant hand 

controlled one cursor, the nondominant hand controlled a second cursor. Either cursor 

could be used to draw the lines or select a colour, however, in practice they observed that 

subjects tended to use the dominant hand to draw the lines and the nondominant hand to 

select the colour. in this setup, each hand performed a relatively independent subtask. 

two-handed, "palette menu" technique. The dominant hand drew the lines and selected 

the colours, but the nondominant hand was used to position the colour palette. In theory, 

this setup should allow the colour palette to be kept in the vicinity of the dominant hand 

cursor, reducing the time it takes to select colours. It also follows Guiard's three 

principles of assignment of roles to hands. 

drew the lines and selected the two-handed, "Toolglass" technique. As in the previous 

technique, the dominant hand colous- However, the colour pallete was now a 

semitransparent "Toolglass" sheet (Bier, Stone, Pier, Buxton, & DeRose, 1993) which no 

longer obscured graphical objects under the palette and whose position was controlled by 

the nondominant hand. Colour selection and initiation of line drawing was integrated into 

a single action by positioning the desired colour fkom the palette over the start dot and 

then clicking through that colour with the dominant hand cursor to both select the colour 

and initiate drawing. Since this integration requires fewer motor actions to perform the 

compound task, and closely follows Guiard's three principles, it is likely that task 

cornpletion thne will be reduced. 

They found that the two-handed "Toolglass" technique outperfomed the other three 

techniques, with no performance difference between the other three techniques. Their results 

showed that using two han& does not automatically lead to performance improvements. 

Lndeed, although their two-handed, "palette menu" technique required fewer motor 

movements than the first two techniques, and followed Guiard's principles, there was no 



performance improvement. This indicates that other issues such as cognitive load could be at 

play, although their experimentd results could not con fm this specuiation. The supenor 

performance of the Toolglass technique indicates that properly designed two-handed 

interaction techniques c m  be advantageous. Taken as a whole, the results of their experiment 

indicates that conformity with Guiard's principles should be considered to be only one 

measure of the naturalness of interaction and hence performance, and that other issues could 

be equally or more important. 

A potential weakness of their experiment is the choice of input device for the nondominant 

hand. It is possible that a different device in the nondominant hand would have yielded 

different results, particularly in the two-handed, "palette menu" technique. The use of a 

trackball does not allow for spatial referencing between the two han& at the physical level. 

Two mice, or better yet, two absolute devices working in the same physical space ( e g ,  two 

pucks on a digitizing tablet) will allow the two han& to work in reference to each other in 

physical space and hence be closer to Guiard's principles and may result in better 

performance for the two-handed, "palette menu" technique. We note that in Chapter 4, in a 

study of a similar asyrnrnetric two-handed task, we find no difference between using two 

relative devices and two absolute devices in the same space, as long as visual feedback was 

present. However, a trackball provides no physical spatial reference, unlike a relative mouse, 

and thus could yield different results. 

2.2.2.4 Guiard & Ferrand, 7995 

Guiard & Ferrand [38] measured performance in a a reciprocal tapping task (derived fkom 

Fitts' [29j experiment). Participants tapped with the "tip of a long, birnanually held stick 

alternatively on two targets", and using two different grips: a preferred grip where one hand 

held the end of the rod and the other hand held the niddle, and a nonpreferred grip where the 

hands swapped position. They found that using the preferred grip resulted in better accuracy 

overall, but irnproved performance time only when the two targets were far apart. They also 

showed that a distinct partition of labour occurred between the hands: the dominant hand 

controlled the push-pull or translational motion of the rod while the nondominant hand 

controlled the axis of rotation. 



2-2.2.5 Leganchuk, 1996 

Leganchuk [68] (dso published in [69]) studied the rnotor and cognitive benefits of two- 

handed input in an 2D "area sweeping" task in which subjects "swept" out a rectangle to 

select an area encompassing a target. This is similar to rectangular selection of objects in a 

typical2D graphics editing appIication. In the status-quo one-handed technique, subjects had 

to place one corner of the rectangle at a desired position, and drag out the rectangle such that 

it encompassed a given target object. Corrective movements could be made by clicking and 

dragging on virtual handles on the comers of the rectangle. Their two-handed techniques 

allowed for two comers of the rectangle to be positioned at the same time, eliminating 

switching between different handles when corrective movements were made. They found the 

two-handed techniques to be faster and subjectively preferred to the one handed technique. In 

addition, they showed that if the time taken to switch between control handles were removed 

fiom the one-handed condition, thus making the arnount of rnotor movement in the one- 

handed and two-handed techniques similar, the two-handed techniques were still faster. They 

reasoned, using analysis based on the concept of "chunking", that this was due to the 

reduction in "cognitive load" when the two-handed technique was used. 

ln a second study, Leganchuk [68] studied three techniques for drawing straight lines fiom 

vertical line A to vertical line B while passing through points C and D (Figure 16). The first 

technique required subjects to select a "project line" tool by clicking through a Toolglass 

sheet [f  21 at point C ,  draw a guideline to point D, then clicking on line A and drawing a line 

to line B. The first line CD defmes the slope, and allows for a snapping behaviour for 

selecting the appropriate starting point on line A. In the second technique, users controlled 

the position and orientation of a virtual ruler with the nondominant hand, and drew a line 

with the dominant hand using this virtual d e r  as a constraint. Thus, specification of slope 

and position of the line was "chunked" into one step, and the line drawing was a second step. 

The third technique grouped al1 the actions into one step, where each hand controlled one 

endpoint of the line and thus could control endpoint position and line slope in one 

coordinated motion. An interesting issue here is that the third technique requires largely 

symmetric movements of both hands, whereas the first two techniques were asymrnetric. 

They found that the third technique outperformed the other two, but subjects indicated a 

stronger preference for the second "ruler" technique. This indicates that the trade-offs 



between the various factors affecting two-handed input need to be carefully considered when 

designing two-handed interaction. Unfortunately, several confounds in their experiment 

limited the inferences they could draw fkom their data, 

FrgLrre 2-1 6. The syrnmetric line drawing task of Subjects had to draw a iine from 
vertical line A to verrical line B which passed rhrough the points C and D. 

2.2.2.6 Hinckley, 199 7 

in the first experimental study of two-handed interaction in a 3D virtual environment, 

Hinckley [42] (also published in [46]) explored the issues surrounding the use of two hands 

for virtual object manipulation in 3D- Their task was a controlled version of their 

ne~rosur~ical  visualization system [42, 451 and required subjects to align and intersect a 3D 

triangle object with a semitransparent rectangle object such that they were coplanar. Two 6- 

DOF sensors with different physical handles were used to control the position and orientation 

of each object. They compared performance in a unirnanual condition where subjects 

operated each device (and hence each virtual object) in turn, to a bimanual condition where 

subjects controlled the triangle object device in the nondominant hand and the rectangular 

object device in the dominant hand. After subjects aligned and intersected the two virtual 

objects, they were "instnicted to put their dominant hand down on a pad at the side of their 

workspace, to close their eyes, then attempt to reproduce the position and orientation of the 

rectangular object device without any visual feedback". They found that subjects could far 

more accurately reproduce their 6-DOF posture in the two-handed condition. This indicates 

that subjects were able to use perceptual cues provided by the nondominant hand to aid in 



postunng their dominant hand and that this was independent of visual feedback. They also 

showed, fiom the ordering of one-handed and two-handed condition triais, that subjects 

leamed a more effective task strategy in the two-handed condition and were able to transfer 

some of that ski11 to the one-handed condition. This indicates that the representation of a task 

can influence cognitive aspects (e-g., task strategy) of performance. 

in a second experiment [42,48], they studied performance in a cooperative bimanual task. 

Using physical objects, one hand manipulated a tool (a plate or a stylus) and the other hand 

manipulated a target object (puck, triangle, or cube) that had a rectangular slot cut into it. The 

task was to mate the tool with the rectangular slot in the target. In one condition ("Easy"), the 

tool was allowed to touch the edges of the rectangular dot of the target. In the second 

condition ("Hard"), the tool must touch the bottom of the rectangular dot  in the target 

without touching its sides. They found that for the "Hard" condition, the task was rather 

asymmetric and the hands were not interchangeable: performance was better when the 

dominant hand held the tool and the nondominant hand held the object. If the roles were 

reversed, subjects were observed to have visible motor tremors in the nondominant hand 

when holding the tool, For the "Easy" condition, the roIes of the hands had no effect on 

performance. The results also show that haptic feedback (in the form of physical constraints 

found in the "Easy" condition) can fündamentaIIy change the type of motor control required. 

Hinckley's work has demonstrated that using two-hands with properly designed interaction 

techniques can lead to improvements in both motor and cognitive performance. However, he 

concentrated on asymrnetric tasks. The issues surrounding symrnetric tasks remains 

unexplored. Also, much of his work involved specialized input devices with distinct physicaI 

characteristics. in remains to be seen if sirnilar effects hold when abstract input devices are 

used to manipulate virtual 3D graphies. 

2.2.3 Systems and Techniques using Two-handed Interaction 

Having reviewed the theoretical and experimental work in two-handed interaction, we now 

consider the few user interface systems and individual techniques developed to date that 

make extensive use of continuous two-handed input. The majority of these are research 

systems, although two-handed input is beginning to appear in a few commercial systems. 



Sachs, Roberts, & Stoops' [88] 3Draw system is a 3D computer aided design application 

which facilitates the sketching of 3D c w e s  which make up 3D objects. The interaction style 

involved using a 6-DOF stylus in the dominant hand and a 6-DOF palette in the nondominant 

hand. The palette represented the construction plane of the 3D object being created, while the 

motion of the stylus relative to the palette draws and edits the c w e s  which make up the 

object. Informa1 observations by the authors indicate that users were able to easily 

manipulate objects using this relative input system when compared to systems where the 

object was fixed in space. 

2-2-3.2 Toolglass and Magic Lenses 

The Toolglass and Magic Lenses system [12] introduced the concept of a semitransparent 

user interface widget upon which resides tools that could be used in an application. The 

Toolglass or Magic Lens widget was typically operated b y  the nondominant hand (they used 

a trackball in their prototype implementation), while the dominant hand controlled a status- 

quo cursor which was used to click though the appropria~e portion of the widget to select 

tools ancilor affect parameters (cg., colour) of geometry visible under the widget- Since the 

nondominant hand controlled the Toolglass widget, it could be brought to the vicinity of the 

dominant hand when required, alleviating the need for the dominant hand cursor to travel to a 

menu bar or other static user interface widget to select tods  and modes. In addition, tasks 

that previously took several steps could now be performed in a single fluid interaction (e-g., 

changing the colour of an object could be performed by sirnply moving the colour palette 

Toolglass over the object and clicking through the appropriate colour: object and colour 

selection is integrated into one step). 

2.2.3.3 Worlds in Miniature (WM) 

Stoaklty, Conway, & Pausch [94] present a system that augments an irnrnersive head tracked 

display with a secondary display that shows a miniature copy of the virtual environment. 

They refer to this secondary copy as a "world in miniature" (WIM). The WIM display is held 

in the user's nondominant hand, while the dominant hand operates a 6-DOF input device that 

is used to interact with objects in the scene. Since the position and orientation of the WIM 



display is also tracked in 6-DOFs, the WIM display can be used as an input device to 

navigate through the virtual world while at the same time displaying a copy of  that world on 

its small scale display. An interesting aspect of this arrangement is that it allows for users to 

interact with the virtual environment at several different scales at once without any explicit 

mode switching. 

2- 2-3.4 The Responsive Workbench 

Cutler, Frolich, & Hanrahan [25] built a system that made extensive used of two-handed 

input for interacting with 3D models on a large desktop surface. A stereoscopic image was 

projected ont0 the surface of a large "Responsive Workbench". Users wore instnunented 

gloves on each hand that allowed the system to detect the position of the hands as well as 

pinching gestures. A 6-DOF stylus was also available for precision tasks. A set of graphical 

manipulators were designed and grouped, according to their fiinctionality, into toolboxes 

from which users could select and use appropriate tools for the task at hand. From a design 

perspective, their tools fa11 into three categories: unimanual, where one hand performed the 

entire interaction; bimanual symrnetric, where both hands perforrned fùnctionally equivalent 

portions of a task; and bimanual asymmetric, where each hand performed different subtasks 

to cooperatively perform a more complex task. While they did not formally evaluate their 

system, informa1 observations indicate that users easily leamed to use the bimanual tools. An 

interesting observation was that users often picked up two "seemingly independent one- 

handed tools and used them together in a coordinated fashion". This indicates that using both 

hands to perform independent unimanual tasks should not be discounted as a possible design 

in future systems. 

Kurtenbach, Fitzmaurice, Baudel, & Buxton [65] designed a prototype 2D graphics editing 

system (called "T3 ") that integrated two-handed and transparency interaction techniques with 

a digitizing tablet that provided position and orientation information for two input devices on 

its surface. One of their design goals for this system was to maximize the amount of screen 

space available for artwork, This required an "invisible", on-demand, user interface. They 

achieved this by using a primary Toolglass sheet controlled by the non-dominant hand. The 



dominant hand controiled a cursor which selected tools fiom this TooIglass sheet. In 

addition, the contents of the Toolglass codd be changed by selecting fkom a markhg menu 

on the top of the Toolglass. Two-handed scaling and orientation of the underlying artwork 

was also irnplemented. Aiso, different toolsets could be selected by physically bringing on 

different devices onto the tablet. Thus, the tablet acts Like a stage ont0 which vanous props 

(devices, each with unique fûnctionality) could be brought on as required. In essence, this 

allows for the replacement of some graphical widgets with physical widgets. An interesting 

aspect of this prototype was the seamless integration of asymmetric and syrnrnetnc two- 

handed techniques. Some of the techniques in their prototype have since been irnplemented 

in Alias(wavefiont's Studiopaint 2D painting program in what is perhaps the first commercial 

implementation of continuous two-handed interaction techniques. 

2.2.3.6 Props interface for Neurosurgical Visualization 

Hinckley [42,44] designed a two-handed visualization system for neurosurgical planning. 

An interesting aspect of this work is the use of real-world physical props with embedded 6- 

DOF sensors as input devices. For example, the nondominant hand manipulates a "dolls 

head" device to control a virtual3D mode1 of a human head while the dominant hand 

operates tools such as a cutting plane. The use of these real-world props enables users to 

reason about their task without the interference of intermediaries such as graphical widgets. 

This work is also notable in that it is the first implemented system where the key interaction 

techniques have been experimentally evaluated (as reviewed in Section 1-2.2.5 above). 

2.2.3.7 Brown University Research 

Zeleznik, Forsberg, & Strauss [IO51 developed techniques for two-handed, two-cursor input 

for 3D interaction. They demonstrated their techniques in the context of an experimental 

gesture based interface for 3D modeling, called "SKETCH" [106]. Their techniques could be 

grcuped in three categories. The first was transformation operations which used the two 

cursors to perform 3D translation, rotation, and scaling in non-conventional ways. Second 

were carnera control operations which allowed for the virtual camera to be tumbled, panned, 

and zoomed. In sorne cases, the nondominant hand could operate the carnera while the 



dominant hand was free to perform operations on objects in the scene. The third category was 

editing operations on objects in the scene. 

While some of the techniques developed by ZelePiik et al. were rather innovative, their 

system suffers somewhat fiorn the lack of underlying phciples goveming the overall design. 

Instead, each technique seems to have been designed in an ad-hoc marner, resulting in a 

system that does not appear to be easy to use. The authors provide no evidence as to the 

usability of their work. 

2.2.3.8 Raisamo 's "Stick" Interface 

Raisamo [86,87] developed a two-handed technique for aligning graphical objects called the 

"alignment stick". The alignrnent stick is essentially a d e r  shaped graphical widget that is 

translated and rotated, using two input devices, and used to push against other graphical 

objects in a scene. Objects can thus be easily aligned to one another. Unlike the status quo 

alignrnent tools available in current drawing systems which require that objects first be 

selected and then an alignrnent operation applied, the alignrnent stick does not require a- 

priori selection of objects. Rather, both selection and action are chunked [16] into a single 

fluid task. Another interesting feature is that users smoothly transition between symrnetric 

and asyrnmetrïc styles of bimanual interaction when using the alignment stick. Also 

interesting is that the interface can be operated using only a single input device, however, 

like most other attempts to gracefully degrade two-handed interactions to unimanual ones, 

the unirnanual version suffers fiom being heavily moded. Raisamo later extended the "stick" 

metaphor to a suite of tools that used "sticks" with various properties (e-g., cuning stick, 

shrinking stick, rotating stick) as an interface to a 2D drawing program [85]. The interaction 

paradigm here is one of "sculpting" by removing parts fiorn a large simple piece of geornetry 

to create more intncate geometric objects. in contrast, status quo drawing programs are 

typically use a "create fiom scratch" paradigm where complex geornetnes are created by 

aggregating simpler parts. We note that some basic aspects of this sculpting style of 

geometric modeling is beginning to appear in cornrnercially available modeling applications, 

such as Aliaslwavefi-ont's Maya, and Sensable Technologies' FreeForm. 



2.2.4 Summary 

Our review of two-handed interaction has shown that using both hands to operate a user 

interface with appropriately desügned techniques can lead to improved performance from 

both a motor control and cognitive perspective. What is  clear, however, is the limited 

theories and experirnental results that are available to guide the design of such interfaces. 

Guiard's principles only provide guidance in one cIass of two-handed interaction: dependent 

asymmetric interaction. The expaerimental work reviewed has shown that adherence to his 

principles largely result in interaction techniques which outperform other techniques. 

However, we have also seen (in Kabbash's [60] work) that Guiard's theory is not the only 

factor to consider. The "chunkiflunkiflunkiflg" theory is another that should be considered, as Leganchuk 

[68] has shown. We also note that when evaluating new two-handed techniques, performance 

measures that consider only the-motion efficiencies should not be the only evaluation 

criteria. For example, two-handed interfaces may faditate epistemic actions that in tum lead 

to increased task performance time, but could help the user develop better strategies for task 

completion, particularly in complex tasks. Another issue is the lack of any theories regarding 

symrnetric two-handed interaction. As we have seen, interfaces are being built (e.g., the 

Responsive Workbench [25] )  with symmetric interaction techniques that could benefit fiorn a 

consistent underlying theoretical mode1 of interaction- Finally, most of the work to date bas 

involved 2D interfaces, or 3D innerfaces with input devices that have a direct, one-to-one 

mapping with the 3D objects the-y interact with ([IO51 is a notable exception). While this 

work is valuable, the vast majority of 3D graphics systems utilize conventional 2-DOF input 

devices as their interaction media. More work is needed to investigate and develop 

techniques for two-handed intesaces to 3D graphics with such devices. 

2.3 Other Approaches 

To conclude our review, we brieny consider two other complementary approaches to 

interaction that have influenced ohe research described in this thesis. 

2.3.1 Graspablenangible User Interfaces 

Fitmiaurice [30] introduced the concept of "graspable" user interfaces, and Ishii [53] has 

been furthering this research, whiich he now calls "tangible" user interfaces. The basic idea 



behïnd graspable/tangible user interfaces is to make greater use of physical artifacts with 

embedded sensing technology instead of relying solely on abstract virtual tools to perform 

computer tasks. For exarnple, instead of using a virtual tool palette, users could select an 

appropriate physical tool fiom a physical toolbox (much like in the real world) and use that 

tool instead of the virtual version. The affordances of the physical objects are likely stronger 

than the affordances of the equivalent virtual tool.The advantage is that users can use their 

inherent understanding of the reai world and its associated objects, to interact with a 

computer. In experimental studies, Fitzrnaurice showed that when a physical input device 

closely matched the virtual task, performance was better than when an abstract device was 

used. He also showed that the ability to space-multiplex input (Le., switch between different 

devices in the physical space, and often work many sirnultaneously) was preferable to the 

status-quo tirne-multiplexing scheme used with virtual tools. The disadvantage of this 

approach is that while it works well for tasks that have a physical analogy, it does not 

neccesarily result in benefits when perforrning abstract, syrnbolic tasks. 

2.3.2 Gesture Based Interfaces 

The SKETCH system [106] provides a gesture based 2D interface to a 3D modeling 

application. The interface relies on the clever use of heuristics to make inferences fiom user 

actions which are based on a small vocabulary of axis-aligned strokes, modifier keys, and 

mouse clicks which can be combined by following a set of rules. Rather than relying solely 

on static 2D points, lines, or images, this interface makes use of prior knowledge about the 

dynarnic process of sketching to infer information. While this is an interesting approach that 

is perhaps the first to start melding concepts fiom the field of artificial intelligence with 

interface design, one should be cautious with regards to the usability of such systems due to 

the difficulty in making accurate inferences from user input which is rarely predictable. 

2.4 SUMMARY 

In this review, we have explored a variety of theories, devices, and techniques that will likely 

be relevant when designing new interfaces for manipulating computer graphics. Within the 

subareas we have considered, much research remains to be done. From the device 

perspective, the ideal successor to the mouse has yet to be designed. We are also seeing a 



trend towards hi&-DOF devices which will allow us to manipulate entities that are at a 

higher level of abstraction (curves, surfaces, scenes) than a point in space. Techniques for 

effectively using these devices wi11 need to be developed. From the two-handed interaction 

perspective, we need to develop principles to guide the design of these interfaces. Studies 

will have to be conducted to explore symrnetrïc interaction, tasks that benefit fiom increased 

ability to perform epistemic actions, and the use of abstract devices and mappings for two- 

handed interaction. The work presented in the followïng chapters of this thesis are an attempt 

at addressing some of these open issues. 



Chapter 3: Bimanual Camera Control and Object Manipulation 

3.1 Introduction 

'user interfaces for 3D graphics applications can be thought of as havïng two fundamental 

goals: providing the user with the ability to create and manipulate graphical objects, and 

allowing the user to accurately perceive the 3D graphical scene from various viewpoints. The 

fïrst goal is achieved via the variety of selection and manipulation mechanisms as descnbed 

in Chapter 2. In addition to a variety of static 3D depth cues, the second goal is typically 

achieved by moving the virtual camera around the virtual3D scene in order to view occluded 

parts and to get a better 3D perception, in particular depth perception, of the scene. In 

desktop 3D graphics applications, both of these object and camera manipulations are usually 

performed via a single input strearn (Le., the mouse). We believe that time-multiplexing these 

two fundamental tasks through one input stream is umecessarily constraining users into a 

non-fluid workflow of "navigate, manipulate, navigate, manipulate, ..A In the real world, 

users are not necessarily constrained in this manner. Instead, they are able, for exarnple, to 

hold an object in one hand and paint on the object with a brush held in the other hand. 

In this chapter, we develop, describe, and evaluate a bimanual interaction technique that 

facilitates these two fundamental interaction tasks. This technique not only increases the 

input control bandwidth but also eiihances user perception of the virtual3D scene. 

Essentially, we propose using the non-dominant hand to operate the virtual camera controls 

typically found in 3D graphics applications, thus fieeing the dominant hand to perform other 

manipulative tasks in the 3D scene. We note tkat this is not the first time that bimanual 

carnera control has been proposed, although we're the first to articulate the problem with 

respect to mouse and keyboard based deskrop 3 D  environments which form the basis of 

current status-quo applications for modeling, design, and animation. Other researchers [25, 

44,88, 1051 have demonstrated camera operations using the non-dominant hand but have 

either done so in concert with the dominant hand (Le., both hands are used to speciv camera 

parameters) [25, 1051 or attempted to directly niirnic the real world [44,88], using higher 

' A preliminary version o f  the work in this chapter is published in Balaknshnan & Kurtenbach, 1999. [9] 
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(>2) DOF input devices more suited to virtual reality applications. Our work is not simply a 

demonstration of yet another variation of bimanual camera and object manipulation. Rather, 

not only is our technique based on an analysis of established human perception and 

performance theories that helped develop and justiQ the design, but we're also the first to 

empiricaily evaluate such a technique. We believe that Our contribution of concrete empirical 

data will help calibrate the utility of this style of interaction fiom a hurnan user's perspective. 

In addition to the evaluation of the technique itself, this work gives rise to a number of 

interesting questions with regards to our current understanding of human birnanual 

manipulation. Some of these questions are explored in subsequent chapters in this thesis. 

Note that the navigation and manipulation problem applies as well to 2D graphics, however, 

we focus here on the 3D case since the problem is more acute in 3D due to the increased 

DOF's required in manipulation and the difficulty in providing adequate depth cues. 

In order to motivate o u  work, we first bnefly review the various depth cues used in 3 D 

graphics displays. We then discuss how one of the most powerfùl depth cues can be 

enhanced by following the principles of Guiard's KC mode1 [37], resulting in o u  bimanual 

interaction technique. Our proposed technique is then experimentally evaluated for a range of 

typical tasks. 

Finally, we discuss the implementation of this bimanual technique in a commercial 3D 

modeling/animation software package. We also discuss and propose solutions to a few 

challenges that we faced in this irnplenientation due to the original architecture of the 

application assurning a single input stream. 

3.2 Background: Depth Cues in Virtual3D Scenes 

3D graphics applications typically utilize a variety of depth cues to enhance user's perception 

of the virtual3D scene. These cues, whose origins can be traced to the hurnan visual 

perception literature, include perpective, occlz~sion or interposilion, sernitransparency, light 

and shado ws. relative size, stereopsis. and motion (see [3 9, 1 0 11 for detailed reviews of the 

various depth cues in hurnan perception). 

Perspective and relative size depth cues, which result in objects farther away appearing 

smaller thm objects closer to the viewer, are amongst the most commody employed cues in 



3D graphics. This is evident in the ubiquitous wireframe "groundplane" present in most 

perspective views in 3D applications. The parallel lines of the wireframe groundplane serve 

to enhance the perspective cues [14]. 

Occlusion cues, where objects that are closer to the viewer occlude objects behind them are 

also critical for accurate depth perception . Occlusion cues are now omnipresent in 3D 

graphics applications, implemented via hidden line and surface removal techniques. 

A specialized instantiation of the occlusion cue is semitransparency, where if a 

semitransparent object overlaps another object, the viewer not only sees the closer 

semitransparent object but atso sees a filuv or partial view of the occuded object. 

Experimental work by [log] has shown semitransparency to be an effective additional depth 

cue for computer graphics 

Light and shadows, which are also important depth cues, are less fiequently used in 

interactive 3D graphics because of the high cornputational costs involved. This, however, is 

changing with ever faster graphics engines and for relatively simple scenes it is now possible 

to interactively work with lighting enabled. 

Stereopsis, which results fiont retinal binocular disparity, is a strong depth cues and has been 

investigated extensively in the virtual reality domain. However, it is not comrnoniy used in 

desktop 3D graphics applications because of the need for expensive and cumbersome 

viewing apparatus. 

Motion can provide depth information to the user in two main ways. First, motion parallax 

which occurs when objects move in space relative to an observer produces a strong sensation 

of depth. In 3D computer graphics, this kinetic depth effect [13,26], is generated when the 

user's view of the scene is continuously varied by manipulating the vimial carnera about a 

fked point (often referred to as "turnbling" the scene). 

The second way to obtain depth information via motion is by keeping the 3D scene static and 

instead moving the viewer. This process, called active observer rnovernent, is what humans 

typically do in the real world. This eflect can be simulated in 3D graphics by tracking the 

viewers head movements and generating the graphical image on the screen to correspond to 

changes in the viewer's viewpoint. Although this head tracking technique has been 



experimentally shown to be beneficial [3], issues with regards to the cost, size, accuracy, and 

Iag of the tracking technology currently precludes its use on a widespread basis. 

In surnmary, our review above indicates that there are a variety of depth cues that can be used 

in 3D graphics to allow the user to perceive the virtual3D scene as accurately and richly as 

possible. While al1 these cues in combination work to create a truly rich perceptual 

experience, technological limitations typically allows for the use of only a subset of these 

cues. When one is limited by the technology, an informed choice of which cues to support 

has to be made. Based on an extensive review of the role of the various depth cues in 3D 

perception and 3 D display design, Wickens et. al. [ 1 0 1, 1 021 concluded that while stereopsis, 

occlusion, and motion are al1 salient cues, motion is particularly important in creating a sense 

of three-dimensionality since stereopsis may provide no benefit when motion cues are 

present. Other evidence [13,26] also demonstrate and emphasize the importance of motion 

cues. Thus, given the importance of motion cues in the perception of depth, it makes sense to 

design interfaces to 3D graphics that maximize the ease in which these motion cues are 

generated. 

3.3 Enhancing Depth Perception Via Bimanual Interaction 

As discussed in the introduction, moving the virtual carnera in desktop 3D graphics 

applications serves two purposes. First, it enables the user to view different parts of the 3D 

scene, bringing once occluded objects to the forefiont. Second, it provides for enhanced 

depth perception through motion, which, as described in our review of depth cues, is critical 

in enabling the viewer to accurately perceive the vimial3D scene. As Kirsh and Maglio have 

discussed [62], hurnans perform actions not only to bring them closer to the physical goals of - 

a task (pragmatic action), but also to facilitate perception and cognition (epistemic action). 

Thus, one finds users of unimanual interfaces to 3D graphics applications constantly 

switching between pragrnatic actions of manipulating objects in the scene, and the offen 

epistemic actions of manipulating the camera for enhanced 3D perception. Given that these 

two actions are not mutually exclusive, it is likely that allowing users to perform the 

pragmatic object manipulation actions via one input Stream (i.e., the mouse in the dominant 

hand as in the status-quo), while the ofien epistemic actions of camera control are perforrned 

via a second input Stream (Le., an input device in the non-dominant hand), will result in both 



imprsved time-motion task performance and an enhanced sense of  perception or sense of 

engagement of the 3D scene. Furthemore, this style of interaction is consistent with the 

reference principle of Guiard's KC theory which states that the dominant hand typically 

operates within the h m e  of reference set by the non-dominant hand. 

In order to explore the benefits of using the non-dominant hand to operate camera controls in 

typical3D tasks, we conducted two formal experiements and one informa1 user study. In 

addition to the primary goal of quantitatively and qualitatively evaluating this style of 

bimanual interaction, we also wanted to explore how performance and user preference 

change as the complexity of the task increased. 

Whille there are several camera control metaphors commonly used in 3D graphics 

applications, we chose to do al1 our experiments using one typical metaphor. Given that users 

can e=asily switch between different camera control techniques using the dominant hand in 

currernt unimanual interfaces, we see no compelling reason to believe that users will not be 

able Eo use the sarne variety of techniques if the camera is control1ed by the non-dominant 

hand, If we can show benefits using one typical metaphor, it is reasonable to expect that 

similar benefits will accrue, albeit to lesser or greater extent, when other metaphors are used. 

En other words, our focus is on the general issue of moving the camera controls to the non- 

domimant hand and not on what specific carnera control metaphor should be employed. 

SimiLarly, numerous different input devices could conceivably be used in either hand. We 

chose to use a standard two degree-of-fieedom mouse in each hand for two main reasons. 

First, the mouse is the status-quo input device for the dominant hand in desktop 3D graphics 

applications (see [4] for a discussion of why the mouse dominates, despite the availability of 

higher degree-of-freedom input devices). Second, this is a reasonable configuration for a 

practiical, low cost bimanual interface. 

3.4 Experiment 1 : Selection 

To begin our evaiuation of non-dominant hand camera control, we felt that it would be best 

to stant with a simple canonical task, and if the results were promising, we could then move 

on to more complex tasks. Accordingly, we chose 3D target selection as our first 

experimental task. Target selection is one of the simplest fiindamental tasks typically used in 



studying human performance in computer input control. Other fundamental tasks like object 

docking, path following, and pursuit tracking, are considerably more difficult. 

3.4.1 Method 

3.4.7.7 Taskand Stimuli 

Participants were asked to select targets which appeared on the surface of a large cubic object 

in the 3D scene. As illustrated in Figure 1 (colours in the figure have been changed to 

accommodate greyscale printing), the scene consisted of the cubic object in the centre of the 

display and a light grey wireframe grid at the bottom of the display. The purpose of this grid 

(often called the "groundplane" in 3D graphics parlance) was to provide an additional 

perspective depth and occlusion cue. The cubic object was an opaque, pink coloured 

Gouraud shaded cube whose faces were divided into nine equal sized square sections. The 

target to be selected was a flat, yellow coloured disk which appeared on one of the nine 

sections of five faces of the cubic object (4 side and 1 top face; the bottom face of the cubic 

object was not used since one would have to look through the groundplane to view that face). 

Thus, there are 9x5=45 different locations where the target could appear. Since the cubic 

object was opaque, not al1 of its faces are visible in a given view. In order to see the other 

faces in search of the target, the view of the scene had to be changed by manipulating the 

virtual camera. To further encourage camera manipulation, "raised walls" were placed on the 

boundaries arcund the nine sections of each face of the cubic object. These "raised walls" 

obscured the sections such that one had to view a section almost "head on" to see if a target 

was on it, thus necessitating fiequent camera movement. 



YeIlow disk target 

Figure 3- 1. Stimtdi for Experiment I .  

The carnera control metaphor used is often referred to as "tumbling" the carnera, and is 

analogous to holding and manipulating a turntable (represented by the groundplane in the 

graphics scene) in one's hand. The tunitable can be rotated about its normal axis as well as 

the horizontal screen axis. Technically, this requires revolvuig the canera about the centre of 

the scene by varying the azimuth and elevation angles in the perspective view. This allows 

objects in the middle of the 3 0  scene to be viewed from any direction. The viewing distance 

from the object, as well as the view angle (or focal length of  the camera) is kept constant. 

This carnera control metaphor is ideal when the object(s) of  interest are located, as in this 

experiment, in the centre of the 3D scene. It is one of the most fkequently used carnera 

controls in mainstream 3D applications, others such as panning (moving the centre of 

interest), zooming/dolly (moving closer or further away from the centre of interest) are 

important but less fkequently used when working on a single object in the scene. 

Selection of the target was done by using a mouse to move a 2D selection cursor in the plane 

of the screen such that the cursor was over the targeî (in line of sight) and clicking the left 

mouse button. This "ray casting" method of selecting 3D targets using a 2D cursor is widely 

employed in 3D graphics applications and has been shown to be superior to selection using 



3D cursors [59, 991. If the target was successfülly selected it disappeared and a new target 

appeared 500 rns later at another location. Errors could not occur since the next target would 

not appear until the current one had been selected. The participant thus had to manipulate the 

camera to locate the target, and then select the target using the selection cursor. 

The experiment compared task performance using a one-handed (1 H) vs. a two-handed (2H) 

technique. In the L H technique, participants used their dominant hand to operate a mouse 

which controlled both the selection cursor and the carnera. Clicking on the target selected the 

target, clicking and dragging anywhere else in the scene moved the camera in the appropriate 

direction. Thus, participants had to constantly switch between camera control and selection in 

order to perform the task. 

In the 2H technique, participants used their dominant hand to operate a mouse which 

controlled the selection cursor (as in the 1 H technique), while their non-dominant hand 

operated a second mouse which controlled the camera. In this case, both the camera and the 

selection cursor could be operated simultaneously. There was no cursor attached to the non- 

dominant hand mouse. Also, no button presses were required since it was permanently 

attached to controlling the camera. 

3.4.1.2 Apparatus 

The experiment was conducted on a Silicon Graphics Indigo2 Extreme workstation with a 19 

inch colour display. Two standard seriaÿPS2 mice set to the sarne gain were used as input 

devices. The workstation ran in single-user mode, disconnected from al1 network traffic. 

3.4.1.3 Participants 

10 nght-handed volunteers, 3 female and 7 male, participated in the experiment. Ages ranged 

frorn 20 to 35. They were recruited via email advertisements at Aliaslwavefiont and the 

University of Toronto. Participants were a11 previously familiar with cornmon computer 

applications but had no experience with 3D graphics. They were paid a total of $30 for their 

participation in both Experiment 1 and Experiment 2 (descnbed later in this chapter). 



3.4.7.4 Design 

A within subjects repeated measures design was used. A11 participants performed the 

experiment using both techniques (I H and 2H). The presentation order of the two techniques 

was counterbalanced across the participants. For each technique, participants performed 3 

blocks of trials. Each block consisted of 1 trial for each of the 45 possible positions that a 

target could appear on the cubic object, presented in a constrained pseudorandom order 

within the block. The constraint imposed was that the target always appeared on a different 

face of the cubic object fiom the previous target. This ensured that participants had to 

manipulate the camera in order to select each target. In target selection experiments, the size 

of the target is typica1Iy manipulated as an experirnental factor. However, in pilot testing of 

our experirnent, we found that target size had no effect on the relative performance between 

the 1 H and 2H techniques (Le., there was no Target Size x Technique interaction), Therefore, 

we used a single target size in this experiment. 

Participants were given eight practice trials to familiarize themselves with the task. They 

were allowed breaks afier each block of 45 trials. The experiment consisted of 2700 total 

trials, as follows: 

10 participants x 

2 techniques (1 H and 2H) x 

3 blocks of trials for each technique x 

45 trials per block 

= 2700 total trials. 

For each subject, the experirnent was conducted in one sitting and lasted under half an hour. 

Subjects were alternately assigned to one of two experimental orders: 1 H technique followed 

by 2H (1 W2H) or 2H first (2Wl H). 

3.4.7.5 Experimental Hypotheses 

Our hypotheses were developed frorn o u  informal early prototype use of the non-dominant 

hand for camera control and the formal fiamework provided by Guiard's KC model. The 

experimental task using the 2H technique nicely adheres to al1 three principles of the KC 

model: 1) moving the camera sets the frarne of reference for the selection cursor to select the 

target; 2) carnera control is a coarse grain task, whereas selection is a fine grain task; 3) the 



canera movement must precede selection. With the 1H technique however, the dominant 

hand has to perform both camera control and selection - constantly switching between them. 

The overhead in the 1H technique, which we cal1 "mode switching time", is the cost of 

moving the cursor back to the appropriate position (home position) when switching between 

selection and navigation modes. Accordingl y, we hypothesize that : 

HI : The 2H technique will be faster than the 1 H technique. 

This is prirnarily because the mode switching time present in the 1 H technique is eliminated 

in the 2H technique. While it is tnie that in the 2H technique the participant has to switch 

between using the dominant hand and the non-dominant hand, this switching tirne should be 

negligîble compared to that of the 1 H technique because the non-dominant hand is in "home 

position" and "ready to go" the moment the dominant hand has completed its task and vice- 

versa. 

H2: Participants will subjectively prefer the 2H technique. 

This is because the 2H technique more closely follows their natural real worId expectations 

of holding an object in one hand and manipdating it with the other hand. 

3 - 4 2  Results and Discussion 

3.4.2- 1 Trial Completion Time 

Figure 2 compares participants' mean trial compIetion time for both techniques over the three 

blocks of trials. Trial completion time was measured beginning when the target first appeared 

on the cubic object and ending when the target was selected. Repeated measures analysis of 

vanance with trial completion time as the dependent variable was conducted on the data. A 

significant main effect was found for the technique used (1 H or 2H) (Fi.* = '1 7.62, p < .O l), 

thus confirming hypothesis HI. Overall, the 2H technique was 20% faster than the 1 H 

technique. 

In addition to the analysis above, we also calculated pefiorrnance time in the 1 H technique 

after removing the mode switching time (dotted line in Figure 2). In Section 1.4.1.2 above we 

hypothesized that mode switching tirne would account for the difference between the 1 H and 

2H techniques. However, even after subtracting mode switching time, we find that there is 



still a small(5%) difference between the 1 H and 2H techniques. In other words, the 2H 

technique affords benefits that go beyond the simple cost, at the motor level, of switching 

modes. A possible explanation for this additional benefit is that we were able only to identiQ 

and remove fiom our data the switching tirne as manifest in the action portion of the motor 

activity perfomed by the user. We were not able to quanti@ and remove any possible 

response preparation time. Further, it is plausible that switching modes also incurs a 

cognitive cost that would account for the additional time taken to perform the 1 H technique. 

We note that earlier work by Leganchuk et, al. [69] also attributed advantages gained in 

bimanual interaction to cognitive issues, in addition to the expected benefits at the motor 

level. 

- - .O- - - 1 H minus mode switching time 

Block 

Figtrve 3-2. Experiment 1: Mean trial completion tirne for both techniques over the course of 
three experimental blocks of trials. 

The order of presentation (1 W2H or 2 W IH) had no significant effect = ns, p > -5). 

Leaming across the three blocks of trials was not significant (F2,16 = 3.50, p > .05). This 

supports our observations during the experiment that the task was elemental enough that 

participants had little difficulty performing the task quickiy right fiom the beginning. No 

other significant interactions were observed. 



3.4.2.2 Subjective Evalua fion 

At the end of the experiment, participants were asked to rate their preference, on a p r e p ~ t e d  

questionnaire, for each technique on a scale of -2 (very low) to 2 (very high). The results 

surnmarized in Table 1, validate our second hypothesis, H2, and is consistent with the 

quantitative trial completion tirne data. 

Table 3-1. Subjective preferences in Experiment I. Each cell contains the nzrmbev of szrbjects 
with that rating. 

1 H technique 
(mean score: -0.4) 

2H technique 
(mean score: 1.6) 

3.5 Experiment 2: Docking 

Experiment 1 showed that operating camera controls in the non-dominant hand is beneficial 

in a 3D selection task. However, the selection task was relatively lightweight in terms of both 

motor and cognitive effort required of the participant. Few episternic actions were required to 

get an understanding of the 3D scene. An obvious question, therefore, is whether sirnilar 

benefits c m  be realized in a more demanding task. To answer that question, we ran a second 

expenment using 3D object docking as the experimental task- 
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3.5.1 Method 

3.5.1.1 Taskand Sfimuli 

The 3D object docking task required participants to select an object in one corner of the 

virtual3D scene and place it inside a target object located at the diagonally opposite corner. 
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As shown in Figure 3 (colours have been changed to accornrnodate greyscale printing), the 

scene consisted of two objects and a groundplane (identical to the one used in experiment 1) 

in the middle of the virtual scene. The object to be nanipulated was a blue coloured sphere. 

The target was a purple cube with translucent faces. Colours and transparency effects were 
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chosen to ensure that participants were not hindered in their task by insufficient visual cues. 

The manipulated object was two thirds the size of the target object. 

m Target: p q l e  cube with / translucent faces 

Object: opaque blue sphere 
1 

Figure 3-3. Stimzdi for Experinzent 2. 

As in Experiment 1, we compared task performance using a one-handed ( 1 H) vs. a two- 

handed (2H) technique. In the 1 H technique, participants used their dominant hand to operate 

a mouse which controlled both the selection cursor and the camera. Clicking and dragging on 

the object selected and moved the object; clicking and dragging anywhere else in the scene 

moved the camera in the appropriate direction. When selected, the object could be moved in 

two dimensions at a tirne, always paralle1 to the plane of the screen (i.e., in the screen's x-y 

plane). In order to move the object along the z-axis in the virtual scene, the carnera ideally 

has to move 90 degrees such that the virtuai scene's z-axis becarne parallel to the screen's x or 

y axis. This "screen space" or "image plane" style of object movement is commonly 

employed in 3D graphics applications which use the 2 degree-of-freedom mouse as the 

prirnary input device. It works reasonable well, but as discussed in the introduction, requires 



constant switchuig between carnera control and object manipulation in order to move an 

object in 3D space. 

In the 2H technique, participants selected and maaipulated the object with the dominant hand 

mouse, while the non-dominant hand operated a second mouse which controlled the camera. 

In this case, both the camera and the object could be manipulated simultaneously. As a result, 

it becomes possible to move the object into the target in a single movement if the non- 

dominant hand controlling the carnera can coordinate its movernents with the dominant hand 

controlling the object (one way of visualizing this movement is to think of the camera being 

moved such that the target is being brought closer to the viewer, while the object is also 

being moved such that it is also being brought closer to the viewer. At some point in the 

rniddle, the object and target wi11 meet). Of course, an alternate strategy is to simply move 

the carnera first, followed by the object, and keep alternating between the two until the task is 

completed- This is similar to the strategy that has to be used in the 1H technique, except that 

no explicit switching of modes fkom carnera control to object manipulation is required in the 

2H technique since each task is assigned to a different hand. 

The camera control metaphor was identical to that used in Experiment 1. 

When the object was within the target's boundaries, the target turned br ia t  green. 

Participants released the dominant hand lefi mouse button while the object was within the 

target to indicate completion of a trial. 

3.5.1.2 Apparatus 

The apparatus was identical to that used in Experiment 1. 

The same group of 10 people who participated in Experiment 1 participated in this 

experiment. They al1 completed Experirnent I prior to performing Experiment 2. Any skill 

transfer fiom Experiment 1 to Experiment 2 shouid therefore be syrnrnetrical for al1 subjects 

and not adversely affect the validity of Experiment 2. 



3.5.7.4 Design 

A within subjects repeated measures design was used. AL1 participants performed the 

experiment using both techniques (1 H and 2H). The presentation order of the two techniques 

was counterbalanced across the participants. For each technique, participants performed 5 

blocks of trials, Each block consisted of eight conditions presented at random: we tested 

participants' ability to move an object fkom each of the eight corners of the virtual scene's 

viewing volume to a target located at the diagonally opposite corner- Subjects performed four 

trials for each of the eight conditions. 

Prior to performing the experiment with each technique, participants were s h o w  how to do 

the task using that technique. For the 2H technique, they were shown how to do the task by 

sïmultaneously moving both hands, and also by moving one hand at a t h e .  Participants were 

given two practice trials for each condition to familiarize thernselves with the task. They 

were allowed breaks after each set of four trials per condition. After completion of a trial, 

there was a 500 ms pause before the next trial began. 

The experiment consisted of 3200 total trials, as follows: 

10 participants x 

2 techniques (1 H and 2H) x 

5 blocks of trials for each technique x 

8 conditions per block x 

4 trials per condition 

= 3200 total trials. 

The experiment was conducted in one sitting and lasted under an hour per subject- Subjects 

were alternately assigned to one of two experimental orders: 1 H technique followed by 2H 

( 1  W2H) or 2H first (2W1 H). 

3.5.1.5 Experimental Hypotheses 

Our hypotheses were developed fkom the results of Experirnent 1, and once again the formal 

framework of Guiard's KC model. If the experimental task using the 2H technique is 

performed one hand at a time (asymrnetric and nonparallel interaction), it adheres to al1 three 

principles of the KC model. The results of Experiment 1 indicates that this will outperform 



the 1 H technique due to the elimination of mode switching time- However, if the task is 

performed by moving both han& in parallel (at the same time) andior symmetricaily (doing 

the same motor actions in the space domain), it may no longer be conceptually perceived as 

"move carnera, then move object". Rather, it becomes move carnera (or effectively, move the 

target) and object in parallel andior symmetrically. Although Guiard's KC mode1 does not 

address the issue of symmetric, parallel, interaction, we nonetheless expect to see some 

performance irnprovement over the 1 H technique if this strategy is employed- 

Fonnally, we hypothesize that: 

Hl : The 2H technique will be faster than the 1 H technique 

Regardless of the manipulation strategy used, the 2H technique will be faster than the 1 H 

technique, primarily because the mode switching time present in the I H technique is 

elirninated in the 2H technique. 

H2: Participants will subjectively prefer the 2H technique. 

This is because the 2H technique (a) more closely follows their natural expectations for 

performing these types of tasks in the real world, and (b) lowers the cost of performing 

epistemic actions, thus providing a greater sense of "engagement" with the viaual world. 

3.5.2 Results and Discussion 

3.5.2.1 Trial Completion Time 

Figure 4 compares participants' mean trial completion time for both techniques over the five 

blocks of trials. Trial completion tirne was measured beginning when the object and target 

first appeared in the scene and ending when the object was successfülly placed in the target. 

Repeated measures analysis of variance with trial cornpletion time as the dependent variable 

was conducted on the data. Overall, there was no significant difference between the two 

techniques (1 H or 2H) (F1.8 = IIS, p > . l), thus hypothesis Hl cano t  be accepted. This is a 

somewhat surprising result, especially given the significant performance gains observed in 

Experiment 1 for the 2H technique. Possible explanations for this result can be found in two 

observations we made while participants were performing the experiment as well as our own 

experience with the task. 



Figrwe 3-4. Experiment 2: Mean trial completion time for both techniques over the course of 
five experimental bloch. Data from all ten participants. 

First, we observed that participants were largely trying to use both hands in a parallel and 

symmetric manner in the 2H technique. When the task is performed in this manner, it appears 

to become more difficult than the 1 H technique. There are three likely reasons for this: 1) 

both the target and object have to be monitored continuously, dividing attention and 

increasing the cognitive load on the participant; 2) four degrees-of-fieedom - two controlling 

the object, two controlling the camera - have to be sirnultaneously controlled, increasing the 

load on the participant's motor system; and 3) the geometric transformation that has to be 

rnentally computed in order to b h g  object and target together is non-trivial, especially for 

the novice user. The 1 H technique, in contrast, time-multiplexes between controlling the 

carnera and controlling the object. This imposes a lighter cognitive and motor load at any one 

time. From our results, it is clear that the sum of the two subtasks (symmetric strategy in 2H 

technique) has a greater cost than its parts (1 H technique). This fïnding is in line with 

previous results by Kabbash, Buxton, and Sellen [GO] who also found that increased 

cognitive load resulted in reduced performance tirne in sorne bimanual tasks. 

A second observation was that because in the 2H technique there was no explicit switching 

cost involved in manipulating the camera, participants tended to perform more epistemic 



actions than in the 1 H technique. While this results in participants getting a better perception 

of the 3D scene, the time cost incurred adds to the overail time taken to perform the 

pragmatic task of placing the object in the target. In a sense, while the design of the 2H 

technique was motivated by the desire to facilitate episternic actions, it appears that in certain 

situations too much of a good thing c m  be bad! 

Given these observations, the temporal performance result is not surprising. If participants 

had performed the task in a non-parallel, asymmetric marner (i.e., move camera, then rnove 

object) ancilor with fewer epistemic actions, we might have seen a performance gain simiIar 

to that obtained in Experirnent 1. Moving to a more parallel, syrnmetric style of interaction, 

as well as perfoming more epistemic actions, clearly results in a performance cost in the 

pragmatic task. However, as expert users of our experimental system, we found that we could 

perform the task using the 2H technique in a symrnetric rnanner much faster than using the 

1H technique. 

Now, the question is whether the experimental data supports our persona1 experience that 2H 

performance irnproves with practice, Further data analysis showed a significant learning 

effect across the five blocks of trials (F4,33 = 17.52, p < .O1 ). Sy the tirne participants reached 

the last block of trials (block 5), the difference between the two techniques becarne 

statistically significant (Fis = 5.72, p c  -05). This is a plausible indication that as participants 

get more expert at the task, the cognitive and motor loads discussed earlier are reduced. in 

terms of magnitude of difference, in block 1 the 2H technique was not significantly different 

fiom the 1 H technique, while in block 5 the 2H technique was 11% faster than the 1H 

technique. 

To add fürther validity to our c l a h  that performance in the 2H technique improves with 

practice, we asked three of our participants to continue the experiment over another ten 

blocks of trials, for a total of 15 blocks of trials each. While the sample size of only three 

participants precludes detailed statistical analysis, the data collected (Figure 5) clearly shows 

that there is a difference between the 1H and 2H techniques fiom block 5 onwards. Further, 

performance in the IH technique becomes asyrnptotic over the last five blocks, whereas 

performance in the 2H technique continues to improve even at the end of the 15 bIocks. 
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Figure 3-5. E-rperirnent 2, data from three participants who performed ten additional blocks of 
trials. Mean trial completion time for both techniques over the course o f m e n  bZockF. 

3.5- 2.2 Subjective Evalua fion 

As in Experiment 1, at the end of Experiment 2 participants were asked to rate their 

preference, on a preprinted questionnaire, for each technique on a scale of -2 (very low) to 2 

(very high). The results, sumrnarïzed in Table 2, shows that despite their relatively poor 

initial temporal performance wiîh the 2H technique, participants strongly preferred it over the 

1 H technique. This validates hypothesis H2. 

Table 3-2. Subjective preferences in Experiment 2. Each cell contains the num ber o f  subjects 
with that rating. 
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3.6 Informal Study: Painting 

In Experirnents 1 and 2 we formally studied users' performance using 1 H and 2H techniques 

for 3D selection and docking tasks. Another task that could benefit fiom non-dominant hand 

camera manipulation is 3D painting (projective paint or paint on surface) or sculpting. 

Several commercially available packages (e-g., Arnazon's 3Dpaint, Alias~wavefiont's Maya) 

provide 3D paintingkculpting functionality, but generally use the dominant hand for both 

carnera control and painting. We feel that moving the carnera controls to the non-dominant 

hand wouId provide a greater sense of directness to the task, and also facilitate epistemic 

actions that enable better visualization of the painting/sculpture being created. Unfortunately, 

painting or sculpting are tasks where obtaining quantitative performance metrics is difficult. 

Thus, we ïnformally asked five volunteers who had expenence with 3D paint packages to try 

out a simple 3D painting system we developed. They were asked to paint a "cartoonized" 

head ont0 a plain 3D sphere, and to do it with 1H and 2H techniques in turn. Ln the 1 H 

technique, the dominant hand used a pen on a digitizing tablet to paint on the sphere as well 

as to control the camera (the "ALT" key on the keyboard was held down to switch into 

camera control mode - this is the statu-quo technique used in commercial packages). Ji the 

2H technique, a mouse in the non-dominant hand controlled the camera while the dominant 

hand painted using the digitizer Pen. The camera control metaphor was identical to that used 

in Experiments 1 and 2. 

The participants were asked to rate their preference for the two techniques. As Table 3 

shows, they ovenvhelmingly preferred the 2H technique, despite the fact that they al1 had 

prior experience with the 1H status-quo technique. Comments included "1 feel like I'm really 

painting on the sphere", and "wish 1 had this in Maya". 

Table 3-3. Subjective pref mences in painting study. Each ce11 contains the num ber of 
szrbjects wittt that rating. 
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3.7 lmplementation in a mainstream 3D application 

As discussed in the introduction to this thesis, the final test of the value of any interaction 

technique is whether it will be integrated within commercial mainstrearn software and 

adopted by users- Having shown the benefits in a controlled laboratory setting, we decided to 

take this birnanual camera control technique beyond the Iaboratory and into a commercial 

desktop 3D painting/sculpting application. Our goal was to replace the standard uni-manual 

camera controls typically found in a commercial 3D graphics application with our bimanual 

technique. Specifically we were interested in replacing the popular uni-manual "alt-key:" 

technique found in Alias[wavefiont ' s Maya 3 D modeling/anirnation software. In this 

technique the system is placed in carnera mode by holding down the alt-key. Draggîng with 

the left rnouse button then "turnbles" the camera; Dragging the middle mouse button pans the 

carnera and dragging with both 1eft and rniddle mouse buttons perfonns zooming. 

Getting real users to adopt a bimanual technique over this uni-manual technique in their 

everyday work presents some challenges. First, another input device must be added to the 

standard keyboadmouse desktop. The cost and generally availability of the device plays a 

critical roIe much in the sarne way that standard low cost mice and keyboards are 

requirements of the standard desktop. With this in muid, we based our bimanual technique on 

the common three-button mouse with the idea that an "extra" mouse can generally be easily 

acquired. 

Another challenge was the choice of control mappings between the mouse input and virtual 

3D carnera. We chose to simply replicate the mouse mappings fiom Maya's uni-manual 

technique for several reasons. First, these mappings are considered to be very good for 3D 

modeling/painting/sculpting and second, it meant that users farniliar with the uni-manual 

technique wouldfi't have to l e m  a new button mapping with the bimanual technique. 

Our Maya implementation of the birnancal camera control technique works as follows. Like 

any modem GUI, the user "holds" the current r001 (in Our application this was either a 

sculpting or painting tool brush) using the standard primary pointing device (typically a 

mouse or stylus) controlled by the dominant hand. Brushing over the desired areas of a 3D 

mode1 performs painting and sculpting. Unlike standard a GUI, movement the object being 



brushed on is accomplished using another mouse in the non-dominant hand. This roughly 

emulates the roles of the han& when brushing on a physical object. 

Figrire 3-6. Button mappings for dominant and nondominant hand input devices for the 
preferred "delrixe " configuration rising the Wacom in trros tablet. 

This second mouse is permanently assigned the standard carnera controls. This mouse is 

"disengaged" until a mouse button is pressed. When the left mouse button is dragged, the 

camera control metaphor used is analogous t o  holding and manipulating a tumtable 

(represented b y the ground plane in the grap hics scene) in one's hand. The turntable can be 

rotated about its normal axis as well as the horizontal screen axis. Technically, this requires 

revolving the camera about the center of the scene by varying the azimuth and elevation 

angles in the perspective view. This allows object:; in the middIe of the 3D scene to be 

viewed from any direction. The viewing distance fiom the object, as well as the view angle 

(or focal length of the camera) is kept constant. This carnera control metaphor is ideal when 

the object(s) of interest are located, as is desirable in 3D painting and sculpting, in the center 

of the 3D scene. When the middle mouse button is dragged the view pans leWright or 

upldown. Finally, dragging both the left and middle rnouse button simultaneously controls 

zooming: Dragging to the left zooms in and dragging to the nght zooms out. Figure 6 

illustrates the button mappings. 

3.7.1 Other Input Configurations 

We designed Our implementation so that different configurations of devices couid be used 

(see Table 4). Our motivation was to make our birnanual technique availabie and consistent 

over a range of reasonable input configurations thereby increasing the chances that users 



would be able to use it. We support the choice of not using Our bimanual technique by not 

disabling the standard "alt-key" camera controls (configuration #O). This is important since 

Maya needs to be at least operable on the standard keyboard/mouse configuration. 

Configuration #1 is our "economy" configuration. In this case, the user only has to add an 

inexpensive and commonly found three-button serial mouse for the nondorninant hand. Our 

"deluxe" configuration #3 is the Wacom htuos tablet, which has the built in ability to sense 

both a stylus and puck simultaneously. Artists prefer this configuration since drawing with a 

stylus is much easier than drawing with a mouse. Some artists frnd the Inhios tablets have too 

large of a footprint and prefer smaller tablets like the Wacom Graphire. In this case, the 

inexpensive serial mouse c m  be used (configuration #2). Finally, we support using a 

Magellan SpaceMouse or compatible six degree-of-fieedom device for the nondorninant 

hand since a few CAD prograrns support this type of device. 

-- 

Table 3-4. hput  configrrrations. 

3.7.2 lmplementation Challenges 

Input Configuration 

#O. Regular Keyboardl 
Mouse 

#1 Add Extra Mouse 

#2 Add StyludTablet 

#3 Wacom intuos Tablet 

#4 Space Mouse 

Adding a second stream of continuous input in a meaningful way to an existing application 

that was onginally designed for use p n m d y  with the mouse and keyboard presents a few 

challenges. 

Nondominant hand 

Keyboard 

Extra Mouse 

Extra Mouse 

Intuos Puck 

Space Mouse 

Dominant hand 

Mouse 

Mouse 

Stylus 

Stylus 

Stylus 

The first challenge is simply getting data fiom the second input stream into the application. 

Fominately, Maya's architecture has a feature called "dynarnic device attachment" which 

Cornrnents 

Use "alt-key" so must 
switch mouse between 
brushing and camera 
control 

Avoids switching 
between brushing and 
camera control 

Stylus better for drawing 

More buttons on puck 
than extra mouse 

Mlows 6 DOF camera 
control 



allows essentially any device to stream data into Maya, and to attach the data strearn to 

control appropriate data attributes in Maya. This feature was originally designed to allow for 

higldy specialized input devices (e.g. Puppetworks armatures) to be used to control very 

specific attributes in Maya. As such, data streams fiom these devices are treated as secondary 

to the standard keyboard/mouse input. So, for example, if the prirnary mouse is in a drag, 

data fiom the secondary input stream is cached and is not available for use until the mouse 

drag is completed. For our purposes, this is unacceptable since we want the secondary input 

Stream to control the camera whde the prirnary input strearn controls painting/sculpting. So, 

we modified Maya to remove caching of secondary input streams and to perform operations 

associated with the secondary stream immediately, regardless of whether the prirnary mouse 

was in a drag or not. 

In general, allowing for such concurrent input Ieads to arnbiguity in the undo queue when 

operations fiom both input streams have been zippered together over time and moreover, 

may affect each other. In o u  implementation, we avoid this issue by only providing transient 

commands to be triggered by the nondominant hand such as carnera control and bmsh size 

modification. These cornmands are not norrnally "undo-able" in Maya and so, the user 

maintains a clear sense of what operation the undo function will perform. In the future, a 

possible solution to this would be to have multiple undo queues - one for each input stream. 

Another problem we faced was that in Maya, whenever a tool was activated by the primary 

input stream, the camera position is cached at the start of the mouse drag. Our bimanual 

interface allows for the carnera to move while the primary tool is still within a drag, so we 

had to remove camera position caching fiom our paintingkculpting tools. 

Given the constraints of Maya's architecture, the mousekeyboard input is handled via one 

event handler while the second device input is handled via a separate event handler. This 

works well in most situations, but breaks down in one case. When painting/sculpting using 

our bimanual interface, users typically move the camera to get an appropriate view of the 

mode1 and then paidsculpt. There is often some overlap between the two actions, but users 

generally do not continuously move the camera and paintkxulpt at the same time. However, 

if the interface is used like a potter's wheel, where the paint/sculpt tool is held stationary but 

nonetheless active while the camera is moved so that the underlying geornetry moves, one 



would expect that the painting/sculpting action would be applied to the geometry. In our 

irnplementation, given the separate event handiers for the two input streams, since the device 

holding the paint/sculpt tool is not rnoving, that event handler gets no data and does not 

trigger the painting/sculpting code when the carnera is moved by the other device. This is 

currently a limitation of our system, but wiil be fixed in the firture either by establishing 

some communication between the two event handlers or changing Maya to have al1 input 

streams go through a single event handle 

Finally, since Maya's user interface was originaily designed for use with keyboard and 

rnouse, it relies heavily on various hotkeys (also called keyboard shortcuts or modifier keys) 

that are typically operated by the nondominant hand. Our bimanual interface requires that the 

user's nondominant hand operate a second device that is not the keyboard. Thus, while we 

provide added hctionality via the second device, users are not easily able to activate their 

favorite hotkeys without round trips to the keyboard. For our specific subset application of 

paintinglsculpting within Maya, only one hotkey is typically used and we are able to sirnply 

dedicate a button on the secondary device to that key. in general however, more hotkeys 

would be required. We have previously explored one solution to this, where a modified 

version of marking menus are activated by the nondominant hand using a PadMouse device 

[ I  11 .  However that solution required a speciaiized device that is not comrnercially available. 

Other solutions we are currently exploring include graphical hotkey widgets activated by a 

roller wheel in the nondominant hand mouse/puck. 

3.7.3 User Feedback 

The work described in the earlier sections of this chapter has shown that Our bimanual 

camera control technique can make interaction faster and is strongly preferred in a laboratory 

setting. We are interested if this preference will ~ransfer and be sustained in a more realistic 

setting. The real test of our technique will be in the number of users that adopt and utilize the 

technique for everyday work. This remains to be seen since we are still in the process of 

releasing Our implementation in Maya to the general public. 

However, we have made significant observations concerning the usage of this technique. At a 

trade show we allowed passers-by to try a hands-on demo of sculpting and painting using the 



technique. Generaliy afier a quick demo, users were allowed to try the system themselves. 

Approximately 50 users of unknown 3D graphics experience tried the system for a few 

minutes. Most users easily understood the bimanual arrangement and began to get 

cornfortable after a few minutes in moving the object around as they sculpted. Most users 

limited thernselves to turnbling only since panning amd zooming were not shown to thern- 

They had very positive reactions in general. We belie-=ve that this is evidence that the strong 

preference for this technique transfers outside the laboomtory setting. We have also had the 

opportunity for a few highiy skilled 3D graphics artisrts to informally try out the technique. 

These artists were very farniliar with the uni-maaual "'alt-key" carnera control arrangement in 

Maya. We observed that they understood the bimanual arrangement almost irnmediately and 

after a few minutes were working comfortably, almost  unaware that they were using a 

ciifferent camera control technique. Most users had very positive reactions. 

3.8 Overall Discussion and Conclusions 

Our experirnents and informa1 study have shown that having the non-dominant hand operate 

a subset of possible camera controls in 3D graphics irmterfaces can be beneficial over a range 

of tasks. The results of Experiment 2, however, cautian that when the interaction style 

deviates fiom Guiard's KC mode1 and both hands begjn  to operate in a symmetric manner, 

temporal benefits may not be imrnediately apparent. Of particular interest is the strong 

preference shown by participants for the two-handed ttechnique regardless of their temporal 

performance in the task. Because subjective preferencces cannot be quantified as reliably as, 

Say, time-motion performance, less weight tends to be= placed on such data. While there is a 

possibility that some of this subjective data suffers h m  the "good participant" effect (where 

participants will rate highly the experimental conditioms which they perceive are favoured by 

the experirnenter, even if the participants are not expliicitly told which are the favoured 

conditions), we believe, however that the subjective pneference data is in some ways more 

valuable than the quantitative data. The creative peoplle (artists, modelers, animators, 

designers) who use 3D graphics applications want interfaces that "feel nght" and don't 

necessarily place much importance on speed advantages. If speed is everything, then one 

could argue that cornmand line interfaces which experts can often operate much faster than 

GUI'S would still dorninate the industry. Clearly, GUIms predorninate for reasons other than 



speed efficiency. As discussed earlier, there is a large perceptual component to many 3D 

graphics tasks and fkequent episternic actions are required to gain a good perceptual 

understanding of the scene- This in tum often translates into the user geaing a better or faster 

understanding or evaiuation of the results of their pragmatic actions. Non-dominant hand 

operation of carnera controls, in addition to speed advantages in some tasks, reduces the cost 

of epistemic actions and provides the user with a greater sense of engagement with the 3D 

scene - a step in making the intei-face "feel right". The final test of our theories and 

technique will be if users adopt the bimanual interface in our Maya irnplementation. This 

remains to be seen. 



Chapter 4: The Role of Kinesthetic Reference Frames in Bimanual 
Input Performance 

4.1 Introduction 

'1n the previous chapter, the design of  our two-handed camera control interface drew upon 

Guiard's KC model as the theoretical basis for justifj4ng our design choices. In particular, we 

drew upon the "right-to-left spatial reference in manual motion" principle (the "Guiard 

reference pruiciple" hereafier). For right handers, this means that the right hand moves 

relative to the fiame of reference defined by the left hand: e.g-, when writing on a piece of 

paper, the lefl hand orients the page while the right hand moves the in Our interface, the 

right hand manipulated objects that moved in a space defined by the current camera view. 

The camera view was dynamically adjustable by the left hand- Thus, our belief was that the 

interface operated according to the Guiard reference principle. 

While Guiard's KC model is stated in general terms, previous experimental work validating 

his model have explored settings where there is a direct correspondence between visual 

feedback (the visible movements of the hands and the resulting ink on the page for a 

handwriting task, for example) and the user's kinesthetic sense of where one hand is relative 

to the other. In our interface, and in typical computer usage, however, such a direct 

correspondence between the input and output spaces is lacking. Not only are the hands 

disjoint fiom the display space, but the kinesthetic reference fraxnes of the hands (Le., the 

workspace and origin within which the hands operate) may in fact be disjoint fiorn one 

another if two separate input devices are used for two-handed input. For example, when 

using two mice, both mice may map to the sarne output space but are manually operated in 

two separate input spaces. In addition, since mice are relative isotonic devices that can be 

clutched, each hand operates in a space where the origin can be dynamically changed. 

We are not aware of any expenmental work which explore if, or how, the Guiard model may 

apply to two-handed manipulation when the kinesthetic reference fiames and visual feedback 

' A preliminary version of the work in this chapter is published in Balaknshnan & Hinckley, 1999. [7] 
For left-handers, hand roles would be revened. For ease of  understanding, thoughout this chapter we use the 

terms Ieft hand and ri& hand to denote a user's non-preferred and preferred hand respectively. 



become separated in the rnanner described above. Does the mode1 apply only to a unified 

combination of kinesthetic and visual feedback? Are there significant human performance 

bottlenecks which arise when, for example, the hands work in two separate kinesthetic 

reference fiames? This is not only a fundamental theoretical issue, but also has significant 

implications for the design and irnplernentation of two-handed user interfaces since Guiard's 

mode1 is used as the theoretical basis that guides much of this design. Note that apart fiom 

the work we descnbe in Chapter 2, others [25,65] have also used Guiard's reference 

principle to justi@ the design of their interface despite the unresolved issue of its 

applicability in the situations we describe here which exist in most of these interface designs. 

Thus, this is a problern which the interface design community needs to address. The goal of 

the work presented in this chapter is to better understand how an interface designer's choice 

of kinesthetic reference h e s  influences a user's abiIity to coordînate two-handed 

movements, and to explore how the answer to this question may depend on the availability of 

visual feedback. 

The expenmental findings presented in this chapter suggest that two-handed input 

performance, as well as the Guiard reference principle itself, are both robust with respect to 

variations in kinesthetic reference frames as long as appropriate visual feedback is present. 

However, if visual feedback is lacking or a high level of visual diversion is required for a 

task or interaction technique, emphasis rnust instead be given to a system in which the sensed 

positions of the input devices correspond closely to the physical separation between the two 

hands. 

Note that Our present experiment is not intended to validate the Guiard principle itself, as this 

issue has been explored by previous studies and analyses [37, 38,48, 601. Our present study 

suggests that, under the assumption that the Guiard reference principle is indeed correct, the 

principle also applies regardess of whether the kuiesthetic reference h e s  for each hand 

are unified by a comrnon origin. Furthemore, visual reference in feedback on the screen 

alone is sufficient for Guiard's reference principle to apply. However, when visual feedback 

is absent, kinesthetic feedback in the form of body-relative cues are sufficient to guide two 

handed manipulation. Ln this sense neither visual nor kinesthetic feedback are individually 

essential to the Guiard reference principle, suggesting that the reference principle descnbes 



asyrnmetric two-handed manipulation in a very fundamental way which is apparently not 

directly dependent on either of these feedback modalities. 

4.2 Related Work 

Our overall literature review in Chapter 2 describes how several experimental studies have 

quantified performance advantages for two-handed input techniques over traditional one- 

handed techniques. For example, Buxton and Myers [17] showed that scrolling with touch- 

sensitive strips in the left hand could result in irnproved performance. Ln Chapter 3, we 

explored bimanual carnera control and object manipulation using mice in both the left and 

rïght hands, We found that a 3D target selection task was 20% faster with the two-handed 

technique. For a more complicated object docking task, performance advantages arose only 

after sufficient practice. Although both these studies show that two-handed techniques can be 

usefùl, they do not quanti& potential factors that may drive two-handed performance itself. 

Lndeed, there are few exarnples of such studies. Guiard, in additional to his original work 

proposing the reference principle for asymmetric two-handed interaction, presents a tapping 

task with bimanually held rods which demonstrates an asymmetric division of labor between 

the hands[38]. Hinckley et. al. [48] present an experimental analysis of a bimanual pointing 

task which suggests that the Guiard reference principle is correct but that the task difficulty is 

also an important factor, This study used physical objects, however, meaning that there was a 

direct correspondence between visual and kinesthetic reference fiames at al1 times. 

A number of bimanual tasks have been studied in the psychology and rnotor behavior 

literatures, including hand lateralization [2, 841, bimanual pointing to separate targets [61,72, 

1031, and bimanual tapping of rhythms [80, 1041. However, these studies do not consider the 

visual-kinesthetic corrospondence issue per se. Preilowski [82,83] explores a two-handed 

steering task using hand cranks, each of which controls one degree-of-fieedom of a cursor. 

After practice, normal subjects can steer the cursor without visual feedback, whereas patients 

with darnage to the anterior commissure cannot. 

Other research suggests that humans have a keen kinesthetic sense of where their hands are 

rdative to one another, which is independent of visual feedback [46]. One interpretation of 

this result is that the kinesthetic sense may supplement visual feedback and thus help users to 



naturally coordinate two-handed movements, although such a conclusion remains unproven. 

This study also did not look at how task performance interacts with varying kinesthetic 

reference fiames when visual feedback is present. 

Mine et. al. [76] present two-handed interaction techniques for irnrnersive 3D virtual 

environments. An evaluation of the techniques quantifies irnproved performance for widgets 

held in one's hand, rather than floating in space- Another evaluation suggests that an offset 

(or variable oflfset) of a held object fiom the position of the user's hand, which essentially 

corresponds to varying the kinesthetic reference fiames, results in significantly slower 

performance. To our knowledge, such issues have not been studied for two-handed input 

with 2D desktop systems. 

Sellen et. al. [[89] present experimental results which suggest that kinesthetic feedback is a 

more salient modality than visual feedback in preventing mode errors. This result 

demonstrates a situation in which kinesthetic feedback can be important, even when visual 

feedback is simultaneously available. However, it is not clear if kinesthetic feedback is a 

significant factor for two-handed input performance. 

Visual dominance deals with the phenornena resulting fiom the tendency for vision to 

dominate other rnodalities. For example, several experirnents suggest that if vision and 

kinesthesia are placed in conflict, subjects respond appropriately for the visual feedback 

[101]. Also, it has been shown that a combination of light and kinesthesia c m  lead to a 

response time slower than light alone, because visual attention slows down the more rapid 

processing of the kinesthetic stimulus [ 10 11. 

4.3 Experiment 

4.3.1 Method 

4.3.7.1 Task and Stimuli 

We chose to use the colorized connect-the-dots task of Kabbash et. al- [GO]. We feel this task 

is representative of asyrnmetric two-banded input actions and wiIl allow us to adequately test 

our hypotheses. In addition, using this established two-handed task allows our study to 

extend the results reported by previous work [60]. 



Participants draw colored line segments between a set of twelve squares displayed on the 

screen (Figure. 1). The left hand holds and moves a ToolGlass widget which displays a 50% 

transparent four color palette. The ToolGlass always follows the left hand device; no button 

press is required. The nght hand controls a cursor. At the start of the task, two 40x40 pixel 

squares appear on the screen. The starting square is colored black with a white border. The 

second (goal) square has one of the four colors (Red, Green, Blue, Yellow) found on the 

ToolGlass widget. The color segments on the ToolGlass widget are 50x50 pixels square, 

which allows it to overlap the target squares easily. 

square 2 

L I  
square O 

square 

Fr'gure 4- 1. Experimen tal 
[60U. Y= Yellow. R-Red. 
the experim ent. 

task. Connect-the-dots task used in ozrr experiment (and rhat of 
B=Blue. G=Green. The text in thisjigure does not nppear driring 

Participants initiate line drawing by positioning the ToolGlass over the starting square, and 

using the main button on the right hand puck to position the cursor and click through the 

appropriate portion of the ToolGlass to match the color of the goal square. The x-ight hand 

then draws a line to the goal square and indicates completion by releasing the button. A new 

square is then revealed and the participant repeats this process until al1 twelve squares have 

been connected. No two consecutive squares have the same color. The correct color must be 

selected to proceed. No errors are allowed, although we do record if this occurs. 

4.3.1.2 Apparatus 

A potential blunder in input device studies is to ignore the subtleties of the devices used, 

resulting in a simple device cornparison that is of limited value. In Our case, we want to 

explore the impact that varying kinesthetic reference fiames may have on bimanual input 



without confounding the study with variations between input devices such as sampling rate, 

resolution, or physical forrn-factors. 

To achieve a carefully controlled analysis o f  our device factors, our strategy is to choose a 

very general input device (a Wacom tablet with two pucks) and use this hardware to emulate 

both absoLute and relative isotonic input using identical hardware for each condition (Figure 

2). This allows us to keep the physical input hardware constant across our conditions 

(described in more detail below) and address a number of experirnental questions without 

introducing uncontrolled confounds that rnight result, for exarnp le, fkom comparing a puc k 

on a tablet to a regular mouse 

Figure 4-2. Experiment set- tlp. Two ptick~ were rised on a tablet placed irz fiont of the 
display. 

We use a n  18x25 inch Wacom tablet for al1 experimental conditions. Comrnercially available 

Wacom tablets cannot sense two pucks on the same tablet; to address this we modified one of 

our two pucks such that it actually contained the sensor for a Wacom stylus. To emulate a 

chtching gesture for relative device mapping, we also modified the pucks so that each had a 

microswitch on the bottom of the device (which replaced one of the normal puck buttons). 

These microswitches detect when each puck is lifted fiom or placed back on the tablet 

surface, 

We also use a simple 1 : 1 control-to-display mapping for al1 of our experimental conditions. 

This straightfonvard mapping allows us to study bimanual performance when basic motor- 



visual behavior is driving task performance, rather than increased levels of cognitive or other 

control issues that may arise with a more complex mapping. 

The experiment ran on a Silicon Graphics Indigo2 Extrerne workstation with a 2 1" display. 

The workstation ran in standaione mode, discomected fkom al1 network traffic- 

Although Wacom tablets similar to our apparatus are often used to implement two-handed 

interaction techniques, we cannot emphasize strongly enough that the present study uses the 

tablet as an experimental apparatus which enables us to Vary the choice of kinesthetic 

reference fiame in a controlled manner, resulting in a careful study of hziman bimanz~ul 

performance issues. As such, our focus is on the hurnan and not the particular input device 

which we employ as our testbed, 

4.3.7.3 Experimental Conditions 

We implemented the following conditions to Vary the kinesthetic reference h e s  (as shown 

in Figure 3). 

Unzped: Both hands operate in the same physical space, with a cornmon invariant origin. 

This was achieved using an absolute tablet with two pucks sharing the input space. The left 

hand and right hand cursor positions were offset slightly by 1-5 inches to accommodate the 

devices and prevent them fiom burnping each other. This offset was constant, 

Separated: Each hand operates in a separate physical space, each with its own invariant 

origin. This was achieved by using an absolute tablet divided into two halves. The lefi hand 

puck can only be used on the left side of the tablet, the right hand puck on the right side. 

Although each hand has its own space, there is a syrnmetry between the two spaces since 

their origins are offset only along the horizontal axis. 

Relative: In this condition, each hand operates in its own separate space whose origin 

changes each time the device is clutched. We placed a cardboard template over the tablet. 

Two openings, approximately the size of a normal rnouse pad, were cut in the ternplate to 

provide a separate working area for each hand. Given the smaller working area, clutching of 

the pucks is allowed and indeed required, since the control-to-display ratio is the sarne as the 

other conditions. In our pilot studies, we found subjects have little or no need to ever clutch 

when a relative mapping uses the entire range of the tablet, resulting in behavior that is 



essentially identical to the Separated condition. Thus the template was used to emulate the 

practical constraint of device footprint- Note that we can calculate how much time the user 

spends clutching because we sense when each device is lified or put d o m  via our 

rnicroswitches. 

(a) Screen display 
u 

(b) Unified 

(c) Separated (d) Relative 

Figure 4-3. Mappings of the tablet to the screen. (a) Sueen: The windo w on the screen is 
11x15 inches. The dashed line shows the "active region" cvhere dors are allowed to appear 
and rneastrres 10x1 1". fi) Unzfied: Maps the "active region " directly to the central 1 0x11" 
region of the tablet. (c) Separated: The "active region " is mapped to a 10x1 1" area on either 
side of the tablet midline. (d) Relative: A cardboard template was fitted over the tablet. The 
czrtozrts were 6%x10" and spaced 4%" apart (centered on the tablet midine). 

Note that other manipulations of the kinesthetic reference fiarnes, such as left and right input 

spaces that differ by a scaling factor, or which are separated but offset both horizontaliy and 

vertically, are also possible. We chose not to explore these alternatives since they are not 

necessary to address our main hypotheses and they are also not representative of actual 

mappings that are used in practice. 

We aIso varied visual feedback as follows: 

Visual: The left hand ToolGlass and right hand cursor are always visible on the screen. 

Nonvisual: The lefi hand ToolGlass is only shown when the virtual position of the ToolGlass 

is in the proximity of the right hand cursor position (twice the size of the ToolGIass), and 

only when not drawing a line. Once drawing starts, the ToolGlass disappears, and does not 

reappear until the user has moved it within proxirnity of the right hand cursor. Thus, when 

the ToolGlass is hidden, participants must rely on  kinesthetic cues to move the ToolGlass 

within proxirnity of the right hand cursor. 



Note that the Nonvisual condition does not remove al1 visual feedback because subjects c m  

still see their hands and the tablet itself. While a total absence of visual feedback might be 

usefirl to m e r  explore human performance issues, for t . s  study we decided to use 

conditions which reflect typical cornputer usage, where users can indeed see their hands. 

12 right-handed volunteers, 3 female and 9 male, participated in the expriment. Ages ranged 

from 19 to 30. They were recruited via email ad-vertisements at Aliaslwavefiont and the 

University of Toronto. Participants were al1 previously familiar with common cornputer 

applications but had no experience with two-handed interfaces. They were paid $20 for their 

participation. 

4.3.1.5 Design 

The visual feedback conditions were fiilly crossed with the kinesthetic reference frame 

conditions, yielding a within-subjects factorial design with 6 experirnental 

"kinesthetic/visual" conditions: 

UV: Unified-Visual Un: Unified-Nonvisual 
Sv: Separated-Visual Sn: Separated-Noavisual 
Rv: Relative-Visual Rn: Relative-Nonvisual 

These conditions were counterbalanced as follows: 

Participant Group 1 Participant Group 2 1 / Visual e s t  1 / Nonvisual first 

Figure 4-4. Eiperimental design. Grotrp I pe@omed the Viszral condition first, follo wed 
irnrnedintely by the Nonviszral condition: Le., Participant 1 performed UV, then Un, then Sv. 
then Sn. then Rv, then Rn. Group 2 performed t h e  Nonvisual conditionsfirst. 



For each condition, participants performed 5 blocks of trials. Each block consisted of 2 sets 

of 12 squares to connect One set had the constraint that the squares appeared at an Euclidean 

distance of 200 pixels away fiom the previous square. In the second set, the squares 

appeared at a distance of  500 pixels apart. In both sets, the size of the squares was kept 

constant. The location of  the squares between every set of trials was randornized, with the 

constraint that drawn lines would not cross each other. The order of appearance of the 200 

pixel set and the 500 pixel set was randornized within each block. 

During pilot testing, we also included sets with 300 and 400 pixel distances and varied the 

size of the squares, as is typically done in target selection experiments. However, we found 

that target size had no effect on the relative pedormance of  the six experimental conditions, 

and performance varied linearly over the range of distances. Using a single target size, and 

just the 200 and 500 pixel distances, allows us to measure performance for both extremes 

while keeping the experiment duration manageable. 

Prior to starting each kinesthetic /visual condition, participants were given three warm-up 

sets of squares to familiarize themselves with the condition. They were allowed breaks 

between each set of squares. The experiment consisted of a total of 720 sets of squares to 

connect: 

12 participants x 

6 kinesthetic/visual conditions x 

5 blocks per condition x 

2 sets of 12 squares per condition 

= 720 sets of squares to connect 

4.3.7.6 Experimental Hypotheses 

We hypothesize that: 

H l  : Experimental manipulation of the kinesthetic reference fiames will not have a significant 

impact on performance when visual feedback is present. 

That is, conditions where visual feedback is present (UV, Sv, and Rv) will not differ 

significantly. 



HZ: In the absence of visual feedback, mappings which separate the kinesthetic reference 

M e s  for each hand will result in significantly slower performance 

That is, the means of our experimental conditions will be in the order Un < Sn < Rn, but a 

rnapping where the right and left hands share a unified kinesthetic reference frame will not 

(Le., Un = UV), 

4-3.2 Results 

The overall means for our experimental conditions are shown in Figure 5. We report two 

results for the Relative conditions: Relative with clzrtching is the raw completion tirne data we 

collected. Relative is completion time with clutchîng removed. This was calculated by 

subtracting out al1 time where either the right or left hand was engaged in a clutching motion. 

It is possible for one hand to clutch while the other hand is still in motion. We decided to 

always subtract out this tirne to produce a conservative measüre of Relative performance. Al1 

of our subsequent data analyses use completion time for Relative with clutching removed. 

We removed 1 1 outlier trials (more than 3 standard deviations fiom the mean) fiom the 720 

experimental trials (approximately 1%). No more than 4% of trials in any particular condition 

were removed. 

We performed a 3 x 2 x 5 x 2 repeated measures analysis of variance on the within-subject 

factors of Kinesthetic Frarne of reference (KF=Unified, Separated, Relative), Visual 

Feedback (VF=Vistral, Nonvistrui), Block (3, and Distance (200, 500 pixels), with task 

completion time as the dependent variable. We also analyzed the between-subject factors of 

Group (Visual first, NonvrStral first) and Order of conditions. Significant effects are 

summarized in Table 1. 
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Figure 4-5. Szfmrnay of resttlts. 
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There was a main effect for the KF and VF factors. The KF x VF interaction indicates that 

the effect of KF is dependent on the VF factor as seen in Figure 5. Pairwise means 

comparison tests showed that the UV, Sv, and Rv conditions did not differ signïficantly. This 

confirms hypotheses Hl. Pairwise rneans comparison also revealed that the Rn and Sn 

conditions differed significantly fkom the other rneans, while Un and UV conditions did not 

differ from one another, thus confirming hypothesis H2. 

As expected, the sets with longer Euclidean distance between squares took more  tirne to 

complete. The KF x VF x Distance interaction indicates that the eflect of KF, VF, and 

Distance conditions are interdependent. In other words the KF, VF, and Distapnce conditions 

each affect performance differently depending on the levels of  the other two ffactors. This is 

explained by pairwise means cornparisons which show no difference between al1 the 200 

pixel Distance conditions except for the Rn condition. However, for the 500 pixel Distance 

condition, the Sn, Rv, and Rn conditions differed fkom the others. Figure 6 illlustrates. These 

results indicate that separated kinesthetic reference h e s  with varying origims and the 

absence of visual feedback is detrimental regardless of the arnount of movement required to 

complete the task (Rn condition, both 200 and 500 pixels distance). Furthenmore, in the 

absence of visual feedback, when the kinesthetic reference fkame of each hand is separated 

but the workspace origins remain constant, performance is reduced only as t h e  amount of 

movement required increases (Sn condition, 500 pixels distance). Finally, use= of the Relative 

mapping even in the presence of visual feedback can slightly affect task perfoirmance if the 

arnount of movement required is large (Rv condition, 500 pixels distance); it kis possible that 

with the larger rnovement distance, the likelihood of clutchïng becoming necessary was 

higher, and such intemptions were sufficient to significantly reduce performance. 

The above paragraphs account for the dominant effects. The other, less domimant, but still 

statistically significant effects are as follows: 

As may be expected, participants took a little longer to l e m  the task when they did the 

Nonvisual conditions first. This accounts for the VF x Group interaction. 

The KF x VF x Block interaction is due to slight learning occurring in the Rn condition. 

Sirnilarly the KF x Block x Distance interaction is due to a larger extent otf learning 

occurring in the Rn, 500 pixel condition. 



Inspection of the data ùidicate that the KF x Block interaction resulted fiom Little or no 

learning occuning in the Unified and Separated conditions (as evident fiom the lack of a 

main effect for BIock), but a slight leaming effect existed for the Relative condition. 

inspection of the means suggest that the KF x Order interaction is possibly due to a slight 

negative training effect when the Relative conditions are perfomed Last. 

- - A - - -- - - - - - - - 
IVisual, 200 pixel distance 
O Visual, 500 pixel distance 

Nonvisual, 200 pixel distance 
Hi Nonvisual. 500 ~ i x e l  distance 

Unified Separated Relative 

Figure 4-6. Results broken down to illusirute per$ormance d~rerences in the hjo Distance conditions. 

4.4 Discussion 

The results in support of our experimental hypotheses suggest three hi&-level findings: 

First, our results suggest that visual reference in feedback on the screen is sufficient fur 

Guiard's reference principle to apply; hence absolute spatial kinesthetic reference (a direct 

correspondence between the physical separation of the hands versus the position of the hands 

as sensed by input devices) is not an essential property of the reference principle. This is 

supported by Our results which show that, despite the varying kinesthetic reference fiames, 

performance is very similar across the Visual conditions (once clutching time is accounted 



for in the Relative condition). The remarkably small difference between the Viszial and 

Nonvisuai conditions for the Unzjied tablet also shows that Guiard's reference p ~ c i p l e  holds 

without visual feedback if body-relative kinesthetic cues are available, and thus in this sense 

visual feedback is not an essential property of the reference principle either. 

If we had observed robust differences across the UV, Sv, and Rv conditions over both short 

and long distances (that is, if H l  did not hold), this would have suggested a possible 

dependency of the Guiard reference principle on the workspace and origin of the hands. But 

we found little evidence to support this conclusion, and our results thus suggest that the 

Guiard reference principle is not dependent on the two han& operating in a unified 

workspace with a comrnon ongin'. Of course, the lack of evidence does notprove that no 

difference can exist, but it is certainiy very suggestive that the mapping of the kinesthetic 

reference frarnes, at least among the common such mappings explored by our experiment, is 

not a significant factor when visual feedback is present. 

Second, when both visual and kinesthetic feedback are available, vision is the dominant 

feedback channel. Even if kinesthetic feedback is poor, visual feedback can guide 

performance without significant detriment. The feedback loop is apparently not any slower 

when it depends on visual feedback (again supported by the sirnilarity of the Vistra[ 

conditions, within the statistical sensitivity of our experiment). However, once visual 

feedback is removed, separated kinesthetic reference fiames for each hand can potentially 

have a severe penalty for performance (supported by the significant reduction in performance 

for the Separated-Non visual condition and especially the Relative-Nonvisual condition). 

Third, this evidence suggests that body-relative kinesthetic cues, such as those afforded by 

our C/nzped condition, are sufficient to guide motion in the Nonvisual case and thus can 

reduce the user's dependence on visual feedback to guide bimanual actions. However, when 

the origin of the kinesthetic reference fiames changes fiequently, the user becornes 

increasingly dependent on visual feedback, especially as the magnitude of motion increases. 

I We did fmd a significant KF X VF X Distance interaction because the Rv condition at 500 pixels distance 
differed significantly fiom the other visual conditions. As explained in Section 1.3.2, this was Iikely due to the 
interruptions caused by frequent clutching required in the 500 pixel distance condition and not to an inherent 
limitation in the human ability to handle separated kinesthetic fiames with varying origins. 



4.4.1 Implications for Devices & Interaction 

These findings have significant implications for the design of input devices and two-handed 

interaction techniques. In short, we see these findings a s  good news in the sense that two- 

handed input is fairly robust with respect to various mappings of the input space, meaning 

that even devices that cannot sense the physicai separation of the two hands in a cornrnon 

reference frame can still provide effective two-handed input as long as the user's visual 

attention can be fiilly focused on the task. However, if a high level of visual diversion is 

required for a task or interaction technique (as simulated by our Nonviszml conditions) 

emphasis must be given to a systern with a unified kinesthetic reference fiame, such as that 

afforded by the Wacom tablet. 

This also means that sorne of the observed limitations (eg- [105]) of current rnice for two- 

handed input are essentially technological limitations (caused, for exarnple, by the limited 

precision of existing rofler-bal1 sensing mechanisms) rather than  fundamental limitations of 

hurnan performance. For example, if one postdates an irnproved mouse technology that can 

reasonably track absolute position, it would be possible to use one mouse in each hand 

(perhaps on either side of a keyboard) as a separate "tablet." Our experimental data suggests 

that such hypothetical devices would yield performance similar to our Separated condition if 

there was enough room to use them without clutching, o r  similar to the Relative condition if 

fairly fiequent chtching occurs. It is also important to keep in mind that a two-handed input 

technique, even using the limited capabilities of current mice, can sti11 significantly 

outperform one-handed input techniques (as shown in our experiments in Chapter 3). 

Note that one cannot conclude from the present study that "relative isotonic devices are bad." 

Relative isotonic devices can have a nurnber of propertf es such as small footprint, low cost, 

and a comfortable range of motion, which compel their use in many situations. Indeed, our 

resuks suggest that relative isotonic devices have few fündamental problems with respect to 

human performance if visual attention is focused on the task. 

We also note that the work presented here does not address the issue of isometric devices. 

Since isometric devices afford high resistance to movement, users do not get much 

kinesthetic feedback when using them. Hence, they have to reIy alrnost entirely on visual 

feedback to guide their work. It would be interesting to repeat the present experirnent with 



isometric (both absolute and relative mappings) devices as another condition. Based on the 

results of the present study, we can hypothesize that they wiIl likely perform as well as the 

other devices as Long as visuai feedback is present, but will do poorly in the absence of visual 

feedback. 

The present experiment uses a simple one-to-one mapping of the input space to the display 

space. Many cornputer tasks, such as virtual carnera control (like the task used in the 

interface described in Chapter 3) can benefit fiom or indeed require an abstract mapping 

fiom input to display. The influence of kinesthetic reference frarnes rnay be diminished for 

such tasks since the user must rely on vision to guide hand movement. Our experimental data 

suggests that such mappings might indeed be useful in two-handed input since we found that 

the dominant influence of visual feedback is suEcient to mask significant deficiencies in 

kinesthetic reference. 

4.5 Conclusions and Future Work 

We have presented experimental work that explores the interactions between mappings of the 

input work space and the availability of visual feedback for two-handed interaction. Our 

experimental data suggests that the Guiard reference principle applies to visual as well as 

kinesthetic reference. Vision is also clearly the dominant feedback channel as it can 

overcome significant limitations in kinesthetic reference afforded by indirect mappings of the 

input work space. We have discussed the relevance of these findings for input devices and 

interaction techniques. 

While the present study enabled us to answer some key questions about two-handed 

interaction, there remain some issues that remain to be addressed by the research community. 

First, the present experimental task was relatively simple, yet cognitive load and task 

complexity may also influence two-handed input performance. Since there is a greater motor 

load with two-handed input, increasîng cognitive load or task complexity may affect two- 

handed input more than one-handed input. This must be balanced against the expected 

benefits of two-handed interaction, which of itself can potentially yield cognitive benefits 

[69]. One way to explore this issue might be an experiment which introduces a secondary 

task to increase cognitive load. 



The present study also does not address two-handed tasks which may require a higher degree 

of inter-hand coordination. The ToolGlass task we used essentiaily requires coordination 

with respect to visual targets on the screen. In other tasks, such as two-handed map 

manipulation [43 ] the gesture of bringing one's hands together is an important skill. Such 

movements seem characteristic of symrnen-ic bimanual action, as opposed to the asymmetric 

action we have focused on so far. This raises the issue of whether syrnrnetric and asymmetric 

bimanual gestures are fundamentally diflferent, or whether a generalization of Guiard's 

principles could apply to both cases. In the workflow of some two-handed input systems (e-g. 

[65,85])  one can observe fluid transitions between asymmetry and syrnmetry, such as using a 

ToolGIass selection to initiate a symrnetric two-handed stretching task. With the exception of 

Leganchuk et. al. [69] there is Iittle experimental data on syrnmetric two-handed input tasks, 

suggesting this is an area ripe for further experirnental study. We explore some of the factors 

govemïng symnietric birnanual interaction in the next chapter 



Chapter 5: Symmetric Bimanual Interaction 

5.1 Introduction 

' ~ u c h  of die previous research in two-handed interaction, including our own work presented 

in the previous two chapters of this thesis, has focused on scenarios where each hand is 

assigned a different, asymrnetric role. However, the literature suggests that a number of tasks 

that can be facilitated by two-handed input, such as two-handed line drawing, positionhg and 

sizing a rectangle [20, 681, and 2D or 3D navigation [43, 65, 1101 can be perforrned 

effectively with a syrnmetric assignrnent of roles' to the hands. Unlike asyrnmetric two- 

handed interaction, which is well explained by Guiard's KC model, factors governing this 

second class of symmetric bimanual tasks have not been articulated as well in the research 

literature. Without better empincal data, there is little scientific knowledge to guide the 

design of interfaces that incorporate syrnrnetric interaction techniques. 

In this chapter, we investigate how factors such as attention, task difficulty, and visual 

integration affect performance in a symmetric bimanual task. Of particular interest is whether 

syrnmetric bimanual tasks are hdarnentally different from asymmetric bimmual tasks. At 

this point, it is important to note the difference between task assignment and task 

performance. Even if the task assigned to each hand is identical (Le., symmetric), it is 

plausible that the combined task will not be peflonned in a symrnetric andor parallel 

manner. Under some conditions, it may be natural to perform a symrnetric bimanual task in a 

sequential manner, moving one hand followed by the other, rather than moving both at the 

same time. The task could also be performed asymrnetrically in the sense that one hand's 

performance could result in greater errors or poorer temporal performance than the other. 

Note that we distinguish between symmetric and parallel performance. It is possible for 

bimanual performance to be sequential in nature, but nonetheless symmetric in the terms of 

error rate andor time taken to perform each hand's subtask. Conversely, performance could 

' A preliminary version of the work in this chapter is published in Balakrkhnan & Hinckley, 1000. [8] 
There are two possible definitions of  syrnmetric role assignments: ( 1 )  one hand is assigned a task that is the 

rnirror image o f  that assigned to the other hand, and (2) both hânds are assigned identical tasks. In this chapter 
we use the second definition since it is, arguably, the simpler of  the two and therefore a good starting point for 
exploration. 



be parallel (occur simultaneously) and yet asymmeûic in ternis of  error and time measures. 

This raises the question of whether hurnans dways perforrn symmetric tasks in a syrnrnetric, 

parallel manner regardess of task difficulty, attentional demands, or  visual integration o f  the 

sub-tasks assigned to each hand. Do users switch to a more sequential and/or asywnetric 

interaction style as these factors change? 

Our results suggest that even when users are given a task with identical, symmetric role 

assignments for each hand, they do not always perform the task in a parallel, symmetric 

manner. We show that the lack of visual integration causes performance to become 

asymmetric in that root-mean square (RMS) error increases at a greater extent for the Ieft 

hand . Also, divided attention, task difficulty, and the lack o f  visual integration can al1 affect 

the degree of parallelism exhibited when performing the symmetrïc bimanual task. These 

results suggest that under some conditions, existing rnodels of bimanual interaction [37, 801 

rnay apply to tasks with a symmetric assignment of roles to the hands. 

5.2 Related Work 

There are several examples of symmetric two-handed interaction techniques in the literature. 

These include two-handed map manipulation [43], a two-handed "bulldozer" metaphor for 

3 D navigation [LI O], and symmeûic rectangle and line editing [20, 681. Furthemore, in the 

workflow of some two-handed input systems (e-g. [65]) one can observe fluid transitions 

between asyrnrnetric and syrnmetric two-handed actions, such as using a ToolGlass [ 121 to 

select a rectangle drawing tool and then using the tool. The act of selecting the tool fiom the 

ToolGlass is asymmetric, whereas the two-handed rectangle drawing tool can be operated 

s ymrne tricall y. 

Leganchuk et. al. [68] used a rectangle editing task to reason about cognitive benefits of 

bimanual interaction. They showed that two different bimanuaf rectangle editing techniques 

resulted in superior performance to a unimanual technique. However, they found no 

difference between the bimanual technique that consistently assigned identical tasks to each 

hand (i-e., symmetric task assignrnent) and another technique that fluidly switched between 

as ymrnetric and symme tric task assignment . 



Casalta and Guiard [20] found that in a rectangle editing task, symmetric task assignment 

resulted in better performance, as well as increased bimanual parallelisrn, than an asymmetric 

task assignment. This result suggests that for some tasks, a symmetric assignment of roles to 

the han& can result in better performance than an asymmetric role assignment. 

Hinckley et. al. [43] describe a technique for two-handed manipulation (panning, zooming, 

and rotation) of maps. Their mapping of the degrees-of-freedom results in a technique that 

supports both symrnetric and asymmetric use of the hands. For example, the user may zoom 

on a particular location by "pinning down" that location with one hand and '6stretchïng" the 

map with the other hand; or conversely, the user may perform a more coarse zooming 

operation by moving both hands in opposite directions. 

In Chapter 3, we explored bimanual camera control and object manipulation. We found that 

in a 3D object docking task, subjects invariably adopt a symmeûic style of interaction even 

though they could have adopted a asymmetric style of interaction to reduce the number of 

degrees-of-fieedom that need to be controlled at once. 

A number of birnanual tasks with a symmetric assignment of roles to the hands have been 

studied in the psychology and motor behavior literatures, including b imanual pointing to 

separate targets [6 1, 72, 1031, bimanual tapping of rhythms [80, 1041, circle drawing [95], 

and bimanual steering [82,83]. 

Kelso, Southard, and Goodman [6 11 explore a two handed tapping task with targets of 

disparate difflculty for each hand (i.e., the task assignment is symrnetric in that each hand 

performs a tapping task, but asymrnetric in that the difficulty of each hand's task is different). 

They find that while the hands move at different speeds to different points in space, times to 

peak velocity and acceleration are highiy synchronized. Thus, in a sense, performance is 

symmetric and parallel even though the task assignment is not completely symrnetric. 

Marteniuk, MacKenzie, and Baba [72] describe a sirnilar experiment to Kelso et. al. [61]. 

From both their own data and a reanalysis of Kelso et. al.'s data, they report some evidence 

for a left-right asymrnetry between the two hands. In a more recent study, Jackson, Jackson, 

and Kritikos [55] find that in more complicated "reach and grasp" bimanual task, kinematic 

measures of performance are unaffected when each hand perfoms movements of identical or 

different levels of difficulty. They find that movements of both hands are scaled to a comrnon 



time duration, whereas movement velocity and grip aperture are scaled independently. 

Hence, their data seems to support the findings of Kelso et. al. [6 11. 

In a symmetric circle drawing task, Swinnen, Jardin, and Meulenbroek [95] report a distinct 

asyrnmetry in performance. Interestingly, they find that the dominant hand leads the non- 

dominant hand during the task. This is in contrast with Guiard's KC model, which postulates 

that the non-dominant hand precedes the dominant hand in the performance of asymmetric 

tasks. They also report that attentional cueing affects the size of the asymmetry: the amount 

of asymmetry (phase offset between the lirnbs) increases when subjects are told to rnonitor 

the dominant hand, and decreases when subjects are told to monitor the non-dominant hand. 

Preilowski [82, 831 explored a two-handed steering task using hand cranks, each of which 

controls one degree-of-fkeedom of a cursor. After practice, normal subjects can steer the 

cursor (Le., both hands are perforrning somewhat symmetrically and in parallel) without 

visual feedback, whereas patients with damage to the anterior commissure cannot. His focus 

however, was not on the symmetry/asymmetry and parallevsequential issues per se. 

Ln short, there appear to be many unresolved issues regarding syrnrnetric bimanual tasks and 

exactly how these differ fiom, or when they may be preferable to, asymmetric assignments of 

roles to the hands. Prior studies have not quantifieci potential factors that may drive 

syrnrnetric bimanual performance. The psychology and motor control literatue are also 

inconclusive as to how bimanual tasks that assign essentially symmetric roles to each hand 

are performed. Some evidence [55,61, 82, 831 suggests that performance is mostly 

symmetric, whereas others 172,951 indicate asyrnmetric performance with attention being a 

contributing factor. The literature therefore suggests that this is an area in need of fùrther 

experimental study. 

5.3 Experiment 

5.3.1 Mefhod 

5.3.1.1 Task and Stimuli 

We chose a bimanual target tracking task for two main reasons. First, the standard target 

docking or selection task that is widely used in motor behavior studies is unsuitable for our 



purposes because the only way to Vary the difficulty of the task is to change the size of the 

target and its distance and direction fkom the starting point. A large part of the task is 

therefore sirnply gettïng to the vicinity of the target; only at the last phase of the task does the 

size of the target affect performance. Hence, task difficulty does not apply unifordy 

throughout the task In contrast, the task dificulty in a tracking task can be made to apply 

uniformly throughout the task (since the user must always attempt to stay on target), 

providing us with a rich set of data. Second, to the best of our knowledge, apart from 

Preilowski [82, 831, bimanuaI target tracking has not been studied in the literature. Thus, the 

present study contributes to the literature in the task aspect as well. Note that this tracking 

task is not intended to necessarily be representative of any paaicular symmetric bimanual 

user interface. Rather, we use diis task as an experimental instrument to explore factors that 

can influence bimanual performance. 

Participants tracked targets with both hands. There were two main conditions that varied the 

level of integration of the visual stimuli: 

Lefi Hand Right Hand 
Target Target 

w 
R f l  

Lefl Hand Right Hand 
Cursor Cursor 

Red Rectangle Target 

Lefi Hand Right Hand 
Cursor Cursor 

Figure 5- 1. Experiment stimuli (a) Stimuli for the Separated condition. The Left and Right 
hand czrrsor-s are used to track the Lefr and Right hand targets, respectively. The distance 
between the centers of the targets are kepr constant for a trial ut either 100 or 840 pi-rels. 
(b) Stimzrli for the Integrated condition. The Left and Right amors  control the position. 
orientation, and Zength of the line. The cursors thernselves are not shown. The zrser trac& 
the red rectangle with the line. The Zength of the red rectangle is kept constant for a rrial at 
either 100 or 840 pixels. None of the texi in this diagram is displayed during the experiment. 

Separated targets - Two red square (20x20 pixel) targets appeared at a given distance to the 

left and right of the center of the screen (Figure la). Participants controlled a white colored 

cursor with each hand. The left hand cursor always pointed towards the left side of the 

screen, the right hand cursor pointed towards the right. Participants were told to track the left 



square with the Left cursor, and the right square with the right cursor. The two targets moved 

around the screen in a pseudorandom fashion, with the constraint that the movements of both 

targets were symmetric in the sense that they each moved the same amount in a given 

direction at a given time. The distance between the targets, and amount of movement at each 

time step (Le., speed), were kept constant for a given trial (distance and speed were 

manipulated as experimental conditions). The background color of the screen was black 

throughout the experùnent, 

htegrated target - A single red rectangular (size: 20 pixels wide x distance pixels long) 

target appeared centered on the screen (Figure lb). Instead of two cursors, a straight white 

line was drawn between the positions of the left hand and right hand cursors (the cursors 

were not shown). Participants were told to match the position, orientation, and length of the 

white line with that of the red rectangle. The rectangle moved around the screen in the same 

pseudorandom manner as the targets in the Separated condition. Essentially, the end points 

of the red rectangle were the same as the center points of the two targets In the Separated 

condition; henceforth we will refer to these as the "target points". 

From the motor domain perspective, both Separated and Integ-rated conditions are identical 

in that the same motor actions are required to track the target(s). In the visual domain, 

however, they differ in that the Separated condition could be perceived as being two separate 

tasks whereas the Integrated condition could be perceived as being a single, integrated task 

[33l 

The attentional demands of the task were manipulated by varying the distance between the 

target points. Two distances were used: 100 and 840 pixels. In the 100 pixel or SNigular 

Attention condition, both target points (Le., both targets in the Separated condition and the 

entire target in the Integrated condition) were visible in the participant's focal visual field. 

Thus, the participant only had to attend to a single area of on the screen at any one time. In 

the 840 pixel or Divided Attention condition, it was impossible to attend to both target points 

at the same tirne. This resulted in the participant having to divide attention between two areas 

of the screen. 

The difficulty of the task was manipulated by varying the speed at which the target(s) moved. 

Two speeds were used: Slow (1 pixeVfrarne - the target moved 1 pixel in each of the x and y 



directions per fhme update), and Fast (2 pixels/fiame). The h e  rate was kept constant at 

60Hz. 

5.3- 1.2 Apparatus 

The experirnent was conducted on a graphics accelerated two-processor workstation running 

Windows NT, with a 2 1-inch, 1280x1 024 resolution, color display. Two pens on a Wacom 

Intuos 12x1 8 inch digitizing tablet were used as the input devices. The tabiet was sampled at 

a constant rate of 6OHz, and the graphics update rate was also kept constant at 60Hz. 

5.3.1.3 Participants 

Eight right-handed volunteers, 1 female and 7 male, participated in the experiment. Ages 

ranged fiom 22 to 34. They were recruited via email advertisements at Aliaslwavefiont and 

the University of Toronto. Participants were al1 previously familiar with cornrnon cornputer 

applications but had no experience with two-handed interfaces. They were paid $20 for their 

participation. 

5.3- 1.4 Design 

A within-subjects repeated measures design was used. Al1 participants performed the 

experiment for both the Separated and Integrated conditions. The presentation order of these 

two conditions was counterbalanced across the participants (Participants #1,3,5,7 did the 

Separated condition followed by the Integrared condition. Participants #2,4,6,8 did the 

liitegrated condition followed by the Separated condition). For each condition, participants 

performed 7 blocks of trials. The first block of trials was considered to be practice trials and 

was excluded fiom the data analysis. Therefore, a total of 6 blocks of trials were used in the 

analysis. Each block consisted of 1 trial for each of the four combinations of attention and 

speed conditions. The presentation of these four trials within each block was randomized. 

Each trial lasted for 45 seconds. Participants were allowed breaks between trials. The 

experirnent consisted of 384 total non-practice trials, as follows: 



8 participants x 
2 visual integration conditions (Separated. Integrated) x 
6 blocks of trials for each integration condition x 
2 attention conditions (Singrdur, Divided) per block x 
2 speed conditions (Slow, Fast) per block 
= 384 total trials of 45 seconds each. 

For each participant, the experiment was conducted in one sitting and lasted about one hour. 

Participants hitiated a trial by positioning the two cursors over the two targets (in the 

Separated condition. In the integrated condition, they matched the position, orientation, and 

length of the white line with the red rectangle). No button presses were required. The 

target(s) then begin to move in a pseudorandom fashion for 45 seconds at the speed fixed for 

that trial. At the end of 45 seconds, the screen went blank for 2 seconds, and the next trial's 

stimuli were presented. The movement trajectones were precomputed and the same set of 

four trajectories (one for each attention x speed condition) was used for al1 the blocks in both 

the Separated and In~egrated conditions. The use of a fixed set of trajectories allowed for a 

fair cornparison between the conditions. 

5.3.1.5 Experimental Hypotheses 

We hypothesize that: 

Hl  : The Inteqated visual stimuli conditions will result in more accurate tracking than the 

Separated conditions. 

H2: The Singular Attention conditions will result in more accurate tracking than the Divided 

Attention conditions. 

H3: The Slow speed conditions will result in more accurate tracking than the Fast speed. 

While accuracy is an important measure of performance in tracking tasks, the primary goal of 

this study is not to evaluate tracking performance per se. Rather, we are interested in how the 

experimental manipulations of visual integration, attentional demands, and task difficulty 

affect the level of parallelism and symrnetry exhibited by the user when performing a 

symrnetric bimanual task where each hand is assigned identical funcrional roles. 

Two-handed performance can be considered to occur symmetrïcally, or in parallel, or 

possibty both (or neither). In the present discussion, we Say that the two hands exhibit 



symrneiric performance if the average root mean square (RMS) tracking error exhibited by 

the hands over the course of a trial have equal values - that is, if the difference in tracking 

error between the left hand and the right hand is statistically indistinguishable, Note, 

however, that this measure of syrnmetry ignores birnanual performance in the t h e  

dimension: the user might exhibit performance which, for exarnple, adjusts only the right 

hand, and then only the left hand. 

By contrast, our measure ofparalleZ birnanual performance does consider tirne, by 

quan t img the simultaneozis magnitude and direction of movement of each hand, using a 

new metric that is discussed later in this paper. By distinguishing symmetrical performance 

fiom parallel performance, our analyses take into account two different interpretations of 

bimanual performance, allowing us to produce a more complete characterization of our 

experimental results. 

Accordingly, we further hypothesize that: 

H4: The integrated visual stimuli conditions will be performed more symmetrically than the 

Separated conditions. 

H5: The Singzilar Attention conditions will be performed more symmetrically than the 

Divided Attention conditions, 

H6: The Slow speed conditions will be performed more symmetrically than the Fast speed 

conditions. 

H7: The Integrated visual stimuli conditions will be perforrned with greater parallelism than 

the Separated conditions. 

H8: The Singular Attention conditions will be performed with greater parallelism than the 

Divided Attention conditions. 

Hg: The Slow speed conditions will be performed with greater parallelism than the Fast 

speed conditions. 



5- 3.2.1 Overall Tracking Performance 

Our first measure of tracking performance was the error, defïned as the euclidean distance in 

2D space between each cursor position and the corresponding target point, at each tirne step 

(1/60th of a second) during the trial. As conventionally done in the human factors tracking 

literature (e.g., Poulton [8 1 ]), overall trac king performance was determïned b y calculating 

the room mean square (RMS) error for each trial (45 seconds, or 45x60 = 2700 tracking 

steps). The average RMS error for each hand over al1 trials per condition was computed, 

resulting in two RMS error metrics: R M & ,  for the right hand average RMS error, and M S I h  

for the left hand average RMS error. In addition a compound metric, RMS,, = RMSIh + 
MI,, was computed to represent the total RMS error per trial. 
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Frgrlre 5-2. Overall trackingpet-$omance as measzrred by RMStot, broken down by the 
experinlenral factors. Data for all îrials fmm all 8 participants 

The overall mean RMS,, for our experimental conditions is shown in Figure 2. Repeated 

measures analysis of variance with RMSroI as the dependent variable was conducted on the 

data. Overall, there was no significant difference between the two visual integration 

(Separated, Integrated) techniques (F1.6 = 4 . 8 , ~  = -06). Thus, using RMSCo, as the 



performance measure, hypothesis H 1 is not accepted. There was a significant effect for the 

attentional (Singtdar vs. Divided Attention) factors (& = 109, p < -0 l), with Singular 

Attention resulting in supex-ior performance, thus confirming hypothesis H2. A significant 

effect was found for the speed (Slow vs. Fast) factors (FI& = 87, p < .01), with Slow speed 

resulting in superior performance, thus confming hypothesis H3. The only other significant 

effect was an Attention x Speed interaction (F1.6 = 6.62, p < .05), indicating that when 

tracking at the faster speed, divided attention has a greater effect. 

5.3.2.2 Symmetry Analysis 

Looking at the differences in performance between the two hands (Fig. 3 j, we find that the 

overall difference between performance of the right hand (RMSd) and the Ieft hand (E2MSih) 

was 8%, indicating that there was a sligtit asymmetry between the hands overall, although 

this result was not significant ( p  = -07). 

I LH Separated 
60 - I RH lntegrated 

Slow, Singular 
Attention 

Fast, Singular Slow, Divided 
Attention Attention 

Fast, Divide 
Attention 

Figure 5-3. Tracking pefomance  for each han4 broken down by experimental factors. Data 
for al2 trials from al1 8 participants. 



Repeated measures analysis of variamce conducted with the difference between RMS& and 

RMSlh as the dependent variable showed a significant difference between the two visual 

integration conditions = 7.6, p .05)- As Figure 4(a) shows, the ICMSII, rneasure was 

significantly higher than the W S r h  rneasure for the Separated conditions, but did not differ 

significantly for the fntegrated conditions. This result indicates that poor visual integration 

causes performance to become asymetric ,  confirming hypothesis H4, There was no 

significant effect for the attention factor (FLs6 = 3.14, p > -05) or the speed factor 

(Fiv6 = ns, p > .05), as illustrated by Figures 4b and 4c. Thus, hypotheses H5 and H6 cannot 

be accepted, 
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5.3.2.3 Parallelism Analysis 

In order to analyze the level of parallelism exhibited by the two hands, we need an 

appropriate measure of parallelism. One such measure is the "Integrality" metric introduced 

by Jacob et. al, [56]. They proposed a means of quantiQing parallelism (we use the term 

"paraIlel" instead of "integral" as onginally proposed) in the tirne domain, based on whether 

movements in the dimensions of interest occurred simultaneously at each tirne step. This 

measure, however, classifies a set of movements as parallel as long as they moved by any 

amount duruig a time period. The relative magnitude and direction of movement in each 

dimension of interest is not taken into account. 

Masliah [73] has proposed the m-metric to quanti@ coordination in multi-degree-of-fkeedom 

docking tasks. The m-metric takes into account the magnitude and direction of movement of 

each dimension of interest when computing simultaneity. The metric as onginally proposed 

is o d y  applicable to docking tasks. Here, we adapt it to measure parallelism in a tracking 

task. The basic idea behind this measure is to first compute how much the error between the 

current position and the target position is reduced at each t h e  step, This percentage error 

reduction per time step is computed for each hand as follows: 

%ER = actltal magnitude of rnovement towards target / movement reqrrired to reduce error 
to O 

This results in a number between O and 1, where 1 means the cursor is perfectly tracking the 

target and O means the cursor is not following the target at all. 

The amount of parallelism at each time step is then calculated by taking the ratio of the two 

hand's %ER values, with the larger value taken as the denominator: 

ParaZZelism = Right Handk %ER / Left Hand's %ER 

The average of a11 Parallelism measures over the duration of a trial thus results in a bounded 

measure between O and 1. Values closer to 1 indicate that both hands are simultaneously 

reducing their errors by the sarne arnount (Le., highly parallel, identical, movements), 

whereas values closer to O indicate that the hands are working in a sequential manner. 



This metric not only considers if motion of the two han& is simultaneous, but also takes into 

account the magnitude and direction of any simultaneous motion. Thus, movements that 

occur at the sarne time but which do not contribute towards the accurate completion of the 

task are given much Iess weight in the metric. We feel that this results in a more meaningfùl 

measure of bimanual parallelism. 

We analyzed our experirnental data using this new parallelism metric. Figure 5 shows the 

mean parallelism values for each condition. 

Overall, parallelism was not very hi&, at 0.3 1 units. There was a significant effect for the 

two visual integration conditions = 7.28, p < .OS), with the Inregrated conditions 

exhibiting 12% more parallelism than the Separated conditions, thus confirrning hypothesis 

H7- 

Hypothesis H8 was also confinned by a strong significant effect for the two attentional 

factors = 108, p < -0 1). with SinguIar Attention conditions showing more parallelisrn 

than the Divided Attention conditions. 

Hypothesis H9 was confimed by a significant effect for the two speed factors 

(FI.6 = 46, p < .OI), with Slow conditions showing more parallelism than the Fast conditions. 



B Separated . I ntegrated 

Slow, Singular 
Attention 

Fast, Singular Slow, Divided Fast, Divided 
Attention Attention Attention 

Figzrre 5-5. Parallelism between the two han& broken down by expei-imental factors. Valzles 
close to zero indicate little parallelisrn, values close to I indicate a high degree of parallelism. 
Data for all trials from all 8 participants. 

5.4 Conclusions and Future Work 

We have presented experimental work that explores issues surrounding symmetric bimanual 

action. We also introduced a new metic, adapted fiom the coordination metric of Masliah 

[73], which quantifies the extent to which movements of the hands occur in parallel. The 

analysis of our data using this parallelisrn meeic showed that increasing task difficulty, 

divided attention, and lack of visuai integration can al1 cause the user to adopt a more 

sequential style of interaction. 

Overall, Our data showed a slight asyrnmetry (albeit not statistically significant at the 5% 

confidence level) with respect to RMS tracking error, with the left hand having 8% higher 



error than the right hand. We also found that a lack of visual integration results in significant 

asymmetry between the hands. Attentional demands and task difficulty, however, did not 

affect the level of symmetry in performance (Le., both hands exhibited similar RMS tracking 

error rates). 

Taking the symrnetry and parallelism analyses as a whoie, we see that decreased parallelism 

does not (except when visual integration is lacking) cause performance as measured by RMS 

tracking error to become more asymrnetric. in other words, parallelism is not a requirement 

for performance to be symmetric. 

From a practical viewpoint, although we used a bimanual tracking task as an experïmental 

instrument to explore issues that can affect birnanual performance, and not necessarily to be 

representative of any particular symmetric bimanual user interface, the results can 

nonetheless yield design insights for symmetric bimanual interfaces. For exarnple, our 

finding that lack of visual integration does not lend itself to symrnetric interaction suggests 

that for a syrnrnetric task like two-handed rectangle editing [20,68] it would be not be good 

design to merely display the corners of the rectangle (as is sometimes done in the interest of 

not obscuring underlying geometry) . 

Also, our finding that dividing attention results in highly sequential performance suggests 

that symrnetric tasks where the two hands are not operating nearby in the focal visual field 

should be avoided. This may be one reason that syrnmetric bimanual interaction lends itself 

to navigation tasks [43,65, 1 101, In a navigation task such as steering through a 3D 

environment [110], visual flow occurs across the entire display window in response to two- 

handed movements, so the focal visual field can provide sufficient feedback. A problem 

might a ise  in a bimanual interface using two cursors that may become widely separated, 

unless some secondary feedback in the focal visual field can be provided. For example, the 

map navigation example of [43j empioys separate cursors for each hand, but the continuous 

visual flow of real-time feedback fkom the map moving, expanding, o r  shrinking provides 

sufficient feedback. If only two separate cursors were provided, our results suggest that the 

user's ability to control symmetric bimanual actions could be compromised. 

From a theoretical perspective, given that our results show a slight general asymmetry in the 

performance of symrnetric bimanual tasks, it is possible that existing theoretical models of 



asymrnetric birnanual interaction [37,80] could apply to symmetric birnanual tasks as well. 

However, since we also found that the level of symmetry does not easily degrade when task 

difficulty is increased or attention is divided, it is likely that performance in symmetric tasks 

also differ fündarnentally in some aspects fiom asymmetnc tasks. For example, our data 

clearly indicates that for symrnetric tasks there is no tendency for the hurnan motor system to 

devote more resources to the dominant hand when attention is divided. 

By contrast, previous work by Peters [79] shows that when independent, asymmetric tasks 

are assigned to each hand, there is a tendency to devote more resources to the dominant hand. 

To the best of our understanding, the effect of task difficulty and visual integration on the 

performance of asymmetric bimanual tasks has not been explored. As such, we cannot draw 

any conclusions as to whether symrnetric and asymmetric tasks differ along these factors. 

Clearly, more research is needed to quanti@ these differences and thus build better rnodels 

that account for both symrnetric and asymmetric bimanual tasks, The work presented in this 

chapter is a step towards a more comprehensive understanding of syrnmetric (as well as 

asymrnetrïc) two-handed interaction, including a better understanding of under what 

conditions symmetnc, parallel action of the hands is possible. 



Chapter 6: Tape Drawing 

6.1 Introduction 

'h this chapter, we explore a specialized bimanual interaction technique, called tape 

drawing, that is widely used in the automotive design industry. Rather than the forma1 

experimental methodology used in the previous chapters, the current exploration is conducted 

via a detailed case study, prototype technology irnplementation, and analysis of the critical 

elements of the technique. 

Designers in the automobile industry have traditionally created concept sketches o f  cars on 

Iarge scale upright surfaces (walls) that preserve a 1-1 or "full-size" scale factor between the 

sketch and the final physical car. The main reason for these full-size upright sketches is that 

designers and managers want to determine and evaluate the principle curves of a design as 

early in the design process as possible. Working at 1-1 scale is critical to this, if one wants to 

avoid the unpleasant "surprises" that might othenvise occur if work were done at a reduced 

scale or on a conventional CRT, for exarnple. While these measures may seem extreme, it is 

important to recognize that the product being designed courd cost up to $ lbillion to bring to 

market. As such, minimizing unnecessary iterations is of utmost importance. 

An interesting aspect of these concept sketches is that they are created not by using pencils 

and paint, but mainly by laying down black photographic tape that feels like common 

masking tape on the drawing surface 

This style of sketching with photographic tape, called "tape drawing", is achieved b y  using 

everyday skills of unrolling the tape with one hand and sliding the other hand along the tape 

while fastening it on the surface. Even though the rnechanics of this naturally two-handed 

technique are easily explained, the artwork created by experienced practitioners refl ects a 

level of ski11 that is on a par with any other artistic medium, as the exarnple in Figure 1 

illustrates. 

1 A preliminary version of the work in this chapter was published in Balakrîshnan, Fitzmaurice, Kurtenbach, & 
Buxton, 1999. [5] 
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F@re 6-1. Tape draiving o f a  car interior zlsing traditional physical tape drawing 
techniques. This is an extreme example of tape art, illtrstrating the artist's skill in the 
medium. Picture coztrtesy of Renault Automotive Corp.. France. 

Tape drawing has several fùndamental advantages over freeform sketching with a pencil, 

given the large scale size of the sketches. Firstly, it is difficult to draw, fkeehand, straight 

lines and smooth continuous curves at this scale. PhysicaI aids such as rulers and french 

curves would assist the process, however, they would have to be of similar large scale which 

unfortunately makes them unwieldy for upright use. Drawing with tape, on the other hand, 

easily facilitates the generation of perfectly straight lines and, due to the slight elasticity of 

the tape which allows it to be deformed, smooth continuous curves as well. The freehand 

nature of the interaction is maintained, and yet the tape's affordances help regulate the user's 

actions to allow for creation of smooth continuous lines. In addition, tape drawing has the 

benefit of easily undoing actions and editing compared to drawing widi pends  or markers. 

Undo is achieved simply by lifting the tape off the surface. Editing is performed in two ways: 

first, by lifting the tape off the siilface and relaying it, and second, by tearing off strips of 

tape and replacing with new tape as required. 



While the advantages inherent in drawing with tape have ensured its place in the automotive 

design process, there are nonetheless several problems with this medium. 

Firstly, of al1 the artists working on the initial design, the skill of the tape artist is the farthest 

rernoved fkom traditional computer graphics systems, and yet, the results of their work must 

eventually be transferred into the computer. While the resolution and fidelity of the tape fiom 

both the input and output perspectives are extremely high, there is no easy way to retain this 

fidelity when transferring the information to electronic formats. Currently, this transfer 

process is done laboriously by digitizing the key curves of the tape drawing using a hand- 

held position sensor and then recreating these curves in a CAD package- This transfer 

process invariably introduces inaccuracies in the electronic version which then have to be 

identified and removed. Also, since designers create multiple 2D tape drawings which 

represent different views (such as a fiont and side view) of the underlying 3D vehicle, these 

2D drawings have to be integrated when creating the final 3D model of the vehicle. This 

integration requires carefül alignrnent and rnatching of the p n m q  curves of the model, a 

process that can also introduce errors. 

The second major problem with tape drawings is the difficulty in storing and retrieving old 

drawings. These drawings are typically done on stretched mylar surfaces which when 

untacked fkom the wall contract and distort the drawing, Yet, this must fiequently be done in 

order to accommodate changes in the engineering drawings that typically underlay the mylar 

surface on which the tape drawing is done. Once it is taken down, the purity and accuracy of 

the original drawing cannot be maintained. Aiso, the tape itself tends to fa11 off the mylar 

surface after a period of time. 

Finally, the physical nature of these drawings preclude easy sharing of design information 

between different design studios. 

These disadvantages of physical tape drawing can potentially be alleviated if digital 

electronic media were used to create the drawing from the start. This would reduce the errors 

when transferring, retrieving and storing the tape drawings. An electronic system could also 

provide fûnctionality beyond what is possible using the traditional media. However, given 

the aversion of most tape artists to current computer modeling software that require them to 



learn new skills unrelated to their art, we are faced with the challenge of designing an 

electronic system that will allow them to easily transfer the considerable skills they have 

acquired in working with the traditional media. Therefore, such a system must retain the 

desirab le simplicity, fluidity, and affordances of the p hysical tape drawing techniques. 

Ln the rest of this chapter, we discuss the design and prototype irnplementation of a digital 

tape drawing system (Figure 2). We also present preliminary feedback fiom tape artists at 

several automotive design studios, and consider their implications for future enhancements to 

the system. In addition to the practical aspects of this work, the interaction techniques we 

developed provide some interesting insights into the applicability and limitations of current 

theoretical models of two-handed interaction, including the work presented in the previous 

three chapters. 

Figtrre 6-2. (a) shows an artïsit drawing with traditional tape techniques. Photo cozrrtesy of 
Generczl Motors Design Center. (b) shows our digital tape drawing systems. and how a user 
would 'kight do wn a cttrve". 



6.2 Digital Tape Drawing Systern 

6.2 1 Design Process 

By observations and discussions with designers at automotive design sh dios, in partici 

Renault and the General Motors Design Center, we began to identie and isolate the 

problems inherent with the traditional tape drawing process. In addition to these direct 

demonstrations and discussions, we obtained fiom two design studios, at General Motors in 

Detroit and Renault in France, videotapes of tape artists at work- This served as a reference to 

guide our work as well as enabled members of our team who had not been to the design 

studios to get familiar with the tape drawing process. We solicited work fkom two major 

studios in order to extract the general practices used in tape drawings and to recognize the 

idiosyncratic practices used o d y  by a few individual artists. For our prototype, we felt it 

necessary to begin by supporting the general techniques. Future versions could potentially be 

tailored to the specific needs of individual artists and studios. 

6.2.2 Goals 

A primary requirement for our digital tape drawing system was that it be "walk-up and use" 

for tape artists. Since the goal is to replace traditional tape drawing while enabling tape artists 

to leverage their current skills, the main functionality of our system had to closely resemble 

that of traditional tape drawing. Any additional functionality made possible by the digital 

media would be secondary to the basic ability to place and edit "electronic tape" on a large 

scale surface, 

6.2.3 Prototype lmplemenfafion 

The variations in physical infi-astructue and work practices at different auto studios dictate 

that any system we eventually deploy for real use has to be tailored to the needs of each 

studio. Our current implementation is designed to encompass those aspects of the tape 

drawing process that are cornmon across al1 studios. Also, in order that we can demonstrate 

the system and obtain user feedback fiom various studios, our implementation has to be 



portable. This introduces some constraints that would not necessarily be present in a fixed 

installation, The tradeoffs we made are discussed as we describe the system's components. 

6.2.4 Display Surface 

Most automotive design studios have a variety of large scale vertical computer display 

systems, often called "powerwalls". These powerwall displays use state-of-the-art rear or 

front projection technology Very high resolution is achieved by using multiple projectors 

side-by-side with a slight overlap in images to create a single seamless large image. Image 

size can range fiom 8x6 to 50x10 feet. These displays are typically used to display full-size 

images of car designs during the design and engineering process. Our goal is to Ieverage off 

these existing displays not just as an output medium, but also as a surface for digital tape 

drawings. 

Our implementation uses a HughesIJVC Gl O00 digital projector with a true l28Ox 1024 

image back-projected ont0 a collapsible 8x6ft screen. The size of the screen and projector, 

and the fact that the digital projector requires minimal calibration (unlike older 3-gun RGB 

projectors), ensures that Our system is portable. The 8x6ft screen represents the minimum 

powerwall size, and is suffkient for us to implement tape drawing interaction techniques that 

utilize large scale gestures. Similar display sizes have been used in research systems such as 

Krueger's VIDEOPLACE [64]. 

6.2.5 Input Devices 

Since tape drawing naturally uses both hands, we need to be able to sense the position of both 

han& on the display surface. There are potentially several solutions to this sensing problem. 

These include optical tracking techniques [27], the use of transparent digitizing tablet on the 

display surface, touch sensitive transparent display surfaces, and electomagnetic/ultrasonic 

trackers. Our prototype uses an Ascension Flock-of-Birds six degree-of-fieedom 

electromagnetic tracker held in each hand. Each tracker is augmented with a single 

momentary switch. We only use two translational degrees-of-fieedom (left-right and up- 

down) of the tracker in our prototype. 



6.2.6 Interaction Techniques 

6.2.6.1 Laying Tape 

The first requirement of a digital tape drawing system is the ability to lay down digital tape 

segments on the display/drawing surface. As discussed previously, in order to transition tape 

artists to this new media, we had to replicate, as closely as possible, the affordances of the 

physical tape laying process. In the physical media, the right hand unrolls the tape, while the 

lefi hand slides along the tape while fastening it to the surface1. In order to create a 

continuous smooth line, tension in the tape must be maintained between the two hands. If the 

right hand is held steady while the left hand fastens, the result is a straight line. The segment 

of unfastened tape between the two hands cm serve as a preview of the line. Curves are 

obtained by simultaneously moving the nght hand in an appropriate arc while fastening with 

the left hand. 

These techniques are presenred in Our digital tape laying algorithm. By default, the right hand 

controls a cursor which represents the roll of tape. The left hand controls a second cursor 

representing the end of the tape. Both cursors are controlled in a 1-1 manner by the trackers 

which operate in absolute, linear position control mode. A segment of digital tape, 

represented as a polyline, always extends between the two cursors. We refer to this as the 

unfastened tape segment. The digital tape is represented as a lcm thick line on the display. 

Moving the two hands around efEectively moves the unfastened tape segment on the screen. 

The distance between the two hands determines the length of this unfastened tape segment 

(Figure 3a). 

In order to fasten portions of the digital tape, the left hand presses the button on its tracker 

(putthg it into "fasten mode"). This corresponds to the act of pressing down on the tape in 

the physical version. Releasing the lefi hand button cuts the tape currently being laid at the 

position of the left hand cursor. 

' Note that we use the terms "right" and "left" rather than "dominant" and "nondominant" since al1 the artists we 
observed were consistent in their mapping of task to hand, regardless of any underlying handedness. The exact 
reason for this is not know, although we speculate that this is due to the direction in which these drawings have 
traditionally been created (starting from the left of the drwaing surface and moving to the right). 



Ln a manner similar to drawing with physical tape, straight lines are created by holding the 

right hand steady while the left hand, with tracker button pressed, slides along the unfastened 

tape segment, fastening the tape as it moves. (Figure 3b). While in the physical version the 

tape itself serves as a constraint for creating straight lines, our digital version enforces this 

constraint in software by restrïctïng the left hand cursor to move only along the unfiastened 

digital tape segment, towards the right hand cursor. This ensures that once digitally fastened, 

the digital tape cannot be unfastened inadvertently (without i n v o h g  an edit operation to be 

described later). If the absolute left hand tracker position strays fiom the unfastened digital 

tape segment, its cursor position is determined by a simple projection of tracker position to 

the nearest point on the unfastened tape segment. 

Creating c w e s  in our digital system also mirnics the physical equivalent. Unlike the creation 

of straight lines, both hands must move at the same time. Thus, the unfastened tape segment 

moves while the left hand fastens the tape (Figure 3c). The length of the unfastened tape 

segment effectively serves to regulate the smoothness of the resulting curve. Since the left 

hand cursor is constrained to move along the unfastened tape segment, a longer segment 

effectively reduces the range of movement of the fastening point controlled by the left hand, 

resulting in smoother curves (i.e., curve whose tangent changes gradually). A short 

(approaching zero) unfastened tape segment length reduces the technique to the equivalent of 

fkee-hand sketching with the non-dominant hand. An interesting aspect of this technique is 

that it effectively uses constrained two-handed gestures to control the smoothness of cuwes. 

in contrast, most computer tools for generating curves rely on mathematical approaches for 

specifjmg smoothness. 

From the perspective of two-handed interaction, Our digital tape laying techniques are 

interesting in that they allow for the generation of straight lines and curves without a 

conventional mode switch. The simple act of moving or not moving the nght hand while the 

digital tape is being fastened determines whether a straight line or curve is generated. 

6.2.6.2 Editing 

As with laying down tape, Our system's editing operations also emulate the physical process. 

First is the ability to undo the tape currently being laid down. in the physical media, the artist 

simply has to pull the tape off the surface. The trackers used in Our system could sense a third 



degree-of-fieedom (moving towarddaway fiom the display surface) and thus allow us to 

duplicate the physical tape undo process. In practice we find that the Iack of physical 

adhesion of the digital tape (we have virtual adhesion) results in users not always operating 

directly on the display surface, but often float a few inches above the surface. Thus, Our undo 

operation requires that the user explicitly press the button on the rîght hand tracker. This 

allows the lefi hand to pull back on the fastened tape. Since the left hand must be in "fasten 

mode" (Le., its tracker button is pressed), it c m  quickly relay the tape if desired. 

The second editing operation is cutting of tape segments (Figure 36). Sirnilar to cutting 

physical tape, the digital version requires that the user specify two cut points on the tape. 

This is done b y pressing the right hand tracker button, with the left hand tracker button not 

pressed (Le., it is not in "fasten mode"), and specifjmg the two cut points in turn- When the 

second cut point is specified, the tape segment between the two points is removed- At any 

tirne, a partially executed cut operation can be aborted by pressing the left hand tracker 

button and retuming to "fasten mode". 



tape segment can be changed by moving the cursors. 

Figure 6-3 b. Taping straight lines. (i) To start taping, the left hand tracker button is pressed. (ii) Keeping the right 
hand in a fixed position, the left hand Iays down tape as it slides along the unfastened tape segment in the direction 
towards the right hand cursor. (iii) A tape segment can be unfastened (undo) by pressing the right hand tracker 
button and backtracking along the previously laid tape with the left hand. (iv) Releasing the left hand tracker button 
cuts the tape at the location of the lef? hand cursor and returns the system to the defauIt state shown in Figure 3a- 

Legend: - Fastened tape X Right hand cursor 

Unfastened tape segment O Lefi hand cursor 

b=O tracker button not pressed b=l tracker button pressed 
/b=O 

b=O 

(0  (ii) (iii) (iv) (v) 
Figure 6-3c. Taping cwves, (i) To start taping, the lefi hand tracker button is pressed, (ii) While moving the right hand, 
the lefi hand lays down tape as it sIides along the unfastened tape segment between the two cursors. Movernent of  the 
left hand cursor is constrained to the unfastened tape segment in the direction towards the right hand cursor. A long 
unfastened tape segment results in smooth curves with a gradually changing tangent. (iii). Reducing the length of the 
unfastened tape segment permits the generation of higher variation curves with a more rapidly changing tangent. The 
length of the unfastened tape segment can be changed on-the-fly by simply rnoving the two cursors closer or farther 
apart- (iv) Switching fiom taping curves to taping straight lines is achieved by keeping the tight hand cursor in a fixed 
position while taping with the left hand. An explicit mode switch is not required. (v) releasing the Ieft hand tracker 

( 0  (ii) 
Figure 6-3a- Unrolling digital tape. (i) An unfastened tape segment is always extended between the two 
cursors when the tracker buttons are not pressed (ii) The Iength, position, and orientation of this unfastened 

b = o \  
\ 

' X  
b=O 

button cuts the tape. 

(ii) (iii) 
Figure 6-3d. Crrtring tape. (i) ~ h e n  i o t  in tape laying mode (i.e.,the lefi hand track& button is not pressed), pressing 
the right hand tracker button engages cut mode. The lefi hand cursor is hidden. (ii). With its button pressed, the right 
hand cursor makes the first cut point. The button is then released. (iii), When the second cut point is specified (using 
the same interaction as in step ii), the tape segment between the two cut points is removed. The process in steps ii and 
iii can be repeated to cut additional tape segments if desired. (iv). Releasing the rïght hand tracker button completes 
the cut operation and returns the system to the default mode. 



6.2-6-3 Supporting Operations 

in addition to the core operations o f  laying and editing tape, we also support several 

additional operations. 

Traditional tape artists typically draw on a surface with an underlaid grid. We provide a 

similar fiinctionality that c m  be toggled odoff  via the keyboard. Also, tape drawings are 

often made with reference to engineering specifications (called the "engineering package") 

that delirnit the unchangeable dimensions of a car's components. The designer has to work 

within this engineering framework. In the physical media, this package information is simply 

printed onto large size paper and attached to the tape drawing surface. We provide this 

functionality in two ways. First, the system has the ability to import this information which is 

then displayed as a background image. Second, we can make the background of our tape 

drawing application window transparent and thus tape drawings c m  be created on top of any 

other application window. This alIows for drawings to be created right over the application 

used to create the engineering package. 

Finally, we provide the ability to Save and load tape drawings to/from files. The file format 

can be read by other 3D automotive modeling applications such as Alias Autostudio. 

6.3 User Feedback 

Throughout our development of the digital tape drawing system, we sought user feedback 

fiom both our in-house artists and extemal customers at automotive design studios. A total of 

three in-house artists were consulted. In addition, due to the portable nature of the system, we 

were able to demonstrate the prototype to five major auto design studios located in England, 

France, and the United States. Approximately 20 professional tape artists tried the system for 

periods ranging fiom a few minutes up to 30 minutes. The observations we made and 

feedback we received can be placed in three categories: interaction issues, visuals, and 

requests for additional features. 

6.3.1 Interaction lssues 

Perhaps the most important validation was that tape artists were indeed able to walk up and 

use our system. The only instructions they required were the roles of  the two trackers and 



their buttons (under 1 minute of instniction). Within a minute, haditional tape d s t s  were 

doing drawings which were clearly superior to that of our system developers whio had 

multiple hours of familiarity with the system. Thus, despite some issues with the tracker and 

display technology (discussed below), the artists were able to permeate any techmological 

limitations and transfer their skills to the new system, indicating that we had successfûlly 

emulated their traditional interaction techniques. Particularly promising was theiir use of 

familiar gestures such as Iaying a tape segment and looking at it from the side off the screen to 

inspect the quality of the curve. This inspection technique, called "sighting d o m  the curve" 

is comrnonly used in the physical media (see Figure 2a). 

Other issues with respect to the interaction were: 

the tracking technology we used suffered from several problems including ïrmprecise 

calibration, jitter, and encurnbrance of the tether wire. We are investigating alternative 

input technologies, including modified wireless mice that can be used on an vpnght 

surface. 

initially, the cursors were displayed directly beneath the absolute tracker pos-ition. This 

resulted in the user's hand obscuring the cursor. Our solution was to offset the cursors by 

a fixed distance from the handtracker. This offset did not cause the users a n y  dificulty 

when operating the system. 

a few users comrnented on the loss of physical tension between the two handis that is 

afforded by physical tape. We experirnented with retractable tapes and elastk bands to 

simulate this tension, but found that this unneccesarily encumbered the user without 

much added benefit. It is noteworthy that when mimicing traditional techniqmes, one 

should be cognizant of the different aflordances of electronic media and avoid tryïng to 

duplicate al1 physical properties without considering possible alternatives (in- this case, 

visual tension seems to suffice)- 

users sometimes found it dificult to join tape segment ends accurately. This. can be 

solved by improving the precision of the tracking technology, or taking advamtage of the 

electronic media and introducing virtual features like smart snapping of endpoints when 

desired. 



in traditional tape drawing, tapes of vanous widths are used to create various effects- The 

ability to change the width of the digital tape interactively would provide this 

functinnality. Also, special effects such as tapering the ends of a curve could be provided 

in the software. 

a property of physical tape is that the wider the tape, the harder it is to bend smoothly. 

Some users requested that a similar feature be available in the digital version. 

when editing a curve, designers often lay a new curve tape immediately above or below 

the curve they wish to edit, using the old c w e  as a guide. They then remove the o1d 

curve. This allows them to iteratively refine the shape of the curve. In the digital system, 

users have suggested that when a new curve is drawn over or close to an existing curve, 

the older curve should be displayed "greyed out". A potential problem is determining 

when the user intends to iteratively modie a curve shape versus simply laying down a 

new curre. 

6.3.2 Visuals 

As we expected, users voiced several concerns with respect to the visual aspects of our 

system: 

the resolution of the large screen display, while acceptable when viewed from a distance, 

is considerably degraded when viewed up close. Unfortunately, this is a limitation that 

can o d y  be solved as display technology improves. One interim solution is to pnnt the 

tape drawings and mount them on a wall. This would allow the artist to use the beneficial 

aspects of the digital media, while providing a hi& quality display for review purposes. 

while many design studios have existing powenvalls, some are in the planning stage and 

were concemed with the space needed to rear-project a display. Possible solutions are to 

use mirrors to compact the optic path as well as hang projectors fkom the ceiling. Also, 

sorne managers wanted to consider using a portable systern which could be moved 

between design studios when needed. 

while it is possible to "sight down a curve" in Our digital tape drawing system, a few 

artists made the observation that their traditional physical tape boards have a slight 



convex curvature to facilitate this inspection operation. A sirnilar configuration with the 

projection screen is possible. 

fmally, artists suggested being able to display additional artwork images (concept 

artwork, renderings, target audience) along with the tape drawing to support the design 

process as well as for forrnal design reviews. 

6.3.3 Fea ture requests 

A number of enhancements and new features were suggested by the tape designers: 

beyond the tape drawing abilihes, designers wanted access to sophisticated painting 

facilities which would allow for even more advanced rendering effects such as air- 

brushing along the edges of curves, to create stylized renderings as shown in Figure 4. 

some of the more computer savvy designers wanted us to develop more sophisticated 

interaction techniques that go beyond rnimicing traditional tape operations and properties. 

While this may go against our design principle of "keeping things simple", there are 

opportunities for more advanced features. For exarnple, some curve editing tools found in 

desktop applications such as tangency manipulators could be adapted to work on the 

powenvall. 

to compare two tape drawings, a common drawing scale was proposed, This will allow 

two or more tape drawings to be superimposed and compared as well as facilitate reusing 

portions of the drawings. 

designers requestzd that we integrate the tape drawing system with existing curve and 

surface evaluation computer packages. 

the digital tape drawing package could be extended to offer traditional drawing tools such 

as circles and rectangles which would be a time saving. Importing clip art and images 

(e.g., wheels, hub caps, interior console components like vents, stereo controls, basic 

materials like leather, vinyl, etc.) to augment the tape was also deemed important. 

with improved tracker accuracy, designers suggested a simple "ruler" mode that would 

measure the distance between the two trackers in the current tape drawing scale. This 

would enable them to create accurately scaled drawings. 



a flood "fil1 region" feature was requested as this is often quite laborious using strïps of 

physical tape. 

one designer suggested implementing a syrnrnetry drawing mode which would lay down 

duplicate rnirror-based c w e s  given a predetemùned input plane. This is motivated by 

the fact that many components in a car have symmetncal counterparts (e-g., two 

headlights) . 

some designers suggested a new workflow which enabled them to load a 3D model fiom 

a CAD package and select the "defining curves" to be transformed and exported to the 

digital tape drawing system. Here the defining cunres could be edited, reviewed and then 

imported back to the CAD package to have the rest of the model update given the new 

curve shapes. 

- .--A 
Figure 6-4. Tape art& woi-king on a tape drawing to which sophisticatedpaint effects have 
been added. Photo courtesy of Ken Melville, Renault Automotive Corp., France. 



6.4 Implications for Two Handed Interaction 

In designing Our digital tape drawing system, we attempted to mimic, where appropriate, the 

interactions used in traditional physical tape drawing. As a result, the interaction techniques 

developed for our system are founded in established practise rather than theory. However, 

these practical techniques provide some valuable insights into a currently established theory 

of two-handed interaction. 

The primary tape laying interaction technique described in this paper is an asymrnetrical 

cooperative task in that each hand plays a different role but in cooperation they both lay tape. 

As such, one would expect that given its successfil use over the years by tape artists, this 

technique would conform to Guiard's principles of asyinmetric bimanual action. Just to 

recapitulate, his principles were as follows: 

1. Dominant-to-Non-Dominant Spatial Reference: The non-dominant hand sets the fiame of 

reference relative to which the dominant hand performs its motions. 

2. Asymmetric Scales of Motion: The two hands operate in asyrnrnetric spatial-temporal 

scales of motion. For instance, when writing on a piece of paper, the motion of the non- 

dominant hand controlling the position of the paper is of Iower temporal and spatial 

fkequency than the writing rnovements of the dominant hand which nonetheless depends 

on the non-dominant hand's movement for spatial reference. 

3. Precedence of the Non-Dominant Hand: Contribution of the non-dominant hand to a 

cooperative bimanual task starts earlier than the dominant hand. in the handwriting 

example, the dominant hand starts writing after the paper has been oriented and 

positioned by the non-dominant hand. 

In the tape laying technique, however, the fhne of reference is set by the right hand which 

controls whether the tape is laid as a straight line or a curve, as well as constraints the 

movement of the left hand. Thus, for right-handed artists, it does not confonn to Guaird's 

pnnciple #1. Recall that al1 the artists we observed used their right hand in this manner, 

regardless of whether or not they were inherently left or right handed. Thus, for left-handers, 

their nondominant (right) hand would be setting the frame of reference, conforming to 

principle #l. 



When we consider the scales of motion of the two hands in the tape Iaying technique, they do 

indeed operate at different spatial and temporal scales. In contrat with Guiard's principle #2, 

however, for right handers the nondominant lefl hand operates at a higher spatial fiequency 

since it does the precise task of determinhg exactly where and when to fasten the tape. 

Again, since lefi-handers would use their dominant lef3 hand for this role, they do not deviate 

fiom this principle. 

Finally, with respect to precedence of action, if one considers that the left hand starts the 

whole process by s p e c i m g  the initial fastening point of the tape, then our technique 

conforrns to Guiard's principle #3 (for right-handers, but deviates for lefi-handers), However, 

if we move further along the tape laying technique, the left hand's act of fastening the tape 

follows the right hand's act of specifling the constraint. In this case, right-handers would not 

conform to principle #3 while Ieft-handers would. 

These deviations fiom Guiard's theory, to varying degrees for lefi and right handers, indicate 

that more analysis and refïnements are required to adequately explain al1 hurnan bimanual 

interaction. When considering possible explanations, we observe that the tape drawing 

technique involves a complex interplay between the hands which sometimes switch roles (in 

terms of precedence) dynamically. Also, for right handers, the tape itself (either physical or 

virtual) seems to enhance the ability of the nondominant left hand, steadying it and in some 

sense promoting its role to be equivalent or even superior to the dominant hand. This is 

particularly evident when the nondominant hand is used to do the precision task of fastening 

tape. Finally, the fact that both left and right handed artists operated the interface with the 

sarne assignment of hands to task, raises the question if the left to right nature of the drawing 

task is taking precedence over any inherent handedness. These factors should be considered 

in hture refinements of theoretical models of two-handed interaction. 

Aside fiom the theoretical implications, our systern also demonstrated a practical design 

solution for seamless mode switching that could be appIied to other two-handed systems. 

Based on whether the two cursors are moving simultaneously or in sequential manner, we 

were able to implicitly switch between two modes (in our case, drawing straight lines or 

curves). In addition to using the temporal characteristics of the motions of the hands, the 

relative proximity of the hands could also be used to invoke different functionality. For 



exarnple, when drawing curves in our system, keeping the hands close together resulted in 

high variation curves, whereas moving them apart resulted in smooth, gently varying curves. 

Another possible use of this proxirnity information is to dispiay (perhaps by gradually fading 

in) a TooiGlass palette [L2] when the hands are close together. This implicit "on demand" 

interface is similar to that proposed by Hinckiey and Sinclair [49] who use implicit touch as a 

trigger. 

6.5 Conclusions 

As we have observed during our interactions with artists, designers, and managers at 

automotive design studios, the process and display of tape drawings serve as a fundarnental 

way to comrnunicate ideas and designs to artists, managers and engineers on an automotive 

design tearn. 

Ln order to enhance this communication and facilitate integration with other cornputer based 

tools in the design workflow, we developed a novel two handed digital tape drawing system 

based on traditional tape drawing practices. We believe that our digital tape system preserves 

the key properties of the physical tape medium while taking advantage of the digital medium. 

Our approach has focused on respecting the skills of traditional tape artists and have them 

transfer these skills to the electronk medium. Systems like these hold the potential to ease 

the transition of artists to adopt computer-based drawing, cirafting and evaluation tools in 

their workflow. 

Since tape drawings consist of merely lines and curves, designing a system to enable the 

creation of these elements at first sight appears to be trivial. However, this is no? the case 

since we need to capture the subtleties afforded by this unique medium. The obvious solution 

of using a stylus and digitizer to draw lines and curves does not capture these subtleties. in 

particular, as we have demonstrated, the two-handed technique provides for easy creation of 

smooth gently varying curves that are difficult to achieve with fiee-hand sketching. As 

emphasized in the introduction, working on a one-to-one scale is also important. This 

requirement precludes the use of standard desktop input technologies. As we have learned, 

getting the subtleties of the interaction correct are fundarnental to providing an easy to use, 

fluid, and expressive system. 



Beyond the design and development of the drawing interaction techniques, we have 

presented tape drawing as a case study of an asymmetrical two-handed task that fighlights 

sorne shortcomings of established theory on two-handed interaction- 



Chapter 7: Conclusions, Ongoing, and Future Work 

7.1 Summary 

The f i s t  major paper on bimanual interaction as applied to computer user interfaces was 

published in 1986 [17]. Since then, the user interface research cornmunity has steadily 

explored this area, both fiom the perspective of designing new bimanual interaction 

techniques as well as investigating the underlying theories and modeIs governing human 

bimanual actions, Despite these efforts, user interfaces which utilize continuous bimanual 

interaction have yet to make inroads into mainstream practice- One reason for this is the 

difficulty, fiom a systems point of view, of  connecting a second continuous input device to 

status-quo cornputers and operating systems. Technological developments such as the USB 

interface and mainstream products such digitking tablets which facilitate bimanual input are 

beginning to address this issue and the widespread deployment o f  bimanual interfaces are 

finally becorning a real possibility fiom a hardware technology standpoint. However, a 

second obstacle remains in that there are many unanswered questions as to when and how to 

best utilize bimanual interaction techniques. This thesis is one attempt at reducing this 

obstacle by identimng and addressing some of the key outstanding issues in bimanual 

interaction and contributing new interaction techniques based on sound underiying 

observations, theories, and expenmentation. 

We began this thesis with a detaiied review, in Chapter 2, of the literature in both bimanual 

interaction as well as in the closely related topic of devices and techniques for interaction 

with computer graphics. By understanding this foundation of theoretical, empirical, and 

practical research in the area, we were able to identify some important open research 

questions. 

The first issue we addressed, in Chapter 3, began with the observation that when interacting 

with 3D graphics on a desktop computer, users typically switch between rnanipulating 

objects in the scene and navigating around the scene to get different viewpoints as well as 

enhanced depth perception through motion cues. Based on Our knowledge of how people 

manipulate objects in the real world, we felt that time-multiplexing these two fundamental 



tasks through one input stream was unnecessarily constraining users into a workflow of 

"navigate, manipulate, navigate, manipulate, . . . ". In the real physical world people are able, 

for example, to hold an object in one hand and paint on the object with a bmsh held in the 

other hand. Accordingly, we hypothesized that moving the navigation controls to the user's 

non-dominant hand while the manipulation controls remained in the dominant hand would 

provide two main advantages. First, each hand would be assigned a dedicated and 

complementary functional role. Consistent with the reference principle of Guiard's KC 

model, which states that for most asymrnetric bimanual tasks, the dominant hand operates 

within the frame-of-reference set by the non-dominant hand, in our proposed interface the 

non-dominant hand sets up the context or viewpoint within which dominant hand does its 

manipulations. Second, since the user would no longer have to terminate their manipulation 

task in order to navigate around the scene, we hypothesized that this would encourage a 

greater number of epistemic navigational movements, which in turn will enhance user's 

perception of the 3D graphical scene. In order to investigate Siis issue, we ran formal 

experiments and one informa1 user study to evaluate the technique. We found that our 

bimanual technique resulted in up to 20% faster performance in typical manipulation tasks, 

but more importantly elicited strong user preference. Encouraged by Our results, we then 

implemented our technique in a commercial 3D modeling and animation software package, 

enabling painting on 3D models to be performed bimanually akin to holding and painting a 

physical object in the real world. Initial informal user feedback on this industrial 

implementation was encouraging. Further, we discovered and presented some of the practical 

challenges that had to be overcome when deploying bimanual techniques in existing 

applications whose original architecture assumes a single input stream. 

The work in Chapter 3 was theoretically motivated by the reference principle of Guiard's KC 

model. However, the interface was implemented using two relative input devices. While 

Guiard's KC model is stated in general tems, previous experïmental work validating his 

model have explored settings where there is a direct correspondence between visual feedback 

(the visible movements of the hands and the resulting ink on the page for a handwriting task, 

for example) and the user's kinesthetic sense of where one hand is relative to the other. In 

typical cornputer usage and in our work in Chapter 3, however, such a direct correspondence 

between the input and output spaces is often lacking. Furthemore, when using two relative 



devices, both mice are manually operated in two separate input spaces whose origin may 

Vary each t h e  the device is clutched. We were not aware of any experirnental work which 

explored if, or how, the Guiard mode1 may apply to two-handed manipulation when the 

kinesthetic reference M e s  and visual feedback become separated in such a manner. Given 

this lack of knowledge, it is possible that our interface in Chapter 3 is not governed by 

Guiard's reference principle. This is not only a fitndamental theoretical issue, but also has 

significant implications for the design and implementation of two-handed user interfaces 

since Guiard's mode1 is used as the theoretical basis that guides much of this design. Apart 

from our work in Chapter 3, others [25,65] have also used Guiard's reference principle to 

justify the design of their interface despite the unresolved issue of its applicability in the 

situations we describe here which exist in most of these interface designs. Thus, in Chapter 4, 

we ernpirically investigated how the choice of kinesthetic reference frarnes influences a user's 

ability to coordinate two-handed movements, and explored how the answer to this question 

may depend on the availability of visual feedback. Our experirnental findings suggest that 

two-handed input performance, as well as the Guiard reference principle itself, are both 

robust with respect to variations in kinesthetic reference fiames as long as appropriate visual 

feedback is present. However, if visual feedback is lacking or a high level of visual diversion 

is required for a task or interaction technique, emphasis must instead be given to a system in 

which the sensed positions of the input devices correspond closely to the physical separation 

between the two hands. It is important to note that our work in Chapter 4 was not intended to 

validate the Guiard principle itself, as this issue has been explored by previous studies and 

analyses [37,38,48,60]. Our work suggests that, under the assumption that the Guiard 

reference pnnciple is indeed correct, the principle also applies regardless of whether the 

kinesthetic reference fiames for each hand are unified by a comrnon origin. Furthemore, 

visual reference in feedback on the screen alone is sufficient for Guiard's reference principle 

to apply. However, when visual feedback is absent, kinesthetic feedback in the form of 

body-relative cues are sufficient to guide two handed manipulation. In this sense neither 

visual nor kinesthetic feedback are individually essential to the Guiard reference principle, 

suggesting that the reference pnnciple describes asyrnmetnc two-handed manipulation in a 

very fundamental way which is apparently not directly dependent on either of these feedback 

modalities. The implication of this work for interaction design is that relative input devices 



can be safely used in the design of two-handed interaction techniques without sacrificing 

performance. This is in contrast to the widespread belief in the research cornmunity to date 

that absolute, invariant, reference between the two hands is ideal for bimanual interaction. 

Our work in Chapter 3 also indicated that in some situations users perform bimanual tasks 

syrnmetrically. Indeed, the literature suggests that a number of tasks that can benefit from 

two handed input, such as two-handed line drawing, positioning and sizïng a rectangle, and 

2D or 3D navigation can be performed effectively with a symrnehic assignment of roles to 

the hands, Unlike asymmetric two-handed interaction, which is weIl explained by the KC 

model and explored in the experimental Literature, factors goveniing this second class of 

symmetric two-handed tasks have not been articulated as well in the research Iiterature, 

Without better (any?) empirical data, there is little scientific knowledge to guide the design 

of interfaces that incorporate such symrnetric interaction techniques. Accordingly, in Chapter 

5 we empirically investigated how basic factors such as attention, task difficulty, and visual 

integration affect performance in symrnetric bimanual tasks. We showed, via formal 

experimentation, that even when users are given a task with identical, symrnetrical role 

assignments for each hand, they do not always perform the task in a paralle1 andor 

symmetric manner. We also made a distinction between syrnrnetric and parallel performance 

- an important issue that has not been well articulated in the HCI literature previously. We 

found currently available metrics for m e a s h g  parallelism to be lacking. Therefore, in order 

to analyze Our results effectively, we developed a metnc for quantifjmg the level of 

parallelism in bimanual tasks. The metric improves upon existing ones in that it not only 

considers if motion of the two hands is simultaneous, but also takes into account the 

magnitude and direction of the simultaneous motion. Our results showed that parallelism is 

not a requirement for performance to be symmeûic. They also showed a slight general 

asymmetry in the performance of symrnetric bimanual tasks. This indicates that current 

models of asymmetric bimanual interaction (such as Guiard's KC model) can be applied to 

understanding syrnrnetric tasks as well. Finally, Our results indicate that divided attention, 

task difficulty, and lack of visual integration can affect the degree of parallelism exhibited in 

performing a syrnrnetric task. We believe that the work presented in Chapter 5 is a step 

towards a deeper, more comprehensive, understanding of symmetric (as well as asymmetric) 

two-handed interaction, including a better understanding of under what conditions 



symmetric, parallel action of the hands is possible. This understanding should help in guiding 

the design of interfaces that incorporate symmetcic interaction techniques. 

As indicated in the introduction to this thesis, we took a rather integrated approach in the 

research rnethodology used. Chapter 3 was a mix of prototype implementation, empirical 

evaluation, and finally implementation in a real product. Chapters 4 and 5 focused on highly 

controlled experimental studies of fundamental questions conceming bimanual input. Finally, 

in Chapter 6, we use a combination of prototype ùnplementation and theoretical analysis of 

an interaction technique in order to gain further insights into birnanual interaction. In Chapter 

6,  we developed an electronic analogue to a technique used widely in the design industry 

caiied "tape drawing". This technique is interesting in that it is a inherently bimanual 

technique that allows for the creation of both c w e s  and straight lines within a single too. 

Furthemore, the smoothness and variability of the cuves created are controlled by varying 

the motion of one hand respective to the other, al1 within a single tool. From a theoretical 

perspective, this technique was particularly interesting in that it is an atypical exarnple of 

asymmetric bimanual interaction that does not appear to adhere to al1 the p ~ c i p l e s  of 

Guiard's KC model. Nonetheless, it has been used successfülIy in the design industry and Our 

analysis of the properties of this interaction technique indicates that strict adherence to al1 the 

principles of Guiard's model of asymmetric two-handed interaction is not necessary for a 

bimanual technique to be highly usable and successful. While the development of the 

eleckonic equivalent of the technique is in itself a contribution to the literature in graphics 

and interaction, we also believe that the analysis of its characteristics M e r  deepen our 

understanding of bimanual interaction. 

To conclude this thesis, we present two interesting avenues of research that we are currently 

pursuing. These draw inspiration in large part fiom this thesis. We then describe some open 

research questions that are suggested fkorn our work that would be worth exploring in the 

future. 



7.2 Ongoing Work 

7.2.1 Exploring High DOF Interaction 

The research presented in this thesis focused on both findamental theoreticaI issues in two 

handed interaction as weIl as practical design solutions and interaction techniques that use 

two handed input, However, all Our experhental and practical designs have assigned each 

hand to control two DOFs. From the theoretical and experimental perspective, this choice 

was made in order that we could investigate fundamental issues governing two handed 

interaction without overloading our users with too many DOFs to control. From the practical 

design standpoint, we were able to design useful, innovative, interfaces using conventional 

input devices that allowed only two DOF control per hand. As discussed in Our literature 

review in Chapter 2, higher DOF devices have been on the market for quite some time. The 

most obvious set of devices for interacting with computer graphics, and 3D graphics in 

particular, are 6-DOF devices. Given that the factors governing use of these devices have 

been fairly well articulated by the research cornrnunity, we did not explore this area fùrther in 

this thesis. An emergig class of devices, which we cal1 high-DOF devices typically have 

greater than 6-DOF's and can be used to directly and simultaneously control multiple degrees 

of freedom of graphical objects. There is currently very Iittle in the research literature to 

guide the design of interfaces using high-DOF devices. Using a prototype system for 

manipulating curves with a high-DOF device as an experimental vehicle, we have begun to 

explore the design space of high-DOF interaction in order to determine when, where, and 

how such interaction is most beneficial [6] .  

7.2.1.1 Direct, lnteracfive, Manipulation of Cumes using high-DOF Input 

In 3D computer graphics modeling, curves are the quintessential primitive for constructing 

and manipulating surfaces. Successful3D modelling is largely based on producing the right 

set of curves which ultimately give nse to the desired 3D shape. Thus, techniques for 

developing and controlling curve shapes are a critical issue. 

Most current interactive curve manipulation techniques require that the user, to some extent, 

work with the mathematical defmition of  a curve to control its shape. For exarnple, curves 



are created and controlled by virtual techniques such as control vertex positioming and 

adjusting curve continuity and tangency. 

In the design industry, traditional physical techniques such as clay modeling a n d  paper 

drawings are still very popular. In these techniques, the curve itself is manip~lated directly by 

copying preshaped physical curves (e.g., french c w e  templates) or using physical tools 

which flex to produce curves (e-g., flexible steels). 

Because virtual manipulation and physical manipulation of curves are so diffèrent, a 

designer's physical modelling skills do not wholly transfer to virtual model1in;g. For example, 

a designer can express a particular shape using a flexible fiench curve by simply bending the 

fkench curve. However, with a virtual curve it may not be clear how the con t rd  vertices need 

to be placed to attain this shape. 

Certain physical objects can also quickly produce curves and surfaces that a r e  hard to create 

using virtual techniques. For example, the affordances of spring steels are exploited by clay 

autobody sculptors who use large spring steel rulers, flexed into shape using both hands, to 

smoothly sweep out a curved surface on clay. 

Obviously, both virtual and physical curve modelling have their own pros a n d  cons. What we 

are interested in is exploring the idea of combining virtual and physical curve creation and 

control techniques. The key element in our ability to combine these two worlds is a unique 

input device called ShapeTapeTM (Figure l), which allows users to directly manipulate a 

virtual c w e  as a physical object. Our combined interaction style is inspired b y  Our previous 

exarnple of ciay autobody sculptors using steels to sweep out curved surfaces,- 



Figure 7-1. ShapeTape  con^-olling a 3 0  virtrral curve 

We are currently exploring the use of ShapeTape for performing some basic curve and 

surface creation and manipulation operations. This exploration differs fiom previous non- 

conventional modeling paradigms [88, 90, 1061 in that we are using ShapeTape to directly 

control modeling curve primitives. We believe that our exploration and prototype 

implementation will provide us with a reasonable fi-amework for discovering some 

tùndarnentals of the basic interaction framework and input configuration which is effective 

for managing the hi&-DOF input of ShapeTape, and extrapoIating fiom this exploration, 

allow an early peek at some of the issues surrounding high-DOF input in general. 

7.2.2 Large Scale lnteraction 

In the work presented in this thesis, we have not focused much on the issue of scale of 

interaction. The bimanual canera control interface in Chapter 3 was designed for desktop 

scaIe interaction. In contrast, the tape drawing interface in Chapter 6 was designed to work 



on a large scale display. Large scale (greater than 8x6 feet) electronic projection displays are 

being widely deployed in many design studios. However, most of these displays are currently 

used as passive output devices for evaiuating final renderings of designs at large scale and 

are not used in an interactive manner in the design creation process. One reason for this is 

that user interfaces for current sketching and modeling software are designed for desktop 

scale interaction and are often awkward when used interactively on a large display. Our 

previous tape drawing system, designed fiom scratch to work on a large display, was seen by 

the designers at the studios we visited as a start towards being able to work interactively at 

this scale in the early stages of the design process. Clearly there is a need for sketching and 

modeling applications, with capabilities beyond that of our initial tape drawing prototype, 

whose user interface is explicitly designed to work with large displays. Based on these 

observations, we are extending our initial tape drawing prototype. The resuit, which is still a 

work in progress, is an interface for 3 D  modeling that integrates several interesting concepts 

including the birnanual camera control interface presented in Chapter 3, the tape drawing 

technique presented in Chapter 6 as the primary curve and line creation technique, 2D 

constmction planes spatially integrated in a 3 D volume, enhanced orthographic views, 

srnooth transitions between 2D and 3 D  views, and visual viewpoint markers. Our primary 

goal for developing this system is not so much to create a system for actual deployment, but 

rather a vehicle that would allow us to explore and integrate vanous user interface techniques 

suitable for 3 D  modehg on large scale displays. 

7.3 Future Work 

From our experiences in conducting the work described in this thesis, and the ongoing work 

discussed in the previous section, we can identiw several open research questions that would 

be worth exploring in the future: 

What is the effect of integrating input and output spaces to interaction in general, and to 

two-handed interaction in particular? 

The bulk of the experimental studies and prototype systems described in the interaction 

literature considers the situation where the user's input is separated fiom the output 

display, as is cornmon with status-quo mouse/keyboard and vertical display setups. This 



statu-quo, however, is changing with the increasing availability of flat screen displays 

with integrated digitizing tablets, or large scde displays that afford direct interaction on 

the display surface. These input and display combinations integrate the input and output 

spaces, much like when we interact with physical objects in the real world. While we can 

draw on the psychology literature to help guide the design of interfaces using these 

integrated input/display combinations, these interfaces do not necessanly have to respect 

al1 the constraints of the physical world. For exarnple, in the tape drawing prototype 

described in Chapter 6, our design assumed that we would require a 1-1 mapping, with a 

1 - 1 control-display gain factor, between input and output sirnply because of the 

integration of the two spaces. We have in subsequent explorations, however, observed 

that if the display is significantly larger than physical space the user can operate in 

without having to walk around, using a control-display gain that amplifies the user's 

actions can be desirable. A rigorous investigation into the types of mappings and control- 

display gains that are best suited for interaction with these integrated input 2nd display 

spaces would help guide future interface designs. It would also be interesting to 

investigate the tradeoffs, fiom both the human performance and pragrnatic perspectives, 

between using separated and integrated input/display spaces. 

Are isometric devices suitable for use in the nondominant hand in bimanual user 

interfaces? 

The majority of birnanual interfaces, and experimental work evaluating bimanual 

interfaces, to date have focused on the use of isotonic devices in both hands. Exceptions 

to this is recent work b y Zhai et. al. [ 1 1 31 which used an isometric jo ystick in the 

nondominat hand. While isotonic devices may appear to be better suited to bimanual 

interaction since they usually afford kinesthetic referencing between the hands, our work 

in Chapter 4 indicates that kinesthetic reference fi-arnes are not a critical factor in 

bimanual performance as long as visual feedback is present. This indicates that isometric 

devices may be a siutable alternative for bimanual input, particularly since they typically 

a smaller device f o o t p ~ t  and take up less desktop real estate. However, there is currently 

very little research to infonn the interface designer on if, when , and how to use isometrk 

devices in bimanual interfaces. A rigorous study comparing isotonic and isometric 

performance in typical bimanual tasks would be a useful contribution to the literature. 



Integraiity and separability of input device DOF's 

Jacob e t  al. [56] showed that multi-DOF tasks that are perceived as a single integrated 

task by the user are better performed using input devices that have DOFs which are 

similarly integrated. Likewise, tasks that have components that are perceived to be 

separate are better suited to devices with separated DOFs. However, our experience with 

devices with multiple DOFs, some of which are controlled as an integral whole while 

others have clear separation between groups of DOFs, Uldicate that input devices with 

separated DOFs can successfully be used to control a task that is perceived to have 

integrated DOFs. We believe that pragmatic factors such as device footprint, accuracy of 

device DOFs, and user cornfort, may actually be more important than the simple match 

between device and task DOFs. These beliefs, however, are anecdotal and not backed up 

with empirical data. A rigorous investigation of these issues with appropriate 

expenmental studies would be useful in M e r  developing the initial work done by Jacob 

et. al. [56]. 

What, if any, are the benefits of utilizing devices that provide haptic feedback? 

Haptic feedback devices (sometimes also called force-feedback devices) are those that 

actively stimulate the user's kinesthetic senses. While these devices have been on the 

market for over five years now, and have previously been researched in the laboratory for 

over two decades, we do not know of any study that has shown that these devices provide 

any real benefit to the user. Many compelling demonstration systems have been built to 

highlight haptic feedback device features, however, these often have many other interface 

enhancements. As such, it is impossible to isolate if it is the haptic feedback that is 

responsible for the compelling nature of the interface. It would be interesting to study the 

pros and cons of these haptic interfaces, and to conduct empirical studies to justify or 

reject claims that these interfaces are superior to the status-quo. 

7.4 Closing Remarks 

Taken as a whole, we believe that the work presented in this thesis has not only contributed 

new interaction techniques to the existing body of work, but has also addressed some key 

fundamental issues in bimanual interaction. While this work is by no means the answer to al1 



the issues, it is hoped that it increases the foundation upon which future researchers and 

designers of birnanual interfaces can build upon. The work presented here also gives rise to 

many other research questions that could be addressed in the füture. As indicated in the 

previous section, we are currently pursuing two of these. Others will undoubtedly pursue 

avenues of research that complement and refine, or contradict, the work presented here while 

opening up whole new interaction paradigms. Hopefully, al1 this will lead to the design of 

user interfaces that are based on sound underlying theones, experimentation, and data rather 

than on mere anecdote and persona1 biases. 
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