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ABSTRACT 

This thesis reviews current progress in cognitive science towards 

satisfying the naturalistic imperative. Caref ul attention is paid 

to distinguishing metaphysical naturalism £rom methodological 

naturalism. Following this, methodological naturalism is further 

clarified as the set of imperatives: analyse, formalise, and 

mechanise. It is argued that simulation on its own is insufficient 

for satisfying these imperatives . Instead i t must be supplemented 
and constrained by existing psychological theory which wi1I 

indicate the relevant features for cornparision in any simulation 

that seeks to be an explanation of human cognition. Therefore, we 

turn to an examination of current work in cognitive psychology. 

Specif ically, we examine areas where attempts are being made to 

analyse and formalise cognition in terms of more basic 

psychological processes. So, the thesis proceeds to examine 

current work on categorisation and the nature of concepts, memory, 

problern solving, and inference. Lt shows how each can be 

considered a basic process in tems of which the rest of cognition 

might be analysed and formalised. However, we also discover that 

in each of these areas the naturalistic imperative is being 

seriously frustrated by a combination of conceptual and 



methodological problems. It is further shown that these problems 

are not independent but stem from a deep problem concerning the 

relationship between the two central notions of representation and 

relevance. The thesis argues for a very tight interdependence 

between the two notions so that whenever one is being used 

theoretically the other is being presupposed. In turn, it argues 

that this interdependence is frustrating current attempts to 

naturalise cognition. What then follows is an examination of 

attempts to break out of this bind by independently naturalising 

representation or relevance. These two projects are shown to fail 

precisely because they cannot break the interdependence between 

representation and relevance. It is argued that what i s  behind 

this representation-relevance problem is a very serious problem in 

any attempt to naturalise the notion of relevance. Finally, there 

is a discussion of what follows for philosophy and cognitive 

science i f  relevance cannot be completely naturalised. 
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CHAPTER 1. 

THE NATURALISTIC IMPERATIVE 

Cognitive science is driven by a naturalistic imperative. 

This imperative requires critical evaluation which will be the 

main task of this work. However, because of the pervasiveness of 

this irnperative, the naturalism involved is not usually cornpletely 

explicated. In fact, the imperative is usually a vague mixture of 

a cornitment to materialism and the methods of empirical science. 

Unfortunately , this of ten only confuses issues that shouId be 

clarified and treated separately. Epistemological and metaphysical 

issues, although related, should not simply be fused together at 

an implicit level because there are epistemological and 

metaphysical versions of naturalism. Usually, the cognitive 

scientist understands his discipline as the attempt to put mind 

into computational machines, However, we should be clear what is 

presupposed by such an understanding, especially what f orm (s) of 

naturalism are presupposed. Short of an expensive existence proof 

for materialism why would someone try to create cognitive 

phenornena in a computational machine? 

A good way of beginning to answer this question and to 

clarify the naturalistic imperative in cognitive science is to 



understand its relation to a more general naturalistic imperative. 

A good way to do this is to follow Heidegger's insight that the 

rise of the natural sciences with the Copernican revolution 

involves a fundamental re-orientation to reality. Specifically it 

involves the application of mathematics to reality so that the 

natural becomes that which can be measured mathematically. As 

Haugeland (1985) points out this change made possible the 

constellation of ideas that supports and sustains Artificial 

Intelligence and with it Cognitive Science. It is this 

constellation of ideas and methods more than anything else which 

constitutes what I've been calling the naturalistic imperative. 

Haugeland (1985) makes the excellent point that the 

Copernican revolution not only changed the conception of the 

universe, it also implied a radical re-conception of the nature of 

mind and its relation to reality. It afforded the possibility of a 

new notion of mental representation. With the prevailing 

Aristotelian model the mind was linked to reality by a relation of 

conformity. This meant a real continuity between the mental idea 

and the thing in the world. The idea stood for the thing in the 

world because of this formal continuity between the two. There was 

the possibility of misperception, but this was due to malfunction 

of the perceptual organ or to some kind of interference in the 

intervening medium. 



This of course implied that the structure of reality must 

closely correspond to the structure of experience . The structure 
of the Aristotelian worldview did correspond to the world of 

experience that was provided by what Scott Atran (1990) has called 

common sense, i e . , the s tructured experience provided by our 

innate perceptual and classificatory abilities- Therefore, there 

was a very tight conceptual fit between mental representation and 

reality. Ideas closely resembled the reality they represented. 

With Copernicus this began to change. The heliocentric universe 

meant the universe was not how it appeared to us, and, crucially, 

this gap between how we perceived reality and its actual structure 

was not due to malfunctioning organs of perception or disturbances 

in the intervening medium. Perception was working properly and yet 

it was generating an illusion, actually a series of illusions. 

This gap meant that the relation between mental 

representation and reality need not be based on a relation of 

resemblance, sirnilarity, or continuity of form. This made possible 

a startling new way to use geometry. This way was integral to the 

scientific revolution and can be seen in the work of Galileo. 

Galileo used geometric figures to represent properties other than 

shape or spatial distance. He used geometry to represent abstract 

properties such as acceleration. In other words, a line could 

stand for any property whatsoever as long as the geometrical 

relations between that line and other geometrical entities being 



used varied in a way that consistently mapped ont0 how various 

properties changed in the world. What was astonishing, was how 

rnuch of reality could be grasped by t h i s  method. 

Descartes further developed this by h i s  discovery that 

geometry could be translated into algebra and vice versa. For now 

instead of lines al1 that was needed to represent reality were 

tokens , such as letters , that were manipulated according to rules 

that worked j u s t  in terms of the mathematical roles in the 

equation played by the tokens. In other words. algebra was a 

purely forma1 system that could be used to represent reality. In a 

very real sense reality could be analysed into sets of variables 

wbose interaction could be accurately calculated by the 

application of the formal rules of mathernatics. The laws of nature 

were now mathematical equations that could be used to calculate 

and predict specific events. 

However, if reality could be calculated this brings with it 

the possibility that the mind is some kind of calculator. The mind 

could simply be a system of tokens manipulated by formal rules so 

that the system consistently tracked variation in external 

reality. Concurrent with the rise of the scientific method was the 

creation of the idea of the mind as a cornputer. This is 

exemplified in Thomas Hobbesf proposa1 that al1 thinking is simply 

reckoning . i . e . , computation. He boldly proclaimed [BI y 



~?ATI:oCINATION, 1 mean computationu (Hobbes 1656, p. 3) . What is 

important for us at this point is to note that naturalism (the 

analysis and f ormal description of reali ty by mathematics) leads 

t o  a computational theory of mind, i. e., the claim that the mind 

represents reality by means of tokens with no intrinsic relation 

to what they represent and which succeed in representing reality 

by instantiating a formal system that represents reality in the 

way mathematics does. 

However, if the min6 is a calculator perhaps it is a 

naturalistic one. Perhaps the mind operates due to the interaction 

of forces that can be analysed into more basic principles that can 

be described and explained mathematically. The intriguing 

suggestion is that naturalism could be reflectively complete so 

that the calculation process presupposed by naturalism could 

itself be naturalistically described. The naturalistic irnperative 

in cognitive science would then be the attempt to reflectively 

complete the naturalistic project of the scientific revolution. 

This is a noble and worthy venture. 

This venture would entail a basic requirement that the mental 

be explained in terms of the non-mental, L e . ,  that the mental be 

explained by the entities and processes provided by the existing 

natural sciences. However, at this point we must make use of 

Hatfieldls (1990) useful distinction between metaphysical and 



methodological naturalism. The metaphysical naturalist claims that 

the mental can be W.-fully explained by the laws that govern 

matteru (p. 24) while the methodological naturalist claims that 

mentâl phenomena can be explained by processes that do n o t  

irreducibly include ". . . rational or judgmental operationsN (p. 
25). Methodological naturalisrn is a weaker daim that is logically 

prior to metaphysical naturalism. Before the mind can be fully 

explained by the laws that govern matter, the naturalist must 

f i r s t  discover those basic laws of the mental that govern al1 

mental phenomena. Only when the naturalist has these basic laws of 

the mental in hand can she proceed to show, with appropriate 

bridging principles, how these laws can be expressed in the 

language of physics. The vagaries of inter-theoretic reduction 

aside, it is clear that the attempt to explain the mental by the 

non-mental must pass through a stage where cognition is explained 

in a non-circular mannes. As long as the explanation of cognition 

relies on cognitive processes it will forever circle back into the 

mental and will never move towards explaining the mental in terms 

of the non-mental. The naturalistic imperative, which is to 

complete t h  aâturalistic project with respect to the mind, 

entails the methodological imperative of explaining the mental in 

terms of the non-mental. This in turn requires the methodological 

imperative of providing a non-circular account of more complex 

mental phenornena in terms of more basic mental processes and the 

laws operating upon them. 



This imperative is carried out by applying the methods of 

naturalism to the mental, viz., analysing and formalising the 

mental. Analysis means to discover those basic processes in terms 

of which complex mental phenomena can be comprehensively 

explained, The explanation should make use of mental laws or 

nomological principles, Le., provide explanations that can be 

generalised and can support counterfactuals, The broader the 

generalisation the  more basic the processes and laws operating in 

those processes, The primary role of analysis is to provide the 

principles for the individuation of mental processes and content 

in such a way that useful nomological generalisations and laws can 

be generated, At the stage of analysis the laws of the mental can 

still make use of mental terms. The main requirement is to 

discover laws or principles that explain the complex cognitive 

phenomena in terms of more basic cognitive phenomena. 

Formalisation is the requirement that these laws must n o t  make 

use of a rational agent or process for their operation. It is the 

requirement to avoid the homuncular fallacy by discovering the 

forma1 system governing the interaction of the mental primitives, 

L e . ,  to explain the interaction of mental variables sirnply in 

terms of the non-rational relations that obtain between thern. To 

avoid the homuncular fallacy we must not beg the question. We must 

not have an explanation of the mind that has as one  of its central 



components any kind of rational agent Formalisation precludes 

this kind of inadequate explanation by requiring explanations that 

make use only of entities whose operations can be calculated and 

predicted solely on the basis of their role in a formal system. A 

formal system is one where the behaviour of the entities, tokens, 

of the system can be explained by rules governed only by 

Mconfigurationalu relations between the tokens. Tokens can be 

added, subtracted, or moved into a different position relative to 

other tokens because of their current set of relations to such 

tokens and because of the rules specifying which manipula~ions can 

apply to the tokens given their positions. Of course, tokens can 

be of di£ f erent types and theref ore have di£ f erent functionaf 

ro les ,  But the main point is that the interaction between tokens 

can be described in a completely mindless yet lawful or principled 

manner. So, formalization is to discover mental variables and the 

functions operating upon them. It is to apply mathematics to the 

mind. Analysis and formalization render the mind calculable. 

In order to test to see if analysis and formalization have 

been successful it is important to try and implement the formal 

system in a machine. Such testing has the power to flush out any 

hidden homunculi by indicating areas where the irnplementa t ion is 

relying on the operations of a mind external to the 

implementation. However, it is important to note that this 

description of the mechanical test is something of an ideal. 



Because computer and programmer often work in an interactive 

fashion in the implernentation process, it is often possible (and 

many times actual) for the programmer to become the offending 

external homunculi without being aware of his complicity in the 

fallacy. When this does occur it indicates a need for further 

analysis and formalization. What is crucial is the fact that 

mechanisation presupposes analysis and formalisation. It is a 

formal system that can be rnechanised because al1 that is required 

to implement such a formal system is a physical system that is 

causally ordered so that parts of that system serve as tokens of 

the formal system and the causal relations of the physical system 

continuously map ont0 the formal relations (described by the 

rules) between the tokens. Formal systems can therefore be 

multiply realised, Le., they can be implemented in many different 

types of machines whether those machines be biological such as the 

brain or electronic such as a computer. Without formalization 

mechanisation would not make any sense. Without formalization we 

have no good reason for believing that what goes on in an 

electronic computer provides any use£ ul in£ ormat ion about how the 

mind is realised in the brain. 

We can see the above series of methodological imperatives at 

work in Dennettts (1978) explanation of how artificial 

intelligence avoids the homuncular fallacy when it attempts to 

naturalise intelligence. Dennett speaks about the decomposition of 



intelligence into an army of idiots. The decomposition refers to 

the analysis of a mental process and the army of idiots refexs to 

the formalization of the basic processes revealed by the analysis. 

Take for example the complex mental process of multiplication 

which definitely requires intelligence. That process can be 

analysed into a series of acts of addition each of which requires 

less sophisticated abilities. Each one of those acts of addition 

can be broken d o m  into transformations performed on numbers in 

binary code. These transformations can in turn be decomposed into 

individual tokens changing from O to 1 or the reverse just because 

of very simple rules linking their behaviour to how other tokens 

change. In other words , these transformations are completely 

formalised so that we have passed through degrees of idiocy to 

complete idiocy. Finally, the formal system that is produced by 

this decornposition procedure, i . e . ,  the army of idiots, can be 

implemented in a mechanical (electrical) system that demonstrates 

that the intelligence involved has been completely resolved into 

non-mental processes. So to naturalise the rnind is to satisfy this 

sequence of methodological imperatives : analyse, foma1ise. 

mechanise. 

At this point we could pass immediately to the question of 

whether methodological naturalism is currently achieving any 

significant success. This is my main concern, and yet we cannot 

pass immediately to it because the project of providing a 



naturalistic explanation of the rnind is often understood simply as 

the project to create computational simulations of the mind. Once 

again we must rnove more carefully. 

1.1. EXPLANATION BY SIMULATION 

The sequence, analyse, forma1 ise, mechmise, is of t en  

understood as the project of explanation by simulation. An 

explanation by simulation would be one that has moved successfully 

through the imperatives. However, this immediately confronts us 

with a methodological problem, viz., how to know when a simulation 

has become an explanation of the mental process it is simulating. 

We can cal1 this the simulation problem. Turing (1950) proposed 

h i s  famous test as a way of providing a method for determining 

when a simulation became or counted as an explanation of a mental 

process. For Turing, the test was specifically designed for 

determining if intelligence had been explained by simulation, but 

the test is usually generalised to cover t h e  simulation of many 

kinds of mental processes. 

B r i e f  ly, the Turing test involves a human subj ect presented 

with a viewscreen and keyboard. The subject can receive text on 

the viewscreen and send text with the keyboard. A condition that 

is unknown to the subject is whether this apparatus is hooked up 

to another human being or comected  to a compter simulation. The 

subject (and of course it can be a series of many subjects) 



attempts to carry on a conversation by means of the screen and 

keyboarà. The subject is to use the conversation as a way of 

determining if he or she is dealing with another human being or 

with a computer. If the sub jec t  can determine that they are 

conversing with a computer simulation then the simulation fails as 

a candidate explanation of the simulated mental process or 

&ili ty. f f , in contrast , the subj ect (s 1 cannot determine whether 

they are dealing with human or simulation then the simulation 

passes the test and counts as a  bona fide explanation of the 

mental process being simulated. 

The Turing test has an initial intuitive plausibility to it. 

If we cannot distinguish between the machine and the human then 

whatever reason we use for rej ecting the simulation would surely 

also count as a reason for rejecting the human, and that would be 

absurd. However, this step in the argument, implicit in the Turing 

test, actually bears investigation. For, as Fodor (1968) indicates 

the Turing test begs the question precisely at this point. For 

example, suppose we reject the machine because it is made out of 

plastic. That would not be a reason for rejecting the humans 

because they are not made out of plastic. The defender of the 

simulation should object that this is not a fair rejection because 

being made out of plastic (or organic matter) is not relevant to 

the issue. 



So the point of the Turing test is to screen off (literally) 

the irrelevant factors of comparison and allow only the relevant 

factors of comparison to corne into play. Yet what tells us what 

those relevant factors of comparison are supposed to be? How do we 

know the Turing set-up is not screening off a relevant factor of 

comparison that w e  could use to determine the presence of a 

fraudulent simulation? The Turing test relies on Our implicit folk 

theories of rnind and intelligence as the source of controls of 

factors of comparison. Yet such a framework is a dubious source to 

rely upon so uncritically. Fodor (1968) argues that it is current 

psychological theory and research that is to act as the source for 

such controls on comparison. Therefore, the Turing test would be a 

test that evolved with the progress of psychological theory. Fodor 

has more recently (1991) become very pessimis tic of simulation as 

a method of explanation in cognitive science, and Chris Green 

(1996) has developed Fodor's point by emphasising how the Turing 

test and simulation in general are parasitic on developed 

psychological theory. 

Fodor (1991) has argued that the Turing test is insu£ Eicient 

because its cri ter ia  only require a match at the level of gross 

observable variance. In the language of system theory (Vincente 

and Burns, 1993) t requires only a product model and not a 

process model. The simulation in the Turing test need only produce 

what a human being would produce, but i t  need not use the same 



processes as a human being would. Also, it is a very restricted 

product mode1 in that it  need only produce human-like performance 

in a lirnited environment for a limited period of time. The number 

of di£ ferent processes that could produce this limited output is 

quite high. However, this rneans that an output match is a very 

poor indication that the simulation is using the same processes to 

carry on a conversation as the human being is using. 

A much higher degree of identity must exist between 

simulation and organism if the simulation is to explain the 

performance of the organism. Fodor (1968) points out that the 

simulation must have the same csmpetence as the organism. Not only 

must it do what a human does, it must also be able to do things 

(including making errors) that humans could do. This means the 

comparison test rnust occur in a wider range of contexts and for 

more extended periods of time. Naturally, any such test cannot 

prove conclusively an identity of competence since such competence 

is es tablished only inductively f rom performance data. 

Underdetermination wi 1- I a make the proposed identi ty 

defeasible in principle. 

Of course, this is the case for al1 scientific theories. The 

issue is to find the level of underdetermination for a simulation 

that is the same as that for other scientific explanations. The 

prospects of doing this formally are rather dim, yet Harnad (1994) 



has recently argued for a scale of underdetermination for proposed 

comparison tests. Briefly, he argues that the lowest level is what 

he calls Tl which is simply toy modelling such as Winogradts 

blockfs world. Such modelling is simply too underdetermined as the  

failure of the microworld project attests. The inability of such 

models to scale up to real worfd complexity indicated a 

significant failure to simulate human competence. Next up the 

scale is what Harnad calls T2 which is the standard Turing test. 

Harnad also rejects this test as too underdetermined. Instead, he 

proposes a stronger version of the test which he calls the Total 

Turing Test or T3. This is a simulation that can perform in a wide 

variety of contexts for the lifetime of a human being. While this 

would s till be an underdetermined explanation by simulation, this 

would be the  correct level of underdetemination, L e . ,  it would 

be the same as other  scientific explanations. 

The reason for this is that models that require more 

stringent identity between simulation and organism would be going 

too far. For example, T4, the level of neuromimetic identity, 

would include too many irrelevant factors according to Harnad. Be 

States that "neuromimetic modelling is overdetermined (because not 

al1 of our interna1 functions are necessarily relevant to having a 

mind)" (Harnad, 1994, p. 36, emphasis in original). Harnadls 

target here is John Searle (1992) who argues that we can only 

explain the mental by simulation when the simulation shares the 



same causal powers as the organic brain. Simply having identical 

computational abilities is not enough. But Harnad disagrees with 

Searle by claiming that too much that is irrelevant is included. 

It is important to note that it is at this crucial stage in 

Hamadas argument where it becornes a very intuitive argument as to 

what is a relevant factor for comparison. In other words, the same 

problem that bedevilled the standard Turing test is at work here: 

deciding the relevant factors of comparison. 

What If (like this author) one has different intuitions or at 

least the intuitions are unclear? After al1 there are sorne who 

propose that an even greater degree of identity is required. For 

example, Roger Penrose (1989) has argued for identity requirements 

at a sub-atomic level (perhaps this would be a T5 for Harnad's 

scale.) We are back to Fodorl s point that we must determine the 

source for our intuitions about what are the relevant factors for 

comparison. Simply trying to do this implicitly with simulated 

performance wilf not çucceed. Every simulation presupposes a 

comparison test, and each such test presupposes a screening off of 

irrelevant factors of comparison. Yet there is no sufficient set 

of a priori conditions on comparison. Our intuitions do not f low 

smoothly or consistently at this point. Rather those intuitions 

need to be explicated, inductively tested, and refonnulated by on- 

going psychological research. What is to be a relevant factor of 

cornparison needs to be determined by our scientific knowledge and 



not just Our intuitions. (This does not mean our intuitions are to 

be rejected, rather they are to be used in a critical marner.) 

However, as Chris Green (1996) has pointed out psychology has 

not achieved any kind of consensus about its çubject matter. Green 

argues that there is no criterion of the cognitive in psychology. 

It is not clear how one individuates a cognitive state or process. 

It is not clear which level of description and explanation is the 

correct one for explaining hman behaviour. It is not simply the 

case that the deepest, Le., most physical level, is the correct 

one, because, as Green and Vervaeke (1995) have argued, both our 

notions of cause and explanation are proportional to the effect 

that is being explained. In other words, what counts as an 

explanation is relative to how we individuate which fact we are 

attempting to explain. A fact is a modal entity; it is not 

established in a simple empirical manner, but also by modal 

considerations about which aspects of the fact are relevant to the 

causal story in which it is Eound. The physical level may (as 

Harnad argues) contain much that is irrelevant to explaining 

cognitive behaviour. The problem with Harnad's point, as welve 

seen, is we have no clear idea about how to pick out that 

cognitive level. Green1 s point is that psychology has not made 

any signif icant process on this di f  f icult conceptual - 
methodological point. Until such progress is made simulations will 

be largely useless (hence Fodorts gloom about artificial 



intelligence as a method for cognitive science) because each 

simulation will be accepted or rejected by how it conforms to one 

particular group's unexplicated intuitions about what are the 

essential (a modal notion) features of cognition. 

The reader rnay object that we are being too difficult at this 

point. Surely sornething that passes Harnadls T3 would Se enough to 

convince enough people so that the required consensus could then 

be achieved. In other words, we could achieve the consensus by an 

engineering endrun in which we make a machine that convinces most 

psychologists and then we use its processes and states as a way of 

individuating and explaining cognitive processes. It should be 

pointed out that Harnadts S3 is methodologically very problematic 

in a way that is very pertinent to any attempts at an engineering 

endrun. Something that passes T3 is very far beyond any simulation 

abilities currently possessed. So al1 current simulation 

presupposes tests weaker than T3. Yet Harnad has argued that the 

weaker versions of the test are not scientif ically sound. 

Therefore, it appears that we have no current scientific way of 

making progress towards T3. 

Also, there is a significant way in which a T3 device could 

fail even if it ran for a lifetime in a wide variety of contexts. 

Suppose, for example, that the T3 device relied on memory that was 

much more inefficient in its data representation but also much 



greater than ours (however we managed to measure either one of 

these) . But suppose that the retrieval process operating on that 
rnemory were incredibly £aster and more efficient than ours. Then 

it is quite possible to have a device that performed in a fashion 

virtually identical to us, yet which produced that behaviour in 

ways significantly different from ours. In other words, T3 is 

still a product and not a process model. As Anderson (1978) 

pointed out, behaviour is always produced by an interaction of 

process (eg. , retrieval) and representation (eg. , memory 

information) and the same behaviour can be produced by di£ ferent 

pairings of process and representations. He used this to point out 

a serious methodological difficulty in psychological explanation 

by simulation. One's psychological theory cannot go £rom 

behavioural data to conclusions about representations, or 

conclusions about cognitive processes. Rather the situation is 

much more difficult. Representation and process must be addressed 

together. 

Fodor (1968) made a similar point when he emphasised that 

equivalence of competence (which is what T3 has) is not enough. We 

must also make sure that the competence is realised by identical 

operations, i. e., the same kind of representations (or at least 

information structures) and processes must be at work. Then the 

simulation will count as an explanation. It is at this point that 

Fodor confronts the problem of how to individuate mental 



operations. Due to considerations of mu1 tiple realisabili ty Fodor 

argues that what is required is a functional equivalence where two 

operations are the same if they share the same causal relations. 

This is a difficult proposa1 given that our notion of cause seems 

to Vary with our explanatory projects. Nevertheless, there is an 

important element of truth in what Fodor has to Say. Namely, the 

entire simulation project is dependent upon Our ability to 

individuate mental processes and to establish nomological 

relationshipç between th-, i.e., to analyse and formalise the 

mental. We can only check to see if our simulation matches human 

cognition if we can determine the relevant identity of the 

operations involved in realising the underlying competence. For 

simulation to be explanation we require process models, and such 

models require, once again, that psychology has provided us with a 

successful analysis and fomalization of human cognition. There 

really is no such thing as an engineering endrun. 

1.1.1. mere to turn 

One may get the impression from Fodor and especially from 

Green that psychology is not making an effort to analyse and 

formalise the mind. However, such an impression would be in error. 

In fact. there have been, and continue to be on-going projects 

that are aimed at carrying out the prelirninary steps of 

naturalising the mind. What does seem to be the case for all of 

these programs is that they have significantly failed. Please note 



that they have not failed to uncover significant phenomena or 

provide explanations of phenomena. The failure has been much more 

specific; it is a failure to make much progress towards an 

analysis and formalization of mgnition. 

As we've seen, the naturalistic imperative requires that 

psychology provide us with an analysis and formalization of higher 

mental processes, like cognition, in terms of more basic mental 

processes. This is the first necessary step in methodological 

naturalism which is logically prior to metaphysical naturalisrn. 

Before rushing into debates about materialistic theories of mind 

we should stop to see if the required first steps of 

methodological naturalisrn have been met. There is no way of 

avoiding this by some engineering endrun, for explanation by 

simulation is parasitic on psychology establishing principles by 

which mental processes can be individuated and nomological 

generalisations can be drawn. The f irst unavoidable s tep towards 

satisfying the naturalistic imperative is to explain cornplex 

mental phenomena in terms of more basic ones. Green is quite 

pessimistic about the success achieved to date on this task, but 

it is important to examine more carefully what is going on in the 

effort to get below cognition. 



CHAPTER 2 .  

CATEGORISATION AS A BASIC COGNITIVE PROCESS 

2.1. THE RESEMBLANCE THEORY 

Psychology can offer several candidates for basic mental 

processes, i . e. , those processes that will yield an analysis and 

formal explanation of higher mental phenomena. One such candidate 

is the ability to categorise things. The ability to group things 

together so that they are sensed as belonging together is 

de£ initely a central cognitive and perceptual ability. As Smith 

(1990; 1995) points out, it allows £or the coding of experience. 

Because we categorise things we do not have to treat each thing as 

a raw individual that has to be learned £rom scratch. Smith is 

quite clear in his evaluation of the centrality of this ability 

for he says that categorisation "is perhaps Our primary means of 

coding experience," and then he goes on to argue that such coding 

is "fundamental to mental lifeu (Smith, 1995, p. 5). It is so 

fundamental, he goes on to argue, because it greatly reduces the 

demands placed upon perceptual processes, storage abilities, and 

reasoning processes (Smith, 1995, p. 5) . Since we know that these 
abilities are quite limited (a point w e  shall often return to in 

this work) it is crucial that the demands placed upon these finite 
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sys t a s  be reducsd to a manageable level . Wi thout categorisation 

we would be swamped by a mass of undifferentiated information that 

would quickly ovemhelm and destroy our mental life. 

In addition to providing for the encoding of experience, 

categorisation allows us to abstract useful and relevant 

information, Le., it allows us to draw general conclusions about 

al1 (or most) rnembexs of a category. Once we have categories we 

can make useful inductive inferences. In fact, induction 

presupposes the ability to sort individuals into categories. 

Therefore, any and al1 abilities that r e ly  on inductive processes 

are dependent upon categorisation processes. Since this includes 

most of perception, memory, and reasoning, it is easy to see why 

Smith regards categorisation as so fundamental. 

Beyond the way it empowers us to respond to the world 

discriminatively and inductively, categorisation is also necessary 

to Our ability to comunicate. The common noun and the verb 

presuppose an ability to categorise objects and events. Naturally, 

this ability is intertwined with our inductive and discriminative 

abilities, but it is worth emphasising given those many aspects of 

cognition that seem bound up with our communicative and linguistic 

abilities. 

Therefore, there is, prima facie, good reason for proposing 



classification as a basic ability in terms of which more complex 

mental processes can be explained. In addition, it also seems to 

be the case that w e  can give a relatively simple account of this 

ability in a way which will satisfy our imperatives to analyse and 

formalise mental abilities. Smith (1990; 1995) gives the 

traditional cornrnon sense answer to how we categorise when he 

proposes that we group certain things together because we find 

them similar while we find other things dissimilar. Lance Rips 

(1989) has called this the resernblance theory and it goes along 

the following lines. We notice patterns of similarity and 

dissimilarity among things. We group together the similar things 

and keep apart the dissimilar things. The theory appears obvious 

and simple. Smith, following Tversky even d a i m s  to be able to 

formalise similarity. We simply need to make machines that could 

implement this formalised account of categorisation and we would 

have naturalised categorisation. We would then have in hand a 

naturalised basic mental process in terms of which we could 

analyse and formalise those processes dependent upon it. 

However, there is a hidden metaphysical assumption (isn ' t 

there always?) behind Smith's obvious explanation of 

categorisation in terms of similarity perception and recognition. 

This is the assumption that similarity is simply there in the 

world to be discovered. A is just similar to B independent of how 

we think about them, and we can mathematically measure that 



similarity. This assmption is very dubious. As Goodman (1972) 

pointed out any two things are in£ initely similar and dissimilar. 

There is simply too much similarity or dissimilarity between two 

things. So a p l u  and a lawnmower both cannot hear well, both can 

be dropped, both are used by human beings, both weigh less than a 

ton, both have an odour, both did not exist 100 million years ago, 

neither is a good weapon, etc.. It is apparent that this list is 

endless. In the same way one could produce an indefinitely long 

list of dissimilarities for two things that are supposed to be 

similar. 

When confronted with such examples one's first response is 

liable to be that the properties or features being used are not 

the important or relevant ones for categorisation. However, this 

simply shifts the issue to the question as to what makes these 

real properties weird or irrelevant. In other words, the selection 

of properties £or cornparison becornes the crucial issue. This 

selection process is relative to our interest, goals, and 

interpretation of a particular context. For example, do the 

following belong to a good category: spouse, children, pets, 

important documents, works of art, explosive or toxic material? At 

first the list rnay seem very heterogeneous, but when told it is 

the category of things to rernove in a fire the list suddenly 

coheres into a very good category and it becornes easy to add to 

the list. So categorisation is relative to our concept of a thing 



or situation, e .  , it is relative to what we choose as the 

relevant properties for constructing categories. Yet this is 

sirnply to re-ask the question why we categorise things the way we 

do. 

The resemblance theory makes the basic claim that similarity 

causes categorisation. Yet weive seen problems with this claim. In 

fact, the opposite also appears to be the case, viz., how we 

categorise a group of objects affects which similarities you 

notice or select. In other words, categorisation causes similarity 

selection. Consider the following bunch of things: light, sound, 

electricity, magnetism, fluids which are a l1  explainable by wave 

theory. The way in which one can explain these phenomena, i . e . , 
the fact that one can use the same structure of inference to 

explain their behaviour, causes one to see them as very similar, 

as belonging together in a category. 

One nray object that the previous category was far too 

theoretical and the argument would not transfer to more practical 

or concrete categories. However, Rips (1989) obtained experimental 

resul ts involving simple perceptual judgements and very concrete 

entities, eg., pizzas and coins, in which he obtained a double 

dissociation between similarity judgements and categorisation 

judgements. In other words, his experiments showed that you can 

alter similarity judgements and leave categorisation judgements 



unchanged and you can al ter categorisation j udgements and leave 

sirnilarity judgements unchanged. In opposition to the resemblance 

theory the causal pathway goes both ways. Also, such a double 

dissociation dernonstrates that similarity on its own cannot be the 

cause of categorisation. 

Smith's response to this is quite strange. He makes a 

distinction between similarity based categorisation and reasoning 

based categorisation (Smith 1990; 1995). We should first note that 

this distinction weakens the resemblance theory, and it also 

requires an explanation of which form of categorisation is more 

basic (presumably, given the resemblance theory, similarity based 

categorisation is more basic, but it is not clear why this is the 

case), and we need an explanation of how the two forms of 

categorisation interact. Be that as it may, Smith explains that 

similarity based categorisation is based on features while 

reasoning based categorisation is based on knowledge, belief, and 

the attempt to f o m  a lay theory of the object. 

So what is left of the resemblance theory depends on a clear 

distinction between a feature and a piece of knowledge or belief, 

Yet Smith offers, inter alia, as examples of the features of a 

bird the fact that it lays eggs and nests in trees while as an 

exarnple of a piece of knowledge for an animal he offers the fact 

that anirnals produce offspring of the same kind (Smith, 1990; 



1995) . 1 t is di£ f icult to f ind a principled difference here. Al1 
of these attributes are inductive conclusions. If a feature is not 

a piece of knowledge or something that is believed it is difficult 

to know exactly what cognitive role it performs. It would seem to 

hang free £rom al1 inductive processes. Once again S m i t h  seems to 

be making implicit claims about some features simply existing in 

the world while others are theoretically discovered, but he offers 

no principled defence of this claim nor of the distinction derived 

£rom it. Instead Smith (1995) talks about some features being less 

perceptible or invisible versuç those that are readily perceptible 

and visible. The invisible features are supposed to  be the 

theoretical features. This often seems to involve a confusion 

b e t w e e n  seeing instances that support an inductive! conclusion and 

seeing the fact of the inductive conclusion. One cannot see that 

(al1 or most) birds fly or nest in trees, rather one sees 

instances which go towards supporting the conclusion that this is 

a property of birds in general. Yet exactly the same process is  

a t  w o r k  when one determines if birds corne from other birds or will 

produce offspring of their own kind. Smith (1995) cornes close to 

recognising this when he states that the "features that are 

presumably in t he  concept - flies, sings, lays eggs, is small, 

nests in trees, and eats insects - will not be manifested in most 

pictures of birds ! " (p. 20) . 

His solution to this is to daim that visual categorisation 



works primarily in tems of shape. Visual categorisation works 

primarily through shape similarity. Yet even here Smith admits 

this is largely only the case for categorisation of natural kinds 

(actually it is more accurate to Say living kinds) , He offers 

evidence that living kinds are processed in a fundamentally 

different way £ r o m  the rest of our categories, and Atran (1990; 

1995) gives convincing evidence that these abili ties are largely 

innate. Therefore the shape sirnilarity argument wilI not 

generalise to most of our classificatory abilities. Also, the fact 

that our classificatory abilities for living kinds may be innate 

goes to explain why such processing can be carried out so 

automatically, L e . ,  without requiring conscious reasoning. Yet it 

goes no way to proving that complex inferential procedures are not 

at work in visual categorisation. In fact, we have good evidence 

that such processes are at work if we examine the experiments 

Smith offers in support of the shape similarity hypothesis. Smith 

(1995) points out that these experiments a l 1  make use of data that 

have been normalised for shape and orientation (therefore also 

implicitly for distance, lighting, etc.). Yet coming to see that 

various visual presentatiocs are al1 variations on the 

protot~.pical shape of some object, Say a tiger, is a significant 

classification problem requiring very sophisticated processes of 

induction and context sensitive inferences (as the work on robot 

object perception has shown) . 



The main problem with this whole attempted defence is that 

it relies on the unspecified and unconstrained notion of a 

feature. Features are relative to our descriptions of a thing and 

do not simply belong to objects. There is no principled way in 

which features are individuated, L e . ,  there has been no analysis 

of features. There are an inf bite number of perceptual features 

that people never consider as well as an infinite number O£ 

invisible features they never consider. What needs to be explained 

is why only some perceptual and some invisible features are 

chosen. Smith is on the right track when he speaks about 

theoretical features (Smith 1995) , but this is really to move to a 

much different theory of categorisation, viz., to Medin's theory 

of concepts which we shall consider later. 

Not only is the explanatory mechanism of the resemblance 

theory suspect, the purported formalization of similarity 

judgement is also quite problema%ic. Smith relies on Tversky's 

contrast mode1 and its formula for similarity. According to 

Tversky the similarity of any two objects  can be calculated using 

the following formula: 

Sm([, J) = af(h J ) -  bf(1- J )  - c f ( J -  1) where the f irst part of the formula 

measures what features the two have in common, the second part 

what is distinctive to 1, the third what is distinctive to J, and 

a,b,c measure weighting or importance of features while f measures 

salience. 



However, Tversky (Medin 1989) himself has shown that the 

relative weighting of a feature, and the relative importance of 

matching and misrnatching features varies with stimulus context, 

experimental task, and probably even the concept under 

consideration. Salience also seems to be relative to a contrast 

class. The common features of two objects may only become salient 

when they are compared together with a third object that does not 

possess the features. What is at work when people produce l ists of 

features for comparison are implicit contrast sets that the person 

believes are relevant, i . e. , the cornparisons made by using siich 
sets are useful and important. For exarnple, al1 of the following 

things are ffammable : wood, money, certain plastics, sofas, 

animals, people. Yet it is usually only with wood that people list 

the feature of being flammabie. So wood is like stone and metal 

(its implicit contrast class) because you can make stuff out of 

it, but unlike stone and rnetal (and most plastic) it is also very 

useful as a source of heat. Note how the implicit contrast clzss 

also highlights that wood floats and was once alive while it does 

not highlight the fact that wood is solid (which is often a very 

relevant feature) . Smith (1995, p. 13) has more recently 

acknowledged the role played by such contrast classes yet this 

really is an admission that the construction, selection, 

retrieval, and application of such contrast classes are features 

of categorisation beyond the scope of the resemblance theory. 



Murphy and Medin (1985) summarise this well when they state that 

"the subjectls conception of the relevant contrast set, as well as 

the desired level of specificity, influences the choice of which 

features to listH (p. 299). 

What is doing al1 the work in the selection and weighting of 

features for comparison are judgements about what is relevant in a 

particular context, what is the particular task or problem at hand 

and how it is to be solved, and what are the relevant contrast 

sets for the comparison process. This is the important cognitive 

work driving the whole process, and it is what needs to be 

analysed and fomalised. What is on offer from the resemblance 

theory not only fails to explain categorisation, it also fails to 

provide a basic mental process that has been sufficiently analysed 

or adequately formalised. 

Smith admits as much when he notes that the resemblance 

theory does not tsll us what an item's features are nor how they 

are selected, but he does not seem to grasp the gravity of this 

admission. He also further points out that there is no theory of f 

(salience). Smith also has the insight to note one further 

shortcoming of the formalised version of the theory. It is a 

theory based on a one to one cornparison between an object and 

established categories. Two problems with this are that it 

presupposes the existence of categories while it is categorisation 



we are trying to explain, and it assumes a simple cornparison to a 

single category. In real life w e  often try to decide between 

competing categories or at an even more basic level to select the 

relevant categories to enter into the cornpetition. Smith (1990, p. 

48; 1995 p. 19 ) suggests that we calculate the similarity of an 

object to al1 existing categories, but this would not work as the 

calculation process would quickly swamp any finite cognitive 

mechanisms. 

More importantly, what has just been said still presupposes 

the existence of categories while the real situation is not trying 

to put objects into categories but taking a mess of individual 

things and sorting them into categories, and then we are back to 

the problem of how we decide which features we are going to base 

our grouping on. 

So in many important ways the resemblance theory seems to beg 

the question it is supposed to be answering. At one level it 

presupposes the very ability, viz . , categorisation, that it is 

supposed to be explaining, and at another level it presupposes the 

very complex cognitive abilities a b a s i c  process is supposed to 

explain. The analysis has fed us back into complex cognition and 

the formalization has not removed the reliance on such processes. 

For these reasons we can be confident in concluding that the 

resemblance theory will not help us to satisfy the naturalistic 



imperative for cognition. 

We shall have more to Say about the role of similarity later. 

For now we shall capitalise on the main insight that what is 

crucial are not similarities or dissimilarities in the world; 

rather, what is crucial is the set of features that have been 

deemed mos t appropriate for representing that ob j ect and engaging 

in those tasks that presuppose categorisation abilities. The 

emphasis in cognitive psychology is upon studying this mental 

entity that is usually called the concept. So it is to theories of 

the concept that we now turn. 

2 . 2 .  CONCEPTS 

2.2-1. The Class ical  Theory 

The classical view of the concept is that it is a mental 

definition. There are six characteristics of the classical theory 

of concepts (see also Eysenck and Keane 1990). The f i r s t  is that 

the meaning of a concept can be captured by a conjunctive list of 

attributes or features. The second is that these attributes are 

atomic or primitive. Thirdly, each attribute is singly necessary 

and al1 are jointly sufficient. Fourthly, what is a member of the 

extension of a concept and what is not is clearly def ined, i . e. , 
that conceptual boundaries are clear and distinct. Fifthly, al1 



members of a concept ' s extension are equally representative since 

al1 rnembers share the set of features specified by the definition. 

Finally, when organised into a taxonomie hierarchy the definition 

of a subordinate concept includes the definition of the 

superordinate leading to transitive class inclusion inferences. 

Significant problems with each of these characteristirs have 

called the entire classical theory into question. No one problem 

is itself devastating for the theory, but the set of difficulties 

axe persuasive of the theory's inadequacy. The f i rs t  problem we 

can consider is the failure to provide definitions for most 

concepts under consideration. It is not that definitions are not 

proposed; rather, it is that the proposed definitions always 

suffer the death of a thousand counter examples. Wittgenstein's 

(1953) famous example of trying to provide a def inition of a game 

is instructive because Wittgenstein's conclusions from this 

example have been very influential in psychology. Wittgenstein's 

example indicates that although we al1 clearly know what games are 

and can identify them readily, any proposed definition of a game 

that we provide will either exclude things that we are sure are 

games or include things that we are sure are not games. 

Wittgenstein concluded £rom this that we do not seem to have 

a set of defining features shared by al1 the members of a 

concept's extension, Le., in other words, w e  do not group things 



by means of a definition. Instead we seem to have a weaving of 

family resemblances. How this weaving is actually bound together 

becornes a crucial question which was addressed by the theory that 

replaced the classical theory. 

However, let us continue reviewing the di£ f iculties faced by 

the classical theory. Related to the failure to provide acceptable 

definitions was the realisation that not al1 meinbers of a 

concept's extension were equally representative. People rate 

robins as %etter" birds than penguins. These typicality ratings 

predict very well reaction times in verification judgements 

(Medin, 1989) . This is a puzzling finding for anyone holding the 
classical theory of concepts. 

Given the lack of homogenous representativeness throughout a 

concept's extension it is perhaps not surprising that another 

difficulty was the failure of the prediction that boundaries 

between concepts be clear and distinct. For example, consider the 

concept of furniture. 1s a chair an instance of furniture? 1s a 

cucumber? The two previous questions are easily answered. Yet is a 

rug an instance of furniture? 1s a clock? The point is not one1 s 

particular answer, but the fact that there is a considerable lack 

of consensus about the merribership of many items. In fact, the same 

person will often give different answers on different occasions 

(Barsalou, 1989; Bellezza, 1984; McCloskey & Glucksberg, 1978). 



This fuzziness in conceptual boundaries plays havoc with the 

inclusion relation that is supposed to obtain witnin taxonomie 

hierarchies of classical concepts. The clean transitivity 

predicted by such inclusion is of ten found to be lacking. Hampton 

(1982) ran a series of experiments designed to check for such 

failures of transitivity. The experirnents involved a series of 

membership questions. So, for example, subjects would be asked 

whether deck chairs are chairs, whether chairs are a kind of 

furniture, and finally whether deck chairs are a kind of 

furniture. What Hampton found was a positive response to the first 

two questions, while a negative answer would be given for the 

third, Several of such triads were tested, and the results were 

consistent. 

Each one of these findings is a difficulty for the classical 

theory, but it is possible to give individual answers to the 

problems. What is impressive is the set of difficulties and the 

fact that they hang together systematically. Al1 of the 

difficulties are clearly related and must be addressed in a 

unified manner. It is very difficult to provide such a unified 

defence for the classical theory. For this reason this theory has 

been overwhelmingly re j ected by cognitive psychology . The theory 
which replaced it as most favoured was largely inspired by the 

work of Eleanor Rosch. 



2.2 .2 .  Prototypes 

The basic response to the failure of the classical theory was 

to give up the ideâ of de£ ining features and replace it with the 

idea of characteristic or typical features. Concepts were now 

buil t around sets of characteristic f eatures known as prototypes. 

It is important to remember that the theory claims that concepts 

have a prototype structure not that the concepts are prototypes. 

The theory can be described by f ive clairns (See Eysenck and Keane 

1990). The first is that concepts have a prototype structure where 

a prototype is either a collection of characteristic attributes or 

the best example of a concept1. The second claim is that there is 

no set of necessary features that are jointly sufficient for 

determining category membership. This leads to the third daim 

that concept boundaries are fuzzy. The fourth claim is that 

instances of the concept can be rated for typicality. A typicality 

gradient can be Eormed where the more characteristic features a 

member possesses the more typical it is. Finally, membership is 

determined by the similarity of an object's features or attributes 

to the prototype. This last claim points to the glue that holds a 

category together. Similarity to a prototype is what drives 

sorting and grouping processes. The prototype need not be any 

existing thing, yet it is still the basis of the way we categorise 

There was considerable debate between the exernplar and pure 
prototype v i e w ,  but nothing that is in that debate is crucial to 
what follows. 



objects. 

Since two objects may share different sets of features with 

the prototype they may both be instances of the concept without 

sharing the same set of properties. In other words, we have a 

ready explanation for Wittgenstein's discovery of patterns of 

family resembfance. However, this is not the only advantage of the 

prototype theory of concepts. There are more. The theory can 

readily explain why people cannot produce definitions for concepts 

since there are no such def initions to be had. Since members f all 

upon a typicality gradient it is not surprising that members of 

the extension are not equally representative. Because there are 

such gradients conceptual boundaries are not sharp but fuzzy. 

Since the glue that holds a category together is sirnilarity to a 

prototype, and since similarity is not a transitive relation, the 

prototype theory could readily explain tne lack of transitivity 

found in the Hampton experimental results. In other words, the 

prototype theory could give a system-2t LC and unified explanation 

for the phenornena so problematic to the classical theory. For this 

reason the prototype theory was very popular in cognitive 

psychology and still is so today. 

However, the theory was not without its difficulties, and 

these difficulties have tended to accumulate so that now the 
\ 

prototype theory of concepts is definitely on the wane. Perhaps 



the first major difficulty with the theory is that it still 

relied on similarity as the mechanism for category formation. Thus 

it inherited al1 the vagaries of this explanatory mechanism. The 

pxocess by which the prototype was formed was left largely 

unaddressed, and the process of similarity cornparison to the 

prototype was not sufficiently addressed. Medin et al (Medin, 

Goldstone, & Gentner, 1993) have done significant work 

investigating similarity judgements. but their findings do not 

support the feature matching notion of similarity used by the 

prototype theory, 

Related to the instability of similarity as a theoretical 

notion was the discovery that typicality gradients are not stable 

across contexts. For example, Roth and Shoben (1983) found that 

subjects rated tea as a more typical beverage than milk for 

secretaries taking a break while milk is a more typical beverage 

than tea for truck drivers taking a break. Our knowledge (and 

prejudices) about secretaries and truck drivers is af f ecting Our 

typicality judgements about beverages, We may then wonder how a 

prototype could be generated if the typicality gradient is so 

unstable. The alternative is to claim that we have concepts like 

BEVERAGE-FOR-SECRETARY, and BEVERAGE-FOR-TRUCK DRIVER. However, it 

becomes apparent that we will have a plethora of beverage concepts 

in order to handle the indefinite number of situations in which 

beverages are consumed. This is far too ad hoc and psychologically 



unrealistic for an entity with limited processing time and 

resources . 

This mismatch between the structure of the typicality 

gradient and the prototype can also be seen in work by Medin and 

Shoben (1988) in which it was discovered that the typicality of 

combined concepts cannot be predicted from the typicality of the 

constituents. So, for example, people rate small spoons as more 

typical than large spoons and metal spoons are more typical than 

wooden spoons. One would therefore expect a typicality gradient in 

which small metal spoons are most typical (closest to the 

prototype), followed by small wooden and large metal spoons, which 

in turn would be more typical than large wooden spoons. Yet, 

people find large wooden spoons more typical than either srna11 

wooden spoons or large metal spoons. What seems to be going on 

here, and this will be a crucial point later, is that people are 

doing much more than simply forming and comparing lists of 

features. As we shall also see later, conceptual combination is a 

central difficulty for prototype theory, but we should note that 

there was further evidence of a mismatch between typicality 

j udgements and concept structure. 

Armstrong, Gleitman, and Gleitman (19 83 ) f ound good evidence 

that typicality judgements do not map readily ont0 concept 

structure. They obtained typicality gradients for concepts that 



have to be de£ initional. They used mathematical concepts such as 

EVEN NUMBER or ODD NUMBER which are definitional in nature. Yet 

they obtained typicali ty judgements for these mathematical 

concepts. These are very simple mathematical concepts so it cannot 

be a question of complexity or familiarity that is somehow 

con£ ounding the resul ts . Rather. we must conclude that typicality 
gradients do not necessarily reflect a graded conceptual 

structure. 

Such a gap between typicality gradients and conceptual 

structure should have an impact upon categorisation. This in fact 

is the case. Prototype theory predicts that there must exist some 

additive combination of properties (features) and their weights 

that can be used to correctly assign instances as members or non- 

members (Medin, 1989) . In other words, prototype theory involves a 
dzcision procedure for categorisirig that sums evidence agains t a 

criterion. The technical term for this is that categories must be 

linearly separable. If such linear separability is a factor in the 

categorisation process then people should find it easier, ceteris 

paribus, to learn linearly separable categories than non-linearly 

separable categories . Yet a whole series of studies (Kemler - 

Nelson, 1984; Medin 6t Schwanengflugel, 1981) have failed to find 

any evidence that linear separability acts as a constraint on 

human categorisation learning. Something other than summations 

performed on feature lists is going on, yet this failure of linear 

separability is very difficult to account for given prototype 



theory. The central explanatory mechanisms of a feature list 

prototype and similarity relations ta that prototype do not seem 

to be carrying out the process of categorisation. 

Much more seems to be at work than is provided for by the 

prototype theory. In fact, prototype theoryls reliance on the 

prototype and the similarity relation implies that the only 

information abstracted £rom instances during such processes as 

categorisation is the list of characteristic features. 

Information that is discarded would be in£ ormation about category 

size, variability of instances, and information concerning the 

correlation of features. Yet there is good evidence that people 

are sensitive to al1 this information and make use of it in 

categorisation (Medin, 1989). 

Prototype theory also failed to predict how concepts 

interact. As welve already seen prototypes seem to lack consistent 

compositionality, i.e., the meaning of the whole is not a function 

of the meaning of the parts and how they are put together. As 

Fodor (1981) points out this leads to a serious difficulty. 

Prototypes do not follow compositionality. Word meaning £ollows 

compositionality, hence word meaning is not prototypical in 

nature. In other words, the prototype theory would break the 

connection between concepts and language. Yet this connection 

between the concept and the word is one of the central arguments 



for the basicness of a theory of the concept . If w ~ r d  meaning is 
not governed by prototypes and that is our theory of concepts, 

then Our theory of concepts wi11 not help to explair, how word 

meaning is understood and used. So although we may, to use 

Fodor's example, have a prototype for Icity1 or even for 

'American city' we do not have one for 'Arnerican cities in Florida 

situated on the gulf Coast1. So the prototypes are left behind yet 

the sentences are not meaningless, and we understand the sentence 

well enough to carry out the required categorisation processes and 

decisions. 1s Tampa a rnember? 1s Orlando? Yet if the prototype is 

not necessary for the rneaning or understanding of sentences then 

it is dubious that it plays the central role assigned to it by 

prototype theory . 

Without a theory of how concepts are combined prototype 

theory will fail to explain human productivity, L e . ,  it will fail 

to explain how humans have the cornpetence to produce and 

understand an infinite number of sentences. Failures of 

compositionality are also therefore failures to account for 

productivity. Fodorls 1981 argument was confirmed by a classic 

series of experiments by Osherson and Smith (1981) that 

demonstrated a failure of prototype theory to provide an account 

of conceptual combination. If you have subjects list the features 

for a pet one gets a typicality gradient where the most typical 

features are furriness, cat or dog sized. When you then ask people 



to list the features of a fish you get something trout sized and 

grey coloured. This is just as predicted £rom prototype theory. 

People list those features generated by the prototype. You then 

ask people to list the features of a pet fish and people list 

features like guppy or goldfish size, brightly coloured, and they 

typically fail to mention fur. In other words. the lists generated 

by the prototypes for the components are not figuring in the 

construction of the conceptual combination. Rather such conceptual 

combination seems to be running i ndependen t l y  from knowledge about 

which features are found together in a pet fish and why they are 

found together. Yet that leaves prototype theory silent as an 

explanation of both conceptual combination and human cognitive 

productivity. These are very telling failures on its part. 

Recently. there have been attempts to try and address this 

specific argument by showing how prototypes could be compositional 

and therefore account for the productivity of concepts. Fodor and 

Lepore (1996) review these attempts and corne to a very strong 

negative conclusion about these attempts. They argue that 'lit is 

therefore as near to certain as anything in cognitive science ever 

gets that the structure of concepts is not statistical [ L e . ,  

based on prototypes] (Fodor and Lepore, 1996, p .  254)  . Let us 
consider these new defences of prototype theory against the 

composi tionali ty argument as well as the corresponding cri ticisrns 

by Fodor and Lepore. 



Osherson and Smith (1988) at tempt to Save prototype theory 

£rom t h e i r  own e a r l i e x  c r i t i q u e  by f i rs t  ccnsidering prototypes  as 

matr ices of weighted fea tures .  Fodor and Lepore note  how these  

r a i s e  problems of f ea tu re  individuat ion and se l ec t i on ,  bu t  they 

concede these  problems for t he  purpose of the  argument. Osherson 

and Smith argue t h a t  when one cons t ruc t s  a prototype f o r  a new 

concept such a s  PURPLE APPLE, what one does is replace t h e  f e a t u r e  

red with f e a t u r e  p u r p l e  and t h e  weight of the new f e a t u r e  is 

increased.  The i s s u e  of how much t h i s  featurels weight is 

increased becomes c r u c i a l .  I t  has t o  be grea te r  than red w a s  f o r  

apple because i h e r e  can be apples t h a t  a r e  not red,  b u t  t h e r e  

cannot be purp le  apples tha t  a r e  no t  purple. The requisement to  

increase  the f e a t u r e  weight i s  supposed t o  address t h i s  concern, 

b u t  Fodor and Lepore argue t h a t  i t  fails t o  do so.  The problem 

i s  t h a t  the  inference  from purple apple  t o  purple i s  a l o g i c a l  

t r u t h  y e t  t h e r e  seems no way t o  capture  t he  necess i ty  of t h i s  

t r u t h  with the rnachinery of prototypes.  I f  a prototype is j u s t  a 

l i s t  of c h a r a c t e r i s t i c  fea tu res  that have a c e r t a i n  s t a t i s t i c a l  

r e l i a b i l i t y  then inferences £rom those  features should on ly  have a 

s t a t i s t i c a l  p robab i l i t y .  Yet, t h i s  i s  not the  case  f o r  t h e  

inference i n  ques t ion.  This causes a dilemma for t h e  theory;  

I1either t r e a t  the l og i ca l  truths as (rnerely) extrvne ca se s  of 

s t a t i s t i c a l l y  reliable t ru th s ,  o r  admit t h a t  the w e i g h t s  assigned 

t o  fea tu res  i n  derived matrices a r e n t t  compositionally determined 



even if the features thernselves arew (pp. 2 6 3  - 264) . In other 

words, the theory is either committed to an unacceptable account 

of inferences involving logical truth (e.g. that it is only highly 

probable that a purple apple be purple) or it accepts that the 

weight determination is not compositional in nature. Since it is 

the weight determination that is supposed to account for the 

complex concept's cognitive role, this is a disastrous conclusion 

for the theory. 

It is also highly doubtful that the mechanism of feature 

replacement will work. As we shall see, features are usually not 

so independent. For example, one does not get the correct derived 

matrix for PET FISH simply by replacing the feature wild with the 

feature tme because many other features have to change also. 

Since prototypes are lists of characteristic features it is 

unclear how they will capture this dependence between properties . 
In fact, we shall see that this is a crucial failure for al1 

feature list approaches. 

Fodor and Lepore also consider a second recent attempt to 

Save prototype theory from the compositionality argument. Kamp and 

Partee (1995) arg:ie that the reason pet fish are not good examples 

of pets is due to a kind of context effect. They argue that pet 

fish are like big ants. In other words, Ilbig antlt means something 

like big for an ant. Analogously pet fish would mean something 



that is as good a pet as fish can be. However, this proposa1 is 

seriotisly flawed. Compare the following inferences, pet fish 

therefore a pet, big ant therefore big. The first inference 

follows while the second does not, and the Kamp and Partee 

I1proposal leaves the asymmetry entirely unexplainedaa (Fodor and 

Lepore 1996, p. 264) . This indicates that the semantic machinery 

that is at work for Ilbig antM is not that at work for l'pet fishl1 

and therefore cannot be used to rescue the prototype theory. 

Osherson and Smith (1981) also f ound further di£ f icul ties 

which are relevant to our requirement that the theory on offer  be 

formalisable. Talk about fuzzy boundaries seems to require an 

irremovable rational homunculus making judgements about category 

membership. In order for the theory to be formalised this process 

of dealing with fuzzy boundaries required formalization. An 

obvious choice for the operations of fuzzy boundaries was to use 

fuzzy logic, Yet such attempted fomalization had results that 

were clearly unacceptable. 

Let us Say that C stands for the characteristic function, 

Le., how characteristic something is or how close it is to the 

prototype. So if we were to compare Fred the grizzly bear and 

Alfred the polar bear to the prototype for grizzly bear we should 

get results something like C grizzly bear (Fred) = 1 (or sornething 

very close to it.) While for Alfred we might get C grizzly bear 



(Alfred) = .75 (or something close.) Now, if we place Sam the 

squirrel into the function we should get a considerably lower 

number, but not zero because Sam will have some similarities to 

grizzly bears and therefore be somewhere on the typicafity 

gradient. Lets Say C grizzly bear (Sam) = - 1  Now, consider the 

proposition that al1 grizzly bears are inhabitants of North 

America- In Zadehls fuzzy logic that comes out as For a l 1  x t s  C 

g r i z z l y  bear (x) is less than or equal to C i n h a b i t a n t  of North 

American (x) . 

Yet, of course, we can consider the C function for the 

feature of being an inhabitant of North America. This must also 

have a typicality gradient. So living in Europe would have a C 

value higher than living in the Sahara desert, Let us now pick a 

place with a C inhabitant of North America that is very low, so 

low that we can be sure it is lower than the C value for Sam being 

a grizzly bear. We can follow Osherson and Smith and pick Mars. 

Let us Say that the C inhabitant of North America (Sam on Mars) 

= - 0 5 .  Putting this al1 together we get the result that C grizzly 

bear (Sam) is greatex than C inhabi tant  of North America (Sam on 

Mars). Which means that, formaIly, finding a squirrel (Sam) on 

Mars disproves or even falsifies the claim that al1 grizzly bears 

are inhabitants of North America. In other words, if concepts did 

have a prototype structure and this could be formalised by fuzzy 

logic then discovering Sam on Mars should convince us that not al1 



grizzly bears live in North America. Yet this is an absurd 

conclusion. Something sornewhere has to give. 

Given the other failings of prototype theory, and no 

independent reason for rejecting fuzzy logic as a formal system, 

i L  is beçt to assign blame for the absurdity to prototype theory. 

Prototype theory does not capture enough of what is going on in 

cateçorisation to be formalised; one gets a mechanism that 

produces monsters humans would never produce. This is a key point. 

The failure of the formalization indicates something important is 

missing in prototype theory. This is also the conclusion that 

follows £rom the empirical evidence we have considered. In an 

important review article Medin summarises the conclusions about 

prototype theory: 

Prototype theories imply constraints that are not 
observed in human categorisation, predict insensitivity 
to information that people readily use, and fail to 
reflect the context sensitivity that is evident in 
human categorisation. Rather than getting at the 
character of human concep tua1 representation, 
prototypes appear to be more a caricature of it (Medin, 
1989, p. 1472). 

2.2.3. Flawed Assiimptions 

Medin is indicating that prototype theory has missed much 

that is going on when human beings use concepts in tasks like 

categorisation. In fact ,  both the classical and the prototype 



theory fail because of sorne flawed assumptions that they share. 

These assumptions are quite intuitively plausible; they may 

reflect our folk theory of the concept. However, we must always be 

careful to distinguish our conceptualisations of Our cognitive 

mechanisms frorn those actual cognitive mechanisms. Two related 

assumptions shared by both the classical and prototype theories 

are the assumptions that concepts are lists of features. This 

poict has been repeatedly ernphasised. A less apparent but related 

assumption is the assumption that concepts function simply to 

represent the world, i . e. , the concept simply matches the world. 
In other words, concepts are formed by some form of abstraction 

process that produces a list of features that correspond to a 

segment or aspect of reality. 

However, both of these assumptions are problematic. The 

abstraction process needs to explain why certain features are 

selected. The number of descriptions of an object is inf inite so 

the number of features is also infinite. The abstraction process 

is much better thought of as a highly selective process. This is a 

selective process that makes use of information like category 

size, variability, context sensitive, and correlated f eatures . 
Also, it must be a process that can account for conceptual 

combination and the process of knowledge application and 

integration that occurs in such combination. 



*at is produced cannot, therefore, be simply a list of 

f eatures. People are aware of so much more. So, for example, most 

people have the intuition that small birds are more likely to sing 

than large birds (Medin, 1989) . In other words, they are aware of 
correlations between features. This points to a Gestalt problem 

for al1 feature list theories. Al1 the features O£ a bird do not 

add up to a bird unless they are held together in a bird 

structure. The organisational structure of the f eatures is 

crucial. Not only must there be something that holds a category 

together, there must also be something the unites the features of 

a concept into a unified whole. Presumably this organisational 

structure of the concept explains why certain features are 

selected as relevant and others are ignored. 

This selective £unction is crucial for it tells us that 

simply adding correlations between features to Our feature lists 

is not sufficient. The central problem i s  that there are so many 

correlations. We need an account of how the xight ones get picked 

out. Douglas Medin has argued that the ability to make useful 

inferences and give explanations for property correlat ions shows 

that the correlations that people are zeroing in on are logical, 

functional, and biological relations that support such inferences 

and explanations. 

This suggestion accords well with the fact that memory 



research has shown that it is difficult to remember correlated 

f acts through simple association, but memory is signif icantly 

improved when information is united by a theme £rom previous 

knowledge (more on this when we consider memory). Memory looks for 

something that establishes a meaningful structure; it does not 

look for simple correlation. Sot there is evidence showing that 

people1 s ability to learn correlates is poor until they are given 

some theory or explanatory (of ten causal) relation between 

correlates (Medin, 1989). Finally, in categorisation experiments 

people show a strong tendency to make use of correlated attributes 

for which a causal link could readily be established, and in de- 

briefing subjects often of fer reasons for why the correlation was 

present and then use this as a justification for why they sort 

objects as they do (Medin, 1989). 

People use correlations that support an explanatory 

structure. This suggests that it is an explanatory structure that 

is functioning as the organisational structure lacking in the 

feature lists. This points to a different theory of concepts. One 

that is championed by Douglas Medin and others (Lakoff, 1987; 

Johnson, 19 87 ) and is gaining prominence in cognitive psychology . 
To understand this n e w  theory it is important to reconsider the 

second assumption shared by the classical and prototype theories. 

This is the assumption that concepts simply match to the world. 

This is the assumption Medin1 s theory calls directly into 



question. The matching assumption is the claim that a concept is 

an attempt to form a copy of the world where features of the 

concept sirnply match features of the world. Medin argues that the 

relation between concept and the world is more complex. It is nore 

like the  relation between theory and data in that a theory does 

not just describe the data but also attempts to explain it. 

2 . 2 . 4 .  Concepts as theori es 

So instead of a copy matching a part of the world, a concept 

is more like a theory explaining a part of the world. If this is 

the case we should expect to see people giving priority to 

underlying causal structure as opposed to more superf icial 

perceptual similari ty . Susan Carey (19 82) obtained evidence that 

children as young as 4 in fact are beginning to show such a marked 

preference. In a series of experiments the youngsters were shown a 

person, a toy monkey, and a worm. Most people and children 

intuitively judge the toy monkey and the person to be most similar 

in tems of perceptual features that are shared. Yet when the 

children were told that the pexson had a spleen and then asked 

whether the toy monkey or the worm did, the youngsters were more 

likely to Say that the worm rather than the toy monkey did. 

Carey's later work (1985) demonstrated that this ability to 

override perceptual similarity reaches adult level cornpetence as 

early as about age 7. (See Gelmann and Markman 1987 for similar 

impressive results by 3 and 4 year olds.) In Carey's terms, the 



children in these studies are developing an implicit biological 

theory of living things rather than simply sorting things 

according to surface similarity. 

So young children override sinilarity when making certain 

inductive inferences, Le., they give preference to expianatory 

structure over perceived similarity. A similar result can be seen 

with adults and the issue of linear separability. Remernber  that 

there was no indication that linearly separable categories are 

learned easier than non-linearly separable ones. However, when a 

unifying theme (Medin, 1989; Murphy & Medin, 1985) is provided 

then the linearly separable categories do becone easier to learn. 

Feature summation on its own is not effective in learning 

categories, but when features are included within a unifying 

explanatory structure, then category learning does take place. 

We also saw that feature lists and prototypes were not 

sufficient for explaining conceptual combination. Instead 

something more, involving the application of knowledge, was at 

work. One suggestion frorn Medinfs theory is that this knowledge is 

the implicit explanatory structure that serves to organise the 

features of a concept into a unified functioning whole so that our 

concept of an expert is an attempt to explain their behaviour as 

is our concept of an engine. Therefore, we know that expert 

repair is repair done by an expert while engine repair is repair 



done on an engine. This aspect of Medinls theory needs more work 

and empirical support, but it does have the resources for 

addressing the crucial problem of conceptual combination. Xt is 

reasonable that the forthcoming account of conceptual combination, 

whatever its specific form, wi11 make use of tne notion of a 

conceptual structure above and beyond any component feature list. 

Medinls theory can explain typicality judgements and why they 

change with explanatory context. What is a typical or 

characteristic property is one that is relevant to the attempt to 

explain an object or situation. In other words, typicality is 

parasitic on explanatory relevancy. This is not itself without 

serious problems, but we shall address these problems later. For 

the moment, we should note that Medinls theory can make use of two 

aspects of explanations that have been given special attention 

lately. The first is Ruben's (1990) point that how we choose to 

describe something is a reflection of which explanatory project(s) 

we have chosen for that thing. He States that " [Elxplanation is 

never a natural relation. It never touches things directly and 

immediately, but is always mediated through the features or 

characteristics which are appropriate for explanationu (Ruben, 

1990, p. 163) . In fact, Ruben is forced to posit the existence of 
a "f eature introducing operator (p. 169) that manipulates the 

description of some object or event, by ernphasising certain 

features, so that the described object or event becornes relevant 



to a particular explanatory proj ect . The second point, emphasised 

by Van Fraassen (1980) , is that these explanatory projects have an 

irreducible pragmatic component that is sensitive to context. 

Fuzzy boundaries do not present a significant problem for 

Medinfs theory. For if concepts are like theories then, Iike 

theories , they would be sub j ect to the underdetermination and 

anomalies that accompany a l 1  theories. In other words, fuzzy 

boundaries can be explained by the looseness of fit between theory 

and world that is a property of al1 theories. 

In addition to explaining the phenomena explained by 

prototype theory , and the phenomena problematic to prototype 

theory, Medints theory can explain new phenomena not addressed by 

prototype theory. One significant finding it can explain is the 

different levels of the features people use in categorisation. 

When people are allowed to select features or offer features 

during their categorisation processes the features are  often at 

di£ f erent levels of abstractness (Medin, 1989) . In fact, work done 
by Medin and others (See Medin, 1989) found that multiple levels 

of descriptions is the predominant strategy. This can be explained 

as a result of the process of people trying to form links between 

concrete data and more abstract explanatory principles such as 

causal relations, structure-function relations, etc.. 



Medin1 s approach to concepts 

confirming important anthropological 

also has the advantage of 

work on classification. Mary 

Douglas' (1966) seminal work examined how people classify animals 

into clean and unclean. This is a basic classification distinction 

with important social ramifications. In P u r i t y  and Danger she 

examined especially the classification patterns f ound in the book 

of Leviticus. If one looks at the list there of clean and unclean 

animals one is very hard pressed to f ind sets of f eatures or even 

farnily resemblances running through the categoxies. In the same 

way one cannot explain the classes in terms of utilitarian 

principles of diet or health. Instead, what Douglas uncovered was 

a very tight explanatory structure at work. This structure 

involved very close conceptuâl relations between the habitat of an 

animal, its biological structure, and its form of locomotion. 

So, if a creature lived in the sea it should swim and it 

should therefore have fins and scales. It is interesting to note 

how the should ' involved equivocates between the ' should ' of 

expectation and the rshould' of obligation which helped to turn 

the classification system into a set of moral evaluations. To 

continue, if the creature was a land dweller then it should jump 

or walk on four legs. Finally, if it was a creature that lived in 

the air it should fly with feathered wings. Features of the 

habitat were considered explanatorily relevant to features of 

biological structure and form of locomotion. This attempt to 



explain an animal in terms of its habitat, structure, and form of 

locomotion was central to the classification system. Animals that 

frustrated this explanatory imperative were deemed unclean, which 

was much more than simply a way of saying that they did not fit 

into the explanatory scheme, Instead these creatures were seen 

more as actively resisting an order (a divine order) and therefore 

should be actively avoided. 

What Douglast work shows is how central the explanatory 

relations are in our categorisation proj ects . This supports 

Medints daim that we think of concepts more as attempts to 

explain than merely as descriptive labels used to sort objects in 

the woxld into categories . Medint s work CO-ordinates very well 

with Douglast as Medin himself notes (Murphy & Medin, 1985) in a 

way which would be difficult to achieve with either the classical 

or prototype theories. 

For al1 of these reasons we can see that psychology has been 

led to the conclusion that categorisation is driver- by concepts 

that have a very complex explanatory structure. This is an 

important discovery, but it causes great difficulty for the 

nat~ralistic imperative. This becornes apparent w h e n  we consider 

the central difficulty with Medints theory as well as with the 

alternatives to it offered by both Jerry Fodor and George Lakoff. 



The central difficulty with Medin's theory is that it relies 

crucially on the notion of an explanation or theory. The 

difficulty for cognitive science is that these notions have proven 

extraordinarily resistant to both analysis (in the sense outlined) 

and formalization. So although we have strong intuitions about 

what is and what is not an explanation, and even an idea about 

typical features O£ an explanation, e.g., often makes use of a 

causal relation, we do not have an account that goes any way 

towards allowing us to mechanise the acts of explaining or theory 

formation. This problem is inherited by approaches that rely on 

mental models (Johnson-Laird) or idealised cognitive models 

(Lakoff) because a mode1 is only a model to the degree to which it 

embodies the explanatory relations of an explanation or theory. We 

shall have more to Say later about the model approach; it is 

sufficient to note that the sense of "modelu being used in these 

proposals is also unanalysed and certainly unformalised. 

Ln £act, there seems to be an aspect of Medints theory that 

is in principle resistant to the analysis required by the 

naturalistic imperative. Medinls theory seems to presuppose the 

very complex cognitive process categorisation was going to help to 

explain. Medin is aware that his theory is apparently question 

begging in that he tells us concepts are explanations or theories 

and we realise that explanations and theories are constructed out 

of concepts by complex inferential processes. Unlike the classical 



and prototype approaches Medin's theory does not rely on simpler 

mental processes such as feature abstraction, feature listing, 

feature matching, etc.. Instead it relies on the inuch more cornplex 

processes of thought that produce and use explanatory structures 

in a context sensitive marner. 

Medin is aware of these two related problems and he tried to 

solve them by looking for perceptual primitives in terms of which 

the most basic concepts were built. However, he rejected this 

approach because he could not find the required primitives. He 

then considered perceptual or surface similarity as being the 

process that gets the entire categorisation process going. Yet he 

rej ected this approach as too weak for explaining categorisation, 

concept formation, and use (Medin, Goldstone, & Gentner, 1993). In 

a sense he quickly recapitulated the recent history of the 

psychology of concepts. 

Medin, ( Medin, Goldstone, & Genter, 1993) has returned to 

pure similarity in the hopes of finding a solution to the problems 

with the explanation theory of concepts. This is very odd since he 

has always been one of similarity's harshest critics. Yet it does 

indicate the poverty of options actually open to the concept 

theorist. Medin has tried to rejuvenate the similarity approach by 

finding a much more conçtrained notion of similarity. He has done 

this by looking at the cornparison process to see how people 



compare things and firid them similar. His main finding confinns 

al1 of our earlier criticisms of similarity, viz,, similarity is 

not primarily f eature based, i . e., it is not based on f inding a 
list of features held in cornmon. So Medinls version of similarity 

is no help to the feature list approaches. Nor does it daim that 

similarity is simply there in the world to be recognised. Instead 

it pos tulates a very complex comparison process that selects 

features- According to Medin et. al., what people do in similarity 

comparison is to perf orm structural alignment (Medin, Goldstone & 

Gentner, 1993). 

Structural alignment consists of three basic constraints. 

The £irst is that when one is comparing two things for a 

similarity judgement one must always use a one-to-one mapping 

between features. If features map, then the relations between 

features must map. Finally this whole process must show what 

Gentner calls systematicity, which is to Say that deeply connected 

relational matches are preferred. Higher order relations that have 

lower order relations as their relata are an indication of 

systematicity. 

In order to understand structural alignrnent better consider 

the following example given by Gentner (1989). 



DIAGRAM OF THE TWO BEAKERS 
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TWO P W L E L  SCHEMATIC DIAGRAMS OF THE STRUCTURAL RELATIONS 
(£rom Gentner, 1989) 
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We ignore features such as the fact that the beaker is cylindrical 

or that the coffee is a liquid and concentrate on mapping over 

relations. Features are only mapped in a one- to-one f ashion and 

only if they figure in r e l a t i o n s  which can be mapped. In tu rn ,  

these relations are mapped when they are the relata of higher 

order relations such as the causal relation in Gentner ' s example. 

Given such mapping of relations with systematicity we find the two 

similar and categorise them as the same. 

We should note that the relations that typically figure in 

the cornparison process are taxonomie relations, functional 

relations, causal relations, and part-whole relations. As we would 

expect, they are the relations that figure in explanatory 

structures. It is this rich structure of relations which 

constrains the mapping process and through i t  the  f e a t u r e s  that 

are se l ec t ed .  What is needed for the new constrained notion of 



similarity are highly structured representations of things ; 

representations that make use of highly abstract taxonomie, 

causal, functional, or part-whole relations. These relations are 

presumably established by the complex inferential processes that 

produce a rich explanatory structure. In short, this constrained 

similarity depends upon Medints concepts as explanations; 

tnerefore, it cannot be the explanation or cause of such concepts. 

Medin cornes close to recognising this recently when he states that 

to "the extent that similarity is fixed by goals, theories, and 

belief systems, it is these factors that have explanatory powerIf 

(Medin, Goldstone, Gentner, 1993, p. 275). 

If Medin links his theory of concepts to the new notion of 

similarity as he wishes to do then his theory becomes question 

begging in a way which forever prevents its analysis and 

formalization. The very processes we would want explained by means 

of categorisation are ultimately crucially presupposed by the best 

psychological theory of concepts and categorisation that we have 

on offer. 

Yet the difficulties with our theories of the concept run 

even deeper than this. What seems to be at work is an unresolvable 

tension between questions of the origin of concepts and the 

structure of concepts. This tension leads to a fundamental 

theoretical instability in the psychology of concepts. There is an 



important sense in wnich the psychology of concepts can be 

deconstructed. Insights drawn £rom Derrida's work can be used to 

reveal deep s tructuro - methodical problpms in the psychology of 

concepts. 

2.3. STRUCTURE AND ORIGIN 

One of Jacques Derrida's most penetrating insights about the 

history of Western reflection on the nature of thought is that 

this history is dominated by a perennial and unresolvable 

oscillation between structuralism and phenomenology (See Norris, 

1982) . In order to make such a sweeping clairn Derrida uses both 

ustructuralismN and nphenomenologyn in a looser fashion than their 

more strict technical usage within academic philosophy. mat 

Derrida means by Nstructuralism~ is any attempt to understand the 

nature of thought as a system of relations whereas by 

~phenomenologyH he means any attempt to understand the nature of 

thought in terms of its intentionality, i,e,, of thoughtls 

relation to something other than itself. Structuralism asks 

questions about the structure of thought while phenomenology asks 

questions about the origin of thought, Le., it asks for the 

processes by which thought is constituted and generated. 

S tructuralism seeks to ground thought in an atemporal logical 

order while phenomenology seeks to ground thought in the 

experiential origin of those processes that produce the structure 

of thought. 



Derrida's main point is that these two demands are in 

opposition to each other yet they are also dependent on each 

other. This simultaneous dependence and opposition indicates that 

thought cannot satisfy its desire for a complete and stable 

representation of itself. Such reflexivity is always undermined by 

a theoretical vacillation between the demand for structure and the 

genetic demand for origin, and this vacillation is powered by the 

simultaneous dependence and opposition of the structural demand 

and the genetic demand, 

If Derrida is correct we should see such vacillation in the 

discipline where thought reflects upon itself. So, we should see 

it in psychology, We should see it particularly in the work on 

concepts, i e  we should see it most acutely in the attempt to 

conceptualise the nature of concepts. In fact, in the current 

debates about the nature of concepts we do see such fundamental 

theoretical instability. Part of this instability is due to the 

dernise of the classical view of a concept in which a concept is a 

definition that can pick out a set or class of things in the 

world. 

The classical view had the virtue of apparently answering 

both questions of origin and questions of structure. As wefve 

seen, in the classical view concepts arose from primitives which 



were either self-presentations of reason or sense experience. 

Thought arose £rom a completely stable foundation. Structure was 

also explained in terms of cornpositionality. Concepts were wholes 

constructed from these primitives by rules of composition such 

that the whole was a function of the parts and the systematic 

relations between them. There was of course much debate about 

whether the primitives were sensory, innate t r u t h s  of reason, and 

whether the system of composition used rules of logic or 

association, etc., but the basic concept of the concept was 

stable. 

Yet this stability broke dom. Both the origin refused to 

stabilise and the structure became unstable. The origin could not 

be found; the primitives couldnlt be found and proposed ones never 

stayed primitive for very long. The structure of the classical 

concept as a set of necessary and sufficient conditions also was 

undermined. Concepts did not seem to be held together by such a 

common thread of essence. Rather concepts seemed to be held 

together by family resemblances, typicality relations, radial 

structures, as weI1 as background conditions, and al1 of this 

structure seemed to be very sensitive to the demands of context. 

In addition, the very idea of a concept as a tightly 

s tructured individual mental entity was deal t a devas tating blow 

by the loss of the analytic/synthetic distinction. For without 



such a distinction it was no longer possible to distinguish 

between the meaning of a concept and al1 the knowledge one had 

about the object of the concept. In short, 

definition for the concept because there was 

separate £rom Our encyclopaedic knowledge, 

the meaning of any particular concept. 

one could 

no mental 

where one 

not give a 

dictionary , 

could find 

Much of recent psychology and cognitive science has taken 

place in the shadow of this history. There have been three main 

types of response. One has been to emphasise questions of origin, 

but in this appxoach the structure of thought becomes 

inexplicable. A second type of response has been to emphasise 

structure, but this has tended to leave the question of origin 

unanswerable. Finally, there has been the attempt to provide a new 

foundation that attempts to synthesise structure and origin. The 

work of Jerry Fodor on concepts has consistently emphasised 

question of origin at the expense of conceptual structure. Douglas 

Medin has consistently emphasised the question of conceptual 

structure while encountering significant problems accounting for 

the origin of this structure. The work of George Lakof f and Mark 

Johnson has attempted to provide a foundation for both structure 

and origin in their concept of embodiment. 



2.3.1. Fodor and problems of structure 

Jerry Fodor has two basic arguments in his work on concepts. 

The first argument (Fodor, 1981), which has many variations, runs 

along the following lines: if concepts are structures, then having 

learnt the concept would mean having possession of that complete 

structure that is the concept. Learning would be the acquisition 

of such a structure. Yet if one possessed such a complete 

structure then one should be able to give a definition that 

explicates the parts and relations of that structure. That is 

implied by the claim that one has learned the structure that is 

the concept. One can do this for phrasal concepts that are 

grammatically composed of other concepts, e.g., a truck driver is 

a driver of trucks. Where Fodorts argument makes its mark is 

against those lexical concepts from which phrasal concepts are 

grammat ically composed. For such lexical concepts, like TRUCK or 

DOG, the definitions are not forthcoming. Fodor concludes £rom 

this that concepts are not structures, or another way of putting 

this is that concepts do not possess any interna1 structure. They 

are atomic entities. Lexical concepts cannot originate in a 

process of composition £rom more primitive parts. Fodor goes on to 

conclude that such concepts niust therefore be innate. With 

innate atomic concepts questions of origin so completely dominate 

questions of structure that al1 structure or the possibility of 

structure has been eliminated. 



One possible response to Fodorf s argument is to clah that 

the reason the definitions have not been produced is because they 

are incredibly complex involving a vast w e b  of attributes and 

relations. But it is precisely at this point that Fodor (Fodor and 

Lepore, 1992)  wields his other argument. If concepts are 

intenally structured and there is no analytic/synthetic 

distinction one is led inexorably to holism in which a concept is 

defined by its set of relations to al1 other concepts in a 

language or knowledge system. Concepts are just the nodes of a 

network and they are defined purely by their position in this 

network of relations. In short, with holism one encounters a very 

pure form of structuralism. Without an analytic/synthetic 

distinction there is no privileged set of relations that is 

sufficient to define the concept. Al1 of its relations to al1 

other concepts are needed. 

Fodor's arguments against this implication repeatedly 

emphasise origin. In a recent book with Ernest Lepore on holism 

(Fodor and Lepore, 1992) Fodor points out that there is no 

satisfactory account of how such a complex network of concepts is 

acquired. The reason is that with such holism there are no 

individual parts that could be acquired individually in any kind 

of gradua1 process of learning. Holistic systems must be grasped 

as a whole or not at all. Any attempt to qualify the holism in 



order to make it psychologically learnable always involves some 

attempt to sneak the analytic/synthetic distinction back in 

disguised fom since the qualification involves postulating parts 

of the concept that can exist in isolation £ r o m  the conceptual 

network and which act as the core £rom which the concept is built. 

In short, it involves the retreat to primitives and essences. Yet 

primitives and essences should give us conceptual definitions 

which we do not have. So Fodor turns the holism response to his 

first argument into a reductio which leaves us with the conclusion 

that concepts are atomic. 

For Fodor that means that they are totally de£ ined by their 

intentional relation to the world, and this in tuxn means that 

they are totally defined by their causal origins since, according 

to Fodor, some variation on the causal theory of intentionality i s  

the only one that has any hope of explaining intentionality in a 

non - circular manner . We shall consider Fodor ' s theory in more 

detail l a te r .  For present purposes we need only note that for al1 

his sophisticated adjustments to this old causal theory two 

central problems remain. The first is that it is impossible to get 

such a pure origin free £rom conceptual structure. As Chris Green 

and 1 point out in another paper (Green and Vervaeke, 1995) , the 

notion of cause being used in such models is far too crude. A 

cause is not some event sirnply in the world. Rather a cause is 

always an event undex a particular description that constrains the 



scale and modal scope of the event so that 

the effect it explains. For example, what is 

it is proportional to 

the event that causes 

the concept APPLE? Seeing an apple is always a cornplex of events 

where many of the events are cognitive in nature. For example, one 

always sees an apple in the light, against some background, one 

rnust focus on the apple, one must pay attention to t h e  apple, and 

one never sees the whole apple so one must always infer that one 

is seeing an apple £rom one's sensory experience. In addition, t he  

very same apple event, even if it were a pure apple event, would 

equally be a f mit event, an object event, a redness event, a food 

event, etc.. (This point is particularly apt given that Fodor has 

explicitly criticised theories of direct perception and has argued 

that seeing is always seeing as (Fodor and Pylyshyn, 1981) . ) The 

main idea is that getting APPLE £rom the causal event requires a 

sophisticated conceptual network that can attend to relevant 

properties and relations and order them towards some specific 

purpose. The attempt to have a concept originate in any pure 

causal event is doomed by the fact that a cause is not simply some 

thing in the world. In other words, Fodor repeats with the notion 

of cause the main problern with the resemblance theoryts treatment 

of similarity. However, even if this problem were surmountable it 

still o f f e r s  no hope of explaining how we can have concepts for 

non-existing and non-causal objects s ~ c h  as a future possibility 

or the number seven or some other abstract object. It seems 

impossible to account for such concepts without recourse to the 



relations within and between concepts. So, Fodor really does not 

have an account of the intentional relation that totally defines 

concepts; Fodor s theory leaves us with concepts as inexplicable 

acts of mental pointing. 

The second major problem with Fodort s view is that the 

structure of thought becomes inexplicable. The primary evidence we 

have for the possession of a concept is the in£ erential capacity 

associated with the concept. We would question if someone had the 

concept DOG who was incapable of grasping that x ' s  being a dog 

entails that x is a living thing. Yet as Kant pointed out, and 

Patricia Kitcher (1990) has reminded us, you can only get such 

inferential relations between concepts if concepts possess some 

kind of internal structure. Taxonomic relations require relations 

of inclusion, and such relations require concepts to have an 

internal structure. However, given his arguments Fodor (1994, p. 

112) concludes that ttsemantics isntt part of psychology," and when 

faced with the question of how to reconcile atomism with the 

relational nature of such key cognitive processes as inductive 

inference and belief fixation, Fodor can only recently reply that 

he has no answer at al1 (Fodor, 1994, p. 113). 

We seem to be caught in a bind. Fodorts atomism is 

unacceptable yet without definitions or the analytic/synthetic 

distinction we seem driven inexorably to an unacceptable holism. 



There have been attempts to split the difference. One was the 

theory that concepts have a prototype structure, Yet welve 

uncovered the inadequacies of this approach. Most irnportantly, 

the prototype theory of concepts cannot explain what Medin calls 

conceptual cohesiveness, L e . ,  the organisational structure that 

holds a concept together. 

2.3.2. Medin and probl ems of origin 

Medinls solution is to clairn that concepts are micro- 

theories. That their internal structure is that of a theory and 

that concepts bear to their set of objects in the world the same 

relation a theory bears to its data. So our concept DOG is a 

proto-explanation of a set of objects we cal1 dogs. And we group 

those objects together for the good theoretical reason that we can 

give them a unified explanation. 

This is an interesting move for it seems to explain the open- 

ended nature of concepts without leaving them as purely arbitrary. 

However, the position has significant problems, ~edin's emphasis 

on conceptual cohesiveness means he places a lot of emphasis upon 

the internal structure of concepts. Yet that emphasis on structure 

makes the question of the origin of such conceptual structure 

again problematic. We've seen that Medin's approach seems 

unresolvably question-begging. 



2.3.3. Lakoff and Johnsonls Attempt at Synthesis 

Questions of origin seem unanswerable £rom Medinf s position. 

Perhaps the answer is to try a new synthesis and try to 

simultaneous~y answer questions of origin and structure with some 

new theoretical construct. The work of Lakof f and Johnson (Lakoff 

and Johnson, 1980; Lakof f, 1987; Johnson, 1987; Johnson, 1991) is 

directed towards this end. For Lakoff and Johnson the new 

theoretical synthesis is the theoretical concept of embodiment. 

The basic idea is that concepts are built £rom image-schematic 

patterns that arise in sensori-motor activity. These patterns 

structure experience and action and thereby make them both 

possible. These patterns are then metaphorically projected into 

more abstract domains to create more abstract concepts. For 

exarnple, we use the schema of a path which has a source, path, and 

goal in order to talk about more abstract purposes. So, we Say 

that someone works towards their doctorate and must avoid 

obstacles or not get side-tracked, etc.. For Lakoff and Johnson, 

concepts are metaphorical proj ections f rom pre - conceptual 

structures that are inherently meaningful because they constitute 

experience. With such a move Lakoff and Johnson seemed to have 

simultaneously answered questions of structure and origin. 

However, the key to this whole approach is the process of 

metaphorical projection which is supposed to ground thought and 

operate pre - conceptually . This process must select a relevant 



pattern for projection from the indefinite number of sensori-motor 

patterns available, represent it at the correct 1eveI of 

abstraction so that it can be applied to the abstract target 

domain, decide which implications still hold and which do not in 

the new domain, decide which content should be transferred and 

which is contradictory or irrelevant and should therefore not be 

transferred, and f inally this whole process nust be both heavily 

constrained so that human beings make the same pre-conceptual 

projections and end up with a shared conceptual f ramework and yet 

open enough that such projections can sustain al1 cognition and 

communication. It is obvious that, as with any good theory of 

metaphor, this whole process is parasitic on rational thought and 

conceptual relations. This is apparent even in the path schema 

which is supposed to serve as a basis for our concept of purpose. 

The schema employs the notion of a goal which cannot be defined by 

a sensori-motor pattern but only by an intentional relation, L e . ,  

through the concept of a purpose. In short, the schema depends on 

abstractly grasping the concept of purpose in order for one to 

have the path schema that is supposed to be the origin and 

structural basis for that very sarne concept. 

Lakoff and Johnson respond to such problems by claiming that 

the criticisms have failed to grasp the central process in concept 

construction, a process Lakoff (1987) calls motivation. With 

motivation the components of a concept cannot predict or generate 



the concept : however, this does not make the construction process 

arbitrary for it can always be understood once it has occurred. 

Why this does not involve Lakoffls whole position in an ex post 

facto fallacy is never explained. How is the origin theoreticalïy 

recovered if the generative process is not generative or 

predictable? What are the relations that hold the process 

together? And without access to such an origin there is no 

justification for the daim that one has found the origina~ 

structure that is the basis of the concept. Motivation seems to be 

the assertion that something very important about concepts resists 

conceptualisation. ~otivation is not a theoretical concept; 

instead it serves, like Derrida's différance, as a term which 

points to that in concepts which resists conceptualisation. 

We will have occasion to further examine the use of schemata 

later. What is important at this point is to note how difficulties 

with naturalisation, viz., the inability to analyse and formalise 

categorisation, seem to point to a much deeper theoretical bind. 

We can see a certain structural instability at an intertheoretical 

level. So not only is the naturalisation project stalled we have 

indications that the overarching conceptual framework for the 

project is defective in an important marner. The prospects for 

carrying out even the preliminary stages of naturalising 

categorisation are currently very dim. However, categorisation is 

not the only candidate for a basic process in tems of which we 

can begin to naturalise cognition. 



CHAPTER 3 .  

MEMORY AS A BASIC COGNITIVE PROCESS 

How information is stored and retrieved is obviously an 

essential process for al1 of thinking and reaçoning. Any theory of 

thinking and reasoning must be constrained by what we know of how 

our m e m o r y  works. Although we shall see that this constraint has 

not always been observed by theorists, it is important to remernber 

that everything cognitive (even perceptual ) beyond stimulus - 

response mechanisms depends on m e m o r y .  Therefore, it is reasonable 

to hope that an understanding of how memory functions may pxovide 

us with a basic process in terms of which we can explain more 

complex cognitive phenornena. Perhaps the way to get below thinking 

is to turn to memory. 

Yet that t u r n  to memory requires that we first, once again, 

dis tinguish between our conceptualisations of memory and the 

cognitive mechanisms responsible for Our mnemonic abilities. Most 

theories of memory have been hampered by what Eysenck and Keane 

(1990) have aptly temed the spatial metaphor of memory. There are 

two f e a t u r e s  of this folk theory of memory. The first is that 

memories are treated as ob j ects stored in specif ic locations 

within the m i n d .  The second feature is that the retrieval process 



involves a search through the mind in order to find specific 

memories. 

If this were an accurate picture of how memory functions then 

the prospects for establishing it as a basis for naturalising 

cognition would be very good. We seem to have simple processes 

operating on stable simple objects in a way which could be easily 

analysed and f ormalised, even mechanised. Perhaps sorne of the 

attraction to memory as the route to naturalising cognition cornes 

£rom this attractive folk theory of memory. However, there are 

signif icant problems with this pervasive and deep spatial 

metaphor. We often know very rapidly that we do not know 

something. So if I am asked if Itve ever been to Bangkok I can 

immediately answer no. Or if I1m asked if Isplang1 (which violates 

no phonological rules) is an English word, 1 can immediately 

answer no. Presumably 1 did not answer the first question by 

searching through my memories of al1 the places 1 have been, 

ruling out each one as not being Bangkok, and then corning to a 

final negative conclusion. The same goes for I splang . Surely, 1 
did not scroll through al1 the words I know and thereby determine 

that 'splang' was not a member of this set. In both instances such 

a process would have taken a large (probably very large ) amount 

of time, and yet my response was practically immediate. 

Memory must be organised in a way radically different than 



that implied by the spatial metaphor, and the retrieval process 

must be something other than a search through contents. This 

something other turns out to be very difficult to formulate, but 

we should first note the further failings of the spatial metaphor 

of memory. It implies that memory is a matter of retrieving a 

stable obj ect, i . e. , memory is simply a case of f inding . However, 
there is much experimental work that indicates that memory is not 

so stable or passive; instead it is much more actively 

reconstructive in nature. 

Consider the famous experiment by Carmichael, Hogan, and 

Walter (1932) in which subjects were presented w i t h  a stimulus 

f igure  and a word from one of t w o  word lists. 

Stirrup 

Letter C 

(See diagram) 

£rom Hilgard and Atkinson, (1953) 

These figures were simple pictures. The subjects were later 

asked to reproduce the figure they had been shown. The figures 

produced by subjects had been modified so that the picture was 

more consistent with the word that had originally been paired with 



the figure stimulus. 

Similar to this was the f indings of a famous experiment done 

by Bartlett (1932) in which he read ghost stories from the Native 

American tradition to college students. When they were asked to 

recount what they had heard they altered the content and order of 

events in order to make the s t o r y  more consistent with other 

memory or knowledge. Bartlett argued that memory involved a 

process of rationalisation. Memory is not simply a case of finding 

static objec ts .  Memory is reconstructive and pays attention to the 

rational relations between pieces of information. 

Memory also pays attention to the retrieval context, For 

example, Loftus and Zanni (1975) showed subjects a film of a car 

accident and asked a series of questions of either of two fonns. 

The first was "did you see the broken headlight?" The second was 

"did you see a broken headlight?" The subjects who were asked if 

they saw the broken headlight were more likely to report seeing a 

headlight than those asked if they saw a broken headlight 

regardless of whether the film showed a broken headlight or  not. 

I n  other words, memory was sensitive to the implicature of using a 

" theu, viz . , that t he re  de£ initely is an ob j ect being ref erred to 

by the speaker. This process of inference back into memory so that 

it adjusts to the retrieval context indicates that memorÿ is a 

highly dynamic and reconstructive process. 



Unfortunately, this issue has lately been overshadowed by an 

vocif erous debate about recons tructive versus repressed memories 

in connection with the issues of abuse and false memories created 

by sorne forms (usually controversial) of psychotherapy. This is a 

debate beyond the scope of this work. However, it should be noted 

that much of the research (e.g. , the Lof tus work above) predates 

this debate and was motivated by independent theoretical 

considerations. Also, there is confirming evidence that techniques 

such as hypnosis tend to increase memory errors. For example, B. 

Putnam (1979) repeated the experiment by Loftus and Zanni but used 

a videotape of an accident involving a car and a bicycle. He 

replicated the results of memory reconstruction due to misleading 

questions, but he also found that hypnotised subjects made more of 

the memory errors than non-hypnotised subjects. This was 

particularly the case in response to misleading questions. There 

is much more evidence in this vein from the steam of research 

concerned with reality monitoring, L e . ,  with the ability to 

distinguish memory from imagination (Johnson, 1985). What is 

important to note is that it indicates the degree to which memory 

is inferentially responsive to context demands, and that 

techniques designed to improve reca11 trigger and raise this 

context sensitivity. 

So we must give up the notion that memory involves simple 



static storage and passive retrieval of stable memory objects. 

Instead memory is much more dynamic, reconstructive and context 

sensitive in nature. This, in fact, points to a general feature of 

long term memory. What is encoded is meaning not surface form. 

This makes sense given that memory involves reconstruction, 

rationalisation, and adjustment to context. Consistency between 

memories and between mernory and context implies an inferential 

sensitivity tu meaning. There is much empirical evidence to 

support this general point. 

Sachs (1967) gave subjects a passage to read then asked them 

if certain sentences had occurred in the passage. If the test 

sentence came imrnediately after they heard the target sentence 

then subjects could accurately reject or accept it. But if the 

test sentence came only a couple of sentences after the target 

sentences subjects could not remember the form of the sentence 

although they could detect a change in meaning, i . e., they could 

reject a sentence in which the meaning of the original sentence 

had been changed. 

A famouç experiment by Bransford and Franks (1971) showed 

memoryls attention to meaning over surface form and much more. The 

eweriment made use of idea sets which consisted of 4 sentences. 

The following is an example where the numbers accompanying the 

sentence refer to the number of propositions contained in the 



sentence. 

1. The rock hit the hut. 

2 . T h e  t i n y  but  w a s  by the river. 

3. The rock hit the tiny hut by the river. 

4. The rock rolled dom the mountain and hit the tiny h u t  by 
the river. 

Subjects  heard sentences of type 1,2, or 3, but they never heard 

sentences of type 4. There were four such idea sets  and subjects 

heard sentences from al1 four idea sets. The experimental task 

consisted of answering the  question, "did you hear this  sentence 

be£oren and assigning t he  answer of confidence r a t i n g  £rom +5 to 

- 5 (no O xesponses) . I n  the task subjects were given sentences 

£rom an old idea set and new sentences (of similar meaning) £rom a 

new s e t  j u s t  as i n  the Sachs experiment. The result can be seen in 

the accompanying graph. 

+New sentences 

I I 

Fours Threes Tw w Ones 

Length of test sentences 

(from Mayer, 1983) 



There are three things to note about the results. The f i r s t  

is that subjects could not distinguish new sentence forms £rom old 

ones which confims the Sachs experiment. Second, and 

surprisingly, confidence in memory increased in terms of the 

number of propositions in the sentence with subjects most 

confident that they had heard sentences of type 4 although they 

were never presented with such sentence types. This indicates our 

third point, viz . , that confidence is a very poor indication of 
memory accuracy. What these results indicate is that people do not 

remember surface information; they integrate it and it is the 

integration that they remember. 

This experiment has been well replicated with al1 kinds of 

data presentations. It has been done with pictures, abstract dot 

patterns, and random letter strings . People always ' remembert the 

most integrated information even if they have never encountered it 

before .  This indicates that long term memory is an integration 

process. So not only does memory zero in on meaning and sub jec t  

that information to rationalisation, it also integrates that 

meaning. Now, this is not to Say that we do not have Proustian 

memory f o r  sounds or feelings, but the dominant form of long term 

memory is such integrated meaningful information. 

Given that integration is so crucial to memory we should see 



a good correlation between how integrative a mental process is and 

how well the information processed is remembered. This correlation 

was the cornerstone of the levels of processing theory of memory 

associated with Craik and Lockhart (1972). This theory represented 

an important conceptual innovation in memory theory because it 

~mphasised mental processing as opposed to structure. The level of 

processing approach can be explained by considering the following 

different tasks. 

a) is TABLE in capital letters? 

b) does MARKET rhyme with I1weightt1? 

c) would FRIEAW fit in the sentence "He met a 
s treet?" 

on the 

( C r a i k  and hilving, 1975) 

Subjects were presented with a variety of these 3 types of task .  

They did not realise they were part of a memory experiment at the 

time, but later they were given a word recognition task. M e r n o r y  

for words featured in a-type tasks was very poor, somewhat better 

for b- type tasks, and very good for words f rom c- type tasks. In 

other words, paying attention to meaning results in much better 

memory, and this is independent of the intention to remember which 

has surprisingly little effect on whether something is remembered. 

A similar f inding is the generation effect which is based on 

categorisation. If people are required to perform a task such as 

to generate a word in the same category as I1rubytt that begins with 

a I1dl1 or to produce a synonym for ttseaw that begins with tlotl they 



tend to remember these words much better than other words they had 

been presented, and once again this is independent of intention or 

effort to remember (Potter, 1990) . In other words, information 

produced in a f ashion that integrates i t (through categorisation) 

with other information is nuch better remembered. 

The 1eveIs of processing effect has been replicated with 

pictures, and with doodle drawings, etc., (Potter, 1990). So it is 

a general feature of memory and not simply a linguistic 

phenomenon. In al1 domains memory is better for information that 

was used in more integrated and meaning based processes. However, 

people not only remember more integrated information they also 

remember more important or relevant information. 

This point was demonstrated very well in an experiment by 

Anderson and Pichert (1978) in which subjects read a story about 

the activities of two boys at a house. They read the story f rom 

one of two perspectives, They read it either £rom the point of 

view of a burglar casing the house or £rom the point of view of a 

homebuyer . The perspective adopted af f ected what was remembered . 
Infonnatior- relevant to stealing £rom the house was remembered if 

the perspective involved was that of a burglar, while information 

relevant to purchasing a home was remernbered if the other 

perspective waç used. Interestingly, during the recall portion of 

the experiment , when sub j ects were ordered to swi tch perspectives 



and recall a second time they were able to recall details they had 

omitted, but not as much as the subjects who had adopted the 

perspective £rom the beginning, 

What this shows is that memory is context dependent and that 

context varies with what we deem relevant to solving problems and 

to satisfying goals, This is in addition to the facts that memory 

is rneaning selective, inferentially sensitive to rational 

relations, and integrative. In short, there is much more to memory 

than passive storage and retrieval. Potter (1990) in fact, States 

plainly that rather "than being a complete record of experience, 

a kind of mental videotape, mernories are 'contarninatedl by 

processes that are part of perceiving and thinking ...," so that 

there is " the  bias of the encoding process toward meaning, toward 

the most important ideas in a scene or text, and toward context- 

relevant interpretations. . (Potter, 1990, p. 9) . Memory is 

contaminated by the very high level cognitive phenornena that we 

need to analyse and formalise with more basic processes. One 

cannot study memory independently from a theory of reasoning and 

meaning comprehension, or independently £rom a theory of relevance 

realisation and context sensitivity. 



3.1, PROBLEMS WITH LEVELS AND SCHEMATA 

3.1-1. Levels of Processing 

As with categorisation, what started out as a candidate to be 

a basic process with which to begin the preliminary stages of 

naturalisation has returned us to the cornplex cognitive phenornena 

we are seeking to analyse and formalise. We can see this circle 

arising in two influential theories that have attempted tu  explain 

memoryts meaning based and integrative nature. The first place to 

note this is with the levels of processing theory we examined 

earlier. The problems with the levels of processing approach have 

to do with the central role of undefined (insufficiently analysed 

and formalised) theoretical terms. There is no independent measure 

of processing depth. There is no basic or primitive process in 

terms of which processing depth can be measured. We have 

intuitions about meaning (another unconstrained tenn) being deeper 

than surface form but there is no explicit measure for such 

intuition. Eysenck (1978) pointed out that in "view of the 

vagueness by which depth is defined, there is a danger of using 

retention test performance to provide information about the depth 

of processing, and then using the putative depth of process to 

explain' the retention-test performance, a self-defeating 

exercise in circularityu (Eysenck, 1978, p. 159)  . 



With levels of processing w e  are not really explaining memory 

in a way that is sufficiently independent £rom other processes 

such as meaning cornprehension and assessment. However, one may 

argue that it may be possible to leave Our intuitions unexplicated 

at this point and simply accept that meaning (however it is 

measured) is always the deeper (however this is measured) form of 

processing. Yet, even this proposal flounders because rnemory is 

not just about meaning but also relevancy to the retrieval 

context. In line with this insight Morris, Bransford, and Franks 

(1977) argued that in£ormation is remembered only to the extent 

that it is of relevance to the memory test (retrieval context) . 

They had their subject perform a standard levels of processing 

style experiment contrasting deep (meaning based) tasks versus 

shallow (rhyming) tasks. But they used two different test 

situations. They used a standard recognition test with a mixture 

of words previously seen and unseen words. The results on this 

test replicated the effect that deeper processed material is 

remembered better. However, the second memory test was a rhyming 

test in which subjects had to select words that rhymed with the 

words they had been shown. For this task the words that had been 

processed in a xhyming task were remembered better than the words 

processed in the 'deeper1 meaning based task. So it is either the 

case that meaning is not always more deeply processed or if 

meaning is the only measure of depth of processing then the deeper 

processed material is not always the best remembered. 



Since we have a lot of independent evidence that memory works 

in terms of meaninq and integration we should conclude that memory 

works in terms both of meaning and relevancy of information to the 

retrieval context. As Eysenck and Keane summarise it : " [ I j n  

essence, it is the relevance of what has been learned to the 

demands of the memory test which determines whether or not 

retention will occuru (Eysenck and Keane, 1990, p. 155). Relevance 

determination therefore plays a crucial role in memory. This 

means that without an account of meaning integration, relevance 

determination, and the interaction of the two our accounts of 

memory will not escape the charge of circularity. Trying to hold 

meaning and depth as unanalysed primitives wi11 not provide an 

effective antidote to the circularity in the levels of processing 

approach because of the additional and central roLe of relevance 

determination. 

Another important theory in memory research that attempted to 

explain memoryts a b i l i t y  to integrate information and generate 

context relevance inference was the script theory of Schank and 

Abelson (1977) . Schank and Abelson were initially interested in 
how people make the background inferences necessary for 

comprehending most of discourse. So, for example, if 1 tell you I 

went to a restaurant for dinner with my wife, that we enjoyed the  



meai, and were surprised at the cost when the bill came, then the 

reader should have inferred that my wife and 1 went into a 

building, sat together at a table, and that we were f irst served 

food that had been cooked. The reader should also bave inferred 

that we were allowed enough time to eat it, and that later a human 

being brought us a bill stating the amount of money we were 

required to pay, etc.. In short, mucn is supplied by the hearer or 

reader in comprehending a series of very simple statements. 

Schank and Abelson proposed that we have a restaurant script 

that is a schematic structure for the stereotypical events 

involved in going to a restaurant. The script encodes al1 the 

objects and events that would be relevant in the restaurant 

context and has default inferences for information that is not 

explicitly specified. So the relevant information in memory is 

organised so that it can be used eff iciently in connection with 

the appropriate context. There is considerable evidence for script 

theory and similar schema theories (See Eysenk and Keane for a 

good review.) m a t  is crucial for us was Schankls proposa1 of 

script theory as a general account of memory, i . e. , that memory is 
best explained as the creation and use of scripts. This would 

allow us to explain mernory's integration and rationalisation of 

information, Le., it is being schematised by the script. The 

theory would also explain our ability to rapidly locate relevant 

information in memory and apply it in context. 



As an account of rnemory, script theory depends on an account 

of how such scripts or schemata are formed. Simply finding that 

rnemory is organised in a script-wise fashion is not helpful unless 

we can explain how scripts are formed and how a script can be 

analysed and formalised. Eysenck and Keane rightly summarise the 

response to the question of script origin when they siate that in 

"general, schema theorists have not been noted for their concern 

wi th the mechanisms of schema acquisi tionm (Eysenk and Keane, 

1990, p. 280). Usually if this question is addressed al1 we are 

given are assumptions about %orne type of ill-specified inductiontt 

that sornehow abs tracts and organises the relevant in£ ormâtion 

(Eysenk and Keane, 1990, p. 280) . In other words, the very 

questions we want answered by a theory of memory have not been 

addressed by schema or script theory. Scripts and schemata are 

dependent on complex inferential processes for their generation 

and updating yet theories for these processes have not been 

forthcoming. 

The attempt to explain the formation and updating of scripts 

is hampered, no doubt, by the fact that neither the notion of a 

script or a schema is sufficiently constrained. What counts as a 

script or schema is never specified so that it is "often possible 

to create any particular content for hypothesised knowledge 

structures in order to account for the pattern of evidence that 



one findsu (Eysenk and Keane, 1990, 2831,  and this means that such 

theories "tend to be good at accounting for results in an ad hoc 

marner but are not as predictive as one would like them to be" 

(Eysenk and Keane, 1990, p. 284) , One could try to constrain this 

by specifying al1  possible scripts, but this is an infinite 

project. Or the Itother option is to be clearer about how these 

structures corne into beinglt (Eysenk and Keane, 1990, p. 284). And 

so we again return to the question of origins. A question that 

takes us back into the complex cognitive processes we were hoping 

to naturalise with memory. Once again the crucial aspect of memory 

has not been analysed or formalised and relies centrally on the 

very complex cognitive phenornena we are seeking to explain. 

It is clear that the picture of memory that is emerging 

places more emphasis on the retrieval process than simply on the 

storage process. Potter (1990) notes this point and emphasises 

that memory retrieva1 seems to be based on a memory that is 

content addressable. Content addressing means starting retrieval 

with part of the content of the to-be-remembered item. This 

partial content gives you the address in rnemory which you can go 

to for the remaining needed information. Many people are familiar 

with this from computer programming. However, when the notion is 

transferred to human memory retrieval it becomes more problematic. 

The reason fox this is that human memory of ten works at the level 



of relevant meaning. This creates a problem, for content 

addressing works in terms of the similarity of the partial content 

to the material for which one is searching. When the similarity 

involved is simple character matching or syntactic features the 

relation of similarity is sufficiently constrained to make the 

content search a doable project. But when meaning and relevancy 

relations are also involved then the notion of similarity becomes 

(as it usually does) unconstrained. In other words, because human 

memory connections are often not at the graphic, swtactic, 

factual, or even literal level a simple matching strategy will 

not work. However, the similarity of the partial content to the 

sought content now involves whatever relevant feature(s) we 

believe tbern to share. The problem then becomes how we zero-in on 

these relevant features so as to retrieve the correct memory. In 

short, we find at the centre of Our retrieval theory a crucial 

need for a theory of categorisation. 

Potter (1990) is aware of this problem. She proposes a three 

stage process. In the f irst  stage a large amount of material is 

retrieved most of which is not relevant to the current context. 

The second stage then "selects according to some criteria, before 

passing the result to a third (conscious) staget1 (Potter, 1990, p. 

16) . It i s  the second stage with its selection according to some 

criteria that is the location of most of the significant work in 

memory. Potter does not offer much of a positive proposal. She 



does however, offer an important insight when she notes that 

efforts "to recall have much in cornrnon with problem solvingI1 

(Potter, 1990, p. 16) . Retrievai is not really the retrieval of an 
object instead it involves the difficult task of reconstructing 

information £rom current information. This is a reconstructive 

processes that involves the complex inferential procedures of 

problem solving. However, this is really only to redescribe what 

is needed for a theory of memory. 

However, this redescription is not totally vacuous because it 

does serve as a reminder that we found problem solving abilities 

at the core of a theory of the concept and categorisation. We also 

noted the need for a theory of categorisation at the heart of 

rnemory. What we have is a serious interconnection of probiems. A 

theory of memory needs a theory of categorisation and concepts as 

well as a theory of problem solving. Our theory of categorisation 

and concepts also needs a theory of problem solving as well. It 

also requires a theory of memory since categorisation involves the 

creation of important memory structures that are involved in 

rationalisation, integration, and retrieval. 

Perhaps the way out of this bind is to note h o w  both a theory 

of rnemory and a theory of categorisation point to a needed theory 

of problem solving in addition to pointing to each other. So, 

perhaps w e  can cut through the gordian knot of two interdependent 



theories, both of which seriously resist naturalisation. A good 

naturalised theory of problem solving would certainly rescue the 

situation. It is to our advantage that there was a significant 

research program that tried to explain human cognition in terms of 

problem solving. In other words it treated our problem solving 

ability as the basic process through which cognition could be 

naturalised and mechanised. 



CHAPTER 4. 

PROBLEM SOLVING AS A BASIC COGNITIVE PROCESS 

It is very easy to look at the whole process of cognition as 

problem solving . The acquisition of in£ ormation involves a series 
of problems to be solved especially when that acquisition involves 

learning. The storage and retrieval of information is a series of 

problems to be solved, and the transformation and application of 

information requires important skills in problem solving. So, each 

stage of cognition can be seen as problem solving. Therefore it is 

not surprising that one of the central projects of early 

artificial intelligence, in fact, you may Say the project that 

de£ ined its existence, was the attempt to build a general problem 

solver (GPS) . 

4.1. THE GENERAL PROBLEM SOLVER 

A general problem solver is device that is capable of solving 

problems in a variety of different areas. The guiding 

methodological belief was that the GPS ernbodied a set of broad 

techniques used by humans to solve a variety of pxoblems. The hope 

was that the GPS could be improved to the point where it could 

solve any kind of problem in any kind of domain (at least as well 

as a human being). In this way it would capture human intelligence 
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which was seen largely as the possession of a general ability to 

solve a wide variety of problems, and cognition was simply the 

application of intelligence to situations. So, the GPS project 

involved a theory of cognition and how cognition could be 

naturalised, viz . , abstract , analyse, and formalise problem 

solving so that it can be mechanised (hence be a r t i f i c i a l  

intelligence) . 

The GPS project has largely been abandoned because of the 

continual failure to produce a truly GPS. Some of this is due, no 

doubt, to the fact that the project often involved an attempt to 

do an engineering end-run around psychology and go straight to 

mechanisation and explanation by simulation, We've already 

discussed why this is a failed methodology so 1 would like to 

concentrate on two fundamental but flawed assumptions that were 

slowly revealed by the failure of the GPS project. The first 

flawed assumption is that al1 problems are in some important sense 

the same. Problems form a unified category so that al1 problems 

share a set of essential features that make them solvable by a set 

of broadly applying techniques such as means - ends analysis . This 
implicit platonic metaphyçics for problems was called into 

question by the failure to find such powerful general techniques. 

It turns out that techniques such as means-ends analysis are quite 

weak and do not generate the performance required to turn 

simulation into explanation. So, the field has moved to 



progressively more domain specific techniques involving data 

structures and heuristics specialised to a particular task, 

The second major f lawed assumption which was revealed by the 

failure of GPS was the assurnption that formulating a problem is a 

srnaller and easier job compared to solving it once it has been 

formulated. Given this assumption, and the hubris of the 

engineering end-run, it seemed legitimate for the programmer to 

carry out the formulation of the problem and concentrate on 

assigning the solution to the computer program. However, it became 

progressively clear that the opposite is, in fact, the case. How a 

problem is formulated is central because it constrains the problem 

solving procedure in necessary ways, and yet it is very difficult 

to explain this ability since it requires the analysis and 

formalization of psychological abilities that stubbornly resist 

analysis and formalization. 

In order to understand al1 of this it is necessary to be 

clear about what a theory of problem solving must explain. Holyoak 

(1990; 1995) has outlined six things a theory of problem solving 

must explain. The first is how goals are formed. The second is how 

heuristic methods develop. The third is how problems can be 

decomposed. The fourth is how planning is conducted. The f if th is 

how learning takes place during problem solving. The sixth is how 

knowledge acquired in one situation is transferred to another. 



While the first three points are clearly related to probiem 

formulation we should emphasise the role of problem formulation by 

cïearly stating that a theory of problem solving must expiain how 

problems are formulated in such a manner that they can be 

efficiently and quickly solved by a cognitive system with the 

limitations of human cognitive systems. Let us cal1 this condition 

the f omulation problem. 

To see why the formulation problem 3s so important it is 

necessary to quickly review work in artificial intelligence that 

developed within the GPS project. The primary metaphor behind a 

lot of this theorising about problem solving is the metaphor 

(again) of a search through a space. Problem so3.ving 3s seen as 

moving through such a space. Newell and Simon (1972) formalised 

this approach with the notion of a problem space in which a 

problem is represented by 4 kinds of elements. The first is a 

description of the initial state. The second is a description of 

the goal state to be achieved. The third is a set of operators, 

actions that can be taken, which serve to alter the current state 

of the problem. The fourth are path constraints which impose 

additional constraints on the solution beyond sirnply reaching the 

goal. An example of a typical path constraint is to find the 

solution using the fewest possible steps. 

The problem space consists of the set of a l1  states that can 



potentially be reached by applying available operators, and a 

solution is a sequence of operators that can transform the initial 

state into the goal state while obeying the path constraints. A 

problem solving method is a procedure for finding a solution. In 

other words, a solution is a path through the problem space (that 

obeys path constraints), and a problem solving method is a 

procedure for finding such a path. 

The major difficulty discovered by this formalization of the 

search metaphor ( a difficulty related to that we discovered with 

this metaphor's use in memory) is that most search spaces are 

incredibly vast. If at each step in the search any of F operators 

might be applied, and if a solution requires D steps then the 

number of alternative operator sequences (paths to be searched) 

is FD. Where F and D are even moderately large FD becomes 

enormous. Holyoak gives a good example £rom a typical chess garne. 

Suppose there are a total of 60 moves. At each step along the way 

there are usually about 30 alternative legal rnoves, So the number 

of alternative paths to be searched is 3060, a number so huge not 

even a fast computer can explore every possible move sequence. 

This fact about most problem spaces is called combinatorial 

expl osion. 

The key question we need answered is how we solve problems 

without being swamped by combinatorial explosion. Searching al1 



pathways or randomly searching pathways would lead to very poor 

performance since the chances of finding a solution are very poor. 

Newe11 and Simon's answer was that the problem solver uses 

heuristics, viz., people select only a srna11 number of 

alternatives that seem most likely to yield a soltition. mile 

algorithms are completely reliable procedures for finding a 

solution, heuristics are rules of thumb that cannot guarantee 

finding a solution, but are often successful without requiring a 

huge search through problem space as is the case with an 

algori thm. 

It is already clear why formulation is so important. How a 

problem is formulated is the real challenge since it is the 

formulation of the problem tha t  restricts the problem space and 

implies the heuristics to be used. m a t  is needed 3s a formulation 

that leads to a srna11 search space and heuristics for moving 

quickly within that space. So, for example, consider the famous 

mutilated chess board problem. Since a chessboard is an 8 by 8 of 

squares there are 64 squares. I t  can be covered completely by 32 

dominoes. But if 1 removed two of the diagonal corners of the 

chess board how many dominoes would it take? Could it be covered 

with 31? One way to formulate this problem is to see it as a 

filling problem in which one tries to actually cover the mutilated 

chess board with dominoes. This is a huge problem space and the 

trial and error heuristic is little better than random search. 



However, if one realises that each domino mut cover a black and 

white square, and that the diagonal corners are the same coiour 

there is a simpler formulation of the problem. In order to be 

covered by 31 dominoes the mutilated board must have 31 white and 

31 black squares. But since the squares that were removed were the 

same colour, our chessboard is one of only 2 possibilities, 30 

black and 32 white or 32 black and 30 white. Our search space now 

only involves two places to consider and we've zeroed in on 

exactly the kind of board we need. With this information we can 

quickly detennine that the chessboard cannot be covered by 31 

dominoes. Formulation radically alters the chances of finding a 

solution and even of making the problem solvable. However, this 

fact was not initially given the correct emphasis. 

Since Newell and Simon were working in the GPS tradition they 

suggested that there are a number of general heuristic search 

methods that could be applied to al1 problems. Problem formulation 

and heuristic selection were not given prominence. Instead general 

heuristics that could be applied efficiently to al1 problem spaces 

were sought. Implicit in this method is the belief that al1 

problems are fundamentally the same. The most important of these 

general heuristics was means-ends analysis. It is important to 

quickly review the basics of this heuristic in order to note key 

assumptions throughout the heuristic. 



We can make use of Holyoak's (1990; 1995) description of 

means-end analysis. The heuristic can be described with four 

s teps. 

1. Compare the current state to the goal state and identify 
salient differences between the two. If there are none, 
the problem is solved; otherwise, proceed. 

2. Select an operator that would reduce one of the 
differences. 

3. If the operator can be applied, do sot if not set a new 
subgoal of reaching a state at which the operator could be 
applied. Means-end analysis is then applied to this new 
sub-goal until the operator can be applied or the attempt 
to use it is abandoned. 

4. Return to step 1 (Holyoak 1990, p. 121) 

Note how the first stage assumes that the problem has already been 

formulated so that the salient differences between the initial 

state and the goal state can adequately constrain the selection of 

an operator. In a related vein note also how there is a reliance 

(again) on a notion of salience (or relevance) for constraining 

the comparison process without any indication how this salience is 

determined. Stage two will only work if the nurnber of operators is 

relatively srna11 and they operate in an independent fashion. It 

also presupposes encoded knowledge about the effectiveness of an 

operation in reducing one of the salient differences. How this 

knowledge is acquired and represented has been buried within the 

formulation problem. In stage three there are several stages where 

crucial judgements must be made, but a crucial one is the decision 

to abandon the attempt to use an operator. Since this can happen 



within a recursive loop (or loops) this becomes an important 

decision. The inferential (or at least non-arbitrary) procedure 

for doing this is actually a crucial part of the model. It 

presumably involves the acquisition of expertise and the ability 

to transf er knowledge f rom past similar situations to the current 

problem (Holyoak's sixth requirement on a theory of problem 

solving). Yet, it turns out that these abilities are very 

difficult to analyse and formalise. And both essentially involve 

the ability to effectively formulate a problem. 

kfl throughout this very weak general heuristic we see flawed 

assumptions about the nature of problems and about problem 

formulation. Al1 this becomes clear when we realise that the 

heuristic makes use of a table of connections (Mayer, 1983 ,p. 179) 

that lists al1 the di£ ferences that might have to be noted along 

with al1 the appropriate operators to be performed for each 

difference. In a real sense al1 the important work has been done 

in the writing of the table of connections. The heuristic produced 

is also quite weak in that it does not solve problems very well 

and is quite inflexible since it cannot deal with unanticipated 

differences or states. It is a universal weak method that applies 

in many domains but not very effectively in rnost. 



4 .2 .  ILL-DEFINED PROBLEMS 

Throughout the description of the GPS we have seen important 

areas requiring analysis and formalization that were not addressed 

because of two fundamental but flawed assumptions. The GPS really 

only works well for one type of problem. It only works well for 

well-defined problems. A well-defined problem is one w h e r e  the 

formulation has already been done. But there is another 

signif icant type of problem. Il1 - def ined problems are problems 

where the major part of the problem is to formulate the groblem so 

that it can be solved, Le., so that a problem solving method can 

effectively be applied t o  It. In an ill-defined problem the 

representations of the goal, initial state, operators, and 

constraints are incomplete, i. e. , they have not been suf f iciently 

formulated. Examples of i11-defined problerris are ones such as 

avoiding danger, wri ting a good essay, f ollowing a conversation, 

taking notes during a lecture, etc.. The key point is that most 

real life problems are ill-defined problems, and it is with ill- 

de£ ined problems that the two f lawed assumptions of the GPS most 

reveal themselves . Because of the massive presence of il1 -def ined 

problems we can Say that not al1 problems are of the same type, 

and formulation is not the smaller part of problem solving; 

instead, it is often where al1 the really intelligent work is 

being done. 



There are two basic reasons why the GPS failed for ill- 

defined problems. The first is that they involve what Matson 

(1976) calls "sizing-up" for which we do not have an analysis or 

formalization. The second is that ill-defined problems often 

involve a lot of domain-specific knowledge in the formulation 

process. However, as knowledge becomes more domain specific, 

transfer of learning across domains becomes very difficult. 

Mechanisms such as analogy play an increasingly important role. 

Yet once again our theories of analogy do not satisfy our criteria 

of analysis and formalization. However, let us first turn to 

Matson1s notion of sizing-up. 

Sizing-up a situation involves the following, 

1. Picking out, within a situation, certain features as 
relatively distinct; 

2. Of these distinct features, recognising some as more 
important than others and than those not distinguished 
( the background) ; 

3 . O f  these important features, apperceiving the static or 
dynamic whole which they compose; 

4. Relating this apperceived whole to one's interest; 

5. Finally, sometimes, raising the question of what one is 
going to do about the situation (Matson, 1976, p. 150) . 

To formulate a problem is to size up the problem situation so that 

when one raises the question of what to do (5) one has a 

cons trained problem space and effective heuristics for moving 

through that problem space. However, stage 5 presupposes the 



previous four stages. Yet note how in these stages we encounter 

familiar problems. The first stage involves feature selection and 

stage 2 involves feature weighting. It involves problems at the 

heart of categorisation. Stage three involves apperception of 

which Matson says that it is of the essence of sizing up that the 

whole is not only perceived but "united and assimilated to a mass 

of ideas already possessed, and so comprehended and interpretedN 

(Matson, 1976, p. 151). Here we see the meaning integration 

process so crucial to memory. Stages 2 and 4 involve relevance 

determination which is central to both categorisation and memory. 

So the gordian knot we hoped to cut with problem solving seems to 

be rewinding at the heart of a theory of problem solving. 

Let us cal1 sizing-up and problem formulation "the creation 

of a mental setH and agree with Holyoak that [El stablishing, 

changing, and maintaining a 'sett requires the ability to 

selectively attend and respond to goal-relevant information" 

(Holyoak, 1990, p. 126). We can then understand a lot of human 

problem solving and the errors typically involved in problem 

solving. The idea of a mental set was emphasised by the Gestalt 

school and a great deal of the research on errors in problem 

solving cornes from that tradition. This tradition emphasised 

restructuring of mental set in problem solving and explained a lot 

of errors in problem solving as a failure to restructure. 



A classic example of error due to a failure to restructure is 

the nine dot problem. In this problem the subject is presented 

with nine dots of 3 dots in 3 rows and instructed to use 4 

continuous lines to connect al1 the dots without lifting the 

pencil £rom the paper. 

Most people find this very difficult because they assume they 

have to stay in the boundaries of the square created by the dots. 

The nine dots are sized-up as a square and boundaries are created. 

The boundaries are considered relevant and the problem is 

formulated with the requirement that one stay inslde the lines. 

With this sizing up and formulation, L e . ,  mental set, the problem 

cannot be solved. Unless the mental set is broken the problem will 

remain unsolved. This is known as f ixity . (Anyone who has enj  oyed 

the game Mindtrap has repeatedly encountered fixi ty while playing 

the game.) 

A related error is functional, fixedness which is best 

explained through the classic two cord problern. F i r s t  give the 



subject a set of tools and have them perform a task that requires 

the standard use of the pliers. Then present them with two 

suspended cords and ask them to tie the two ends together. The 

problem is that they cannot simultaneously grasp both cords. Give 

the subject the pliers and instruct them to use the pliews to 

solve the problem. Most people will attempt to use the pliers as a 

tool to pull with, and they attempt to extend their grasp with the 

pliers. However, the problem is set up so that this solution will 

fail. People find it very difficult to solve this problem because 

they £ixate on the normal function of the pliers and this prevents 

the solution. This error increases to the degree to which the 

pliers had been used in a standard manner to solve previous tasks. 

( H e r e  is an example of domain specific knowledge transferring in 

an inappropriate manner.) Ir' the pliers are used os weight, 

attached ta one cord, and then the cord is swung as a pendulum, 

then this cord can easily be grasped while the other cord is held. 

What fixity and functional fixedness show is the significant 

role played by mental set formation in human problem solving. Any 

account of intelligent cognition needs to explain both how such 

sets are formed and how w e  escape £rom them (to the degree that we 

do) when we restructure and successfully solve a problem. And it 

must do this in a way that satisfies our two criteria of analysis 

and formalization. 



4.2.1. Expertise 

In fact, we can see these two processes interacting in the 

development of expertise, i , the expert has learned to break 

out of ineffective mental sets and restructure rnuch more effective 

ones. DeGroot (1965) dia some classic work comparing how chess 

experts ctnd novices go about solving chess problems. It was what 

De Groot did not find that is important. Chess masters do not have 

superior general reasoning ability or proficiency in means-ends 

analysis. Nor do they perform a more exhaustive search through the 

problem space. In fact, they actually consider fewer moves. They 

size-up the situation efficiently, formulate the problem 

ef fectively so they can zero-in on the relevant alternatives. So 

even for well defined problems like chess problems experts are not 

using GPS style methods of problem solving, 

A further difference between experts and novices showed up in 

terms of memory. Chase and Simon (1973) showed board positions to 

3 classes of players, They then removed the board and asked the 

players to reproduce the board £rom memory. The results showed 

that the greater the expertise of the player the more accurately 

the board was recalled. However, when Chase and Simon performed 

the same test using random board positions the expert memory 

playerls advantage was elirninated. Chase and Simon explained this 

by saying that chess masters recognised large meaningful patterns 

that are stored as chunks in long term memory (Chase and Simon, 



1973). Sizing-up and meaning integration in memory are intimately 

linked in problem solving. At the heart of a theory of problem 

solving we find we need a theory of how memory chunks are formed. 

However, like the related notion of a script or a schema there is 

no theory on offer of how such chunks are formed. This is because 

the notion of a chunk is an unconstxained theoretical notion 

standing for elements remembered together because relations of 

meaning and relevance are apperceived between the elements. 

So, the study of expertise confirms the picture of human 

problem solving and points to its dependency upon central f eatures 

of a theory of memory. Yet we can ask what explanations have been 

of fered of the abilities to form a mental set, breakout, and re- 

structure. The related notions of insight and restructuring corne 

£rom the Gestalt school. Insight is the ability to breakout of an 

inappropriate set and restructure a more appropriate one. Although 

we have good empirical evidence that insight is a real 

psychological phenomenon (Metcalfe, 19 86 ; Metcalfe and Wiebe 

1987) there is really no theory on offer for the phenomenon. 

Holyoak summarises the situation accurately when he States that 

al though " restructuring and insight play a role in problem 

solving, we are far from a full understanding of the mechanisms 

involved" (Holyoak, 1990, p 136) . 



However, Holyoak does go on to offer a candidate mechanism 

that may play a significant role in insight and restructuring. 

Holyoak points out that analogy (between problem situations) may 

sornetimes trigger re- structuring. And in f airness to Holyoak and 

many of his colleagues, it is difficult to see what else could 

fulfil the role of bringing about re-structuring since analogy 

typically (as wefve seen with Gentner's work) involves the 

transfer of rich conceptual structures. By means of an analogy a 

source problem that has been solved is used as a resource for a 

structure of relations that can set a new problem situation so 

that it can be solved. To use an old example, suppose that one 

needs an explanation of how the atom is structured. We think that 

perhaps the solution to a similar problem with respect to the 

solar systemls structure can provide some of the necessary system 

of relations to solve the problem, This old structure of relations 

is transferred to the new atomic problem domain and we have Bohr's 

mode1 of the atom. 

The key question that a theory of analogy rnust provide is an 

explanation of how the source problem is selected. This is 

important because the theory of analogy must explain how this is 

done without presupposing a solution of the problem to be solved. 

You cannot go looking for the source problem on the basis of the 

system of relations that constitute its explanatory (problem 



solving) structure since that structure represents how the 

situation was sized up and the problem formulated. For if one has 

that information then there is no need for the analogy. This point 

was noted by Mary Hesse some time ago (Hesse, 1966). P r e s u m a b l y  

some partial and relevant structure of relations is used to f ind 

the source problem, but that is merely to state a disastrously 

large problem. Once we slip from identity of structure to 

similarity of structure then al1 the old problems return. Since 

similarities are inf inite our memory must zero- in on the relevant 

similarity by making good inferences about how it is to use the 

partial structure and thereby retrieve the relevant source 

problem. What is needed here, of course, is a good theory of 

memory retrieval. 

4 theory of analogy must also explain how the analogy is used 

once it is selected. There is a lot of discussion in the 

literature about mapping of f eatures and/or relations, but there 

are difficulties with this approach. The problem with mapping is 

to select which features and/or relations to map. Holyoak points 

to parallel constraint satisfaction, a notion taken f rom 

connectionism, as a way of trying to explain how we select what is 

mapped from the source to the target problem. In parallel 

constraint satisfaction several constraints are addressed 

simultaneously in such a way that the attempt to solve one 

constraint affects and is affected by the atternpts to satisfy the 



other constraints. The classic rnodel is McClelland, Rumelhart, and 

Hinton's (1986) rnodel of word recognition in which nodes activated 

by letter f eatures activate (or i n h i b i  t) nodes responsible for 

words while these nodes in turn activate (or inhibit) the letter 

feature nodes. The result is a system which can deai with graphic 

ambiguity due to factors such as occlusion. So the attempt to 

recognise a letter (or series of letters) affects the attempt to 

recognise a whole word which in turn constrains letter 

recognition. 

Holyoak proposes that this rnodel be transferred to analogical 

problem solving. The basic idea is that features are chosen which 

go together to form the mapping with the greatest overall 

structural consistency. In other words, the overall mapping is 

best when the individual mappings tend to support each other. It 

is important to note a disanalogy between the word recognition and 

the analogy problem solving situation, In the word recognition 

situation the words are already possessed by the system whereas in 

problem solving by analogy this is not the case. This means that 

the criteria in tems of which the elements support each other in 

such a whole is not clear. Holyoak talks about structural 

consistency or elements supporting each other, but the nature of 

this consistency is not clear. In other words, deciding what the 

elements, relations, and whole are in an analogy are ill-defined 

problems unlike the situation for reading where the sub- goals are 



well -defined problerns . He States that structural consistency 

involves a constraint of a one- to-one mapping, and he lists work 

by Gentner as a reference when he discusses structural 

consistency, so it is reasonable to assume that he is using 

something very similar to Gentnerts systematicity, viz., that a 

good mapping is one that is part of a network of relations that 

are in turn the relata of higher order relations. Then what seems 

to be crucial to this whole process is the ability to compare the 

source and target descriptions and £rom that abstract a higher 

level causal or explanatory structure that can apply equally to 

both descriptions. It is this higher order structure that acts as 

the top-dom constraint in the mapping process, e t  this 

structure would play a role similar to the role played by the word 

node in the word recognition model. In fact, there is empirical 

evidence from Keane (1985) showing that if subjects are given only 

the solution part of the source problem, they still produce high 

rates of solutions to the target problem. So abstracting a common 

causal or explanatory structure seems to be the key process which 

actually constrains the mapping process. 

The key question is how such abstraction is performed. The 

problem is that the task of coming up with a good common 

abstraction to a relevant and shared causal and/or explanatory 

structure is a very ill-defined problem. It depends crucially on 

how you size-up the problem. For example, it depends on how you 



choose to describe the elements of both target and source. It 

depends on choices of how high you abstract, what routes of 

abstraction you take, and the whole process is constrained by the 

unformalised notion of a good explanatory structure. It is also 

apparent that this whole process depends (like Gentnerls 

systematicity, and Medin's similarity) on complex and highly 

structured conceptual representations. Thus at the heart of 

analogy we find ill-defined problem solving operating on and 

dependent upon highly complex conceptual structures. We have 

circles within circles. The central difficulty for problem solving 

was il1 -defined problems. In order to deal with them we turned to 

restructuring. In order to address this we turned to analogy and 

at its heart we find ill-defined problem solving as a crucial 

component. Analysis and formaIization have been seriously 

frustrated in this whole endeavour. In addition, we find a 

reliance on complex conceptual structure, as we earlier found a 

reliance on a theory of memory to explain source problem 

selection. So the hope of problem solving cutting through the 

interconnection problem seems to be largely misplaced. Not only 

does problem solving seem to resist analysis and formalization, it 

seems to circle us back up into the complex cognitive processes we 

were trying to explain with problem solving. 



CHAPTER 5 .  

INFERENCE AS THE PROCESS TO BE NATURALISED 

Such a frustrating repetition of failure should cause us to 

wonder if perhaps we are formulating the whole naturalism problem 

incorrectly. ( This is somewhat ironic given what wegve just 

discussed about restructuring in problem solving) . Since we seem 
to always circle back into reasoning and cornplex inferential 

processes perhaps the answer is to treat this as the basic 

cognitive process and try to formalise t directly. As Brown 

(1988) points out in his book this is a venerable project that is 

perennial within philosophy. Of course, for most of the time the 

attempt to formalise reason was not explicitly part of a 

naturalist project but served epistemological concerns. 

Nevertheless the fundamental failure of what Brown calls the 

classical mode1 of reason is highly relevant to Our purposes. For 

that project was the project to analyse and formalise reason which 

are our preliminary methodological imperatives. Also, as Dreyfus 

(1972) notes, that epistemological project fed directly into the 

foundations of artificial intelligence. 

We should also note a general feature of this epistemological 

project that should be kept in mind throughout the following 



discussion. That proj ect was concerned primarily with the 

justification of belief and this process was not often adequately 

distinguished £rom the method for the acquisition and revision of 

beliefs. This is a crucial point because one of the hallmarks of 

three of the critiques of the classical view of reasoning that  we 

shall consider is to point out that the inferential procedures by 

which we attempt to adequately justify beliefs cannot be the 

procedures by which we acquire and revise those beliefs. In brief, 

the context of justification is such an idealised context that the 

reasoning at work in such a context cannot be generalised to most 

of the contexts of human activity. Frorn this realisation we must 

either conclude that human beings are, for the most part, 

condemned to irrationality, or w e  rnust pursue a less idealised 

notion of rationality, Le., a more human scale notion of 

rationaiity. Given that the justification project that set such a 

high standard has now collapsed, the  second conclusion seems more 

reasonable. In fact, we shall see that Brown's critique of the 

justification proj ect leads to conclusions that are quite similar 

to what is proposed by those who advocate a more human scale 

notion of rationality. 

Another general feature we should note is that the 

epistemological project traditionally linked reasoning to the goal 

of obtaining knowledge. Epistemology has tended to concentrate on 

how reasoning can tell which beliefs should be held, and on those 



properties possessed by a worthy belief. These two questions are 

intimately related since how reasoning inforns one of belief 

worthiness is determined by the nature of belief worthiness. So, 

if the mark of belief worthiness is certainty then reasoning will 

provide tests of certainty. Now we must distinguish between belief 

worthiness properties, such as certainty, and properties of the 

testing procedure. what is interesting to note is that while there 

has been a wide variation in the belief-worthiness properties 

being sought there has nevertheless been a considerable consensus 

about properties of the testing procedure. As Brown (1988) notes, 

epistemologists £rom Plato to today have agreed that reason should 

make use of procedures that are universal, necessary, and rule- 

governed. In other words, no matter what belief-worthiness 

property the classical epistemologist was seeking, the testing 

procedures needed to be those that would find this property for 

al1 and would necessarily find it in al1 cases. Universality and 

necessity would be found in a set of rules that guaranteed 

universality and necessity. Reason would be analysed into the 

rules of belief-worthiness testing. These rules would be 

completely formalised so that, as Leibniz famously put it, al1 

philosophical discussion would turn into calculation (Leibniz, 

1677, p. 15) . It is important to remember this distinction 

between belief-worthiness properties and properties of reasoning 

itself, because epistemology got caught up in endless disputes 

about belief-worthiness properties and the tests one should use, 



but how the tests should function a question with much 

psychological import) was not seriously questioned. This was the 

consensus behind the endless disputes. Yet it is precisely this 

consensus that Brown wishes to cal1 into question. 

For Brown, reasoning has repeatedly been understood as the 

possession and application of algorithms, Le., of rules that 

apply universally and are guaranteed to converge on a solution, 

And as Dreyfus (1972  ) notes this epistemological assumption was 

carried into the heart of the A. 1. project2. Brownls main point 

is that the algorithmic mode1 of reasoning always engenders two 

central questions for the epistemologist. The epistemologist needs 

to tell us on what basis we select the information to which we 

w i 1 1  apply our rules. She must also tell us how we select the 

r u l e s  to apply to that information. We need an account of the 

appropriate starting point, and of the appropriate r u l e  selection 

procedure.  Two important decision procedures need to be explained. 

If these decisions are carried out rationally then presumably they 

involve algorithms. So imrnediately one is launched into an 

infinite regress of rules. 

Various solutions such as foundationalism, falsificationism, 

We must remernber the fact that although al1 computational 
programs involve operations carried out algorithmically not al1 
programs are algorithms for problem solving. These are two 
different levels of analysis, 



coherentism, and conventionalism do not work because we either end 

up back in the regress or we must base reason on arbitrary (non- 

rule governed) processes. Either one of these leaves us with 

irrationality at the heart of rationality. Essentially Brown 

simply transfers the arguments against foundationalism, 

coherentism, etc. for belief-worthiness ont0 these attempted 

defences of rule governed testing procedure. Brown concludes that 

rationality is based on judçement which is neither arbitrary nor 

is it rule-governed. Judgement is the process by which rules are 

chosen, abandoned, revised, and applied. So it is responsive to 

context, knowledge, and a sense of what is relevant. Brown likens 

it to a ski11. He states that "when we develop the ability to 

exercise judgement in a particular field, we are developing a 

skill" (Brown, 1988; p. 156). He describes its formation and 

application in terms of expertise development (pp. 146 -148) , 

At this point the cognitive scientist may simply beg off and 

claim that she is not interested in questions of justification. 

Perhaps the whole process only has an irrational basis. What she 

is trying to do is to naturalise cognition and thereby begin to 

explain it. Yet although Brown is explicitly concerned with 

questions of justification, his point cannot be easily avoided 

simply by invoking a normative\explanatory distinction. For 

Brown's main point is that those processes that' select the 

information for the application of rules, and those processes that 



create, apply, adjust, revise, and reject the rules, are of a 

different order than the domain of the algorithms. In short, ais 

the heart of reasoning is a formulation problem because setting up 

a situation in which to reason properly is an ill-defined problem. 

It is a problem for the cognitive scientist because having an act 

of judgement at the heart of reasoning totally frustrates the 

methodological imperative to formalise cognitive processes. 

Brown seems aware of this since he specifically addresses the 

issue of whether or not his theory precludes naturalism. He states 

that there is nothing mysterious happening when we exercise 

j udgement . Ins tead of worrying about such mysterious processes we 
should note that "naturalism suggests that the work that leads to 

judgement is done by our nervous syst m... "(Brown, 1988; p.171). 

The argument implied by this and similar statements is that since 

the brain possesses (or cornes to possess) the skill of judgement, 

and since the brain is a natural object, then it follows that we 

must be able to produce a naturalistic explanation of judgement 

and hence of reasoning. This argument is f lawed. My cat ' s brain 

possesses the skill of judgement, and its brain is a natural 

object, but we should al1 doubt its capacity to produce a theory 

that naturalis tically explains that skill of judgement . Brown ' s 
argument confuses the instantiation of a property with the 

epistemic ability to naturalistically explain that property. The 

rejection of a dualistic metaphysics does not guarantee the 



brainfs ability to produce a naturalistic theory of judgement. To 

make this mistake is simply to argue that the assertion of 

metaphysical naturalism guarantees the success of methodological 

naturalism. This is a very dubious form of argumentation. One's 

chosen metaphysics (even if it happens to be the correct one) does 

not guarantee one's epistemological successes. What was bothersome 

about Brown's critique, and what needs to be addressed, is that it 

shows that the classical mode1 of reasoning relies crucially on a 

process that methodically (given Brown's own argument) resists 

analysis and formalization. Short of a dubious faith in an 

engineering endrun it is difficult to see why this does not cause 

considerable problems for the attempts to naturalise reason. 

This problem becomes obvious if we actually put it into the 

framework of the cognitive scientist who wishes to give a machine 

the ability to reason. From Brown he concludes that reason 

requires very central decision processes which cannot be captured 

by a set of rules. Instead he must supply the machine with a sense 

of what is contextually relevant, and the ability to continually 

create, select, modify, and reject the rules it is using when it 

reasons. What should fie now do? He knows how to give the machine 

al1 kinds of forma1 rule-governed systems that have been 

identif ied with reasoning. He can give the machine forma1 logic 

and/or probability theory, but this is not enough, for both these 

systems must be used with judgement if the machine is going to be 



rational. So he adds mathernatics, then perhaps the canons of 

scientific experimentation, but again and again these must be used 

with judgement if the machine is to be rational. The basic point, 

which both Brown and (as we shall see) Harman miss, is that when 

reason is no longer identified with the possession of a formai 

system but with the defeasible (does not apply necessarily and 

universally) use of that formal system, it becomes very d i f  f icult 

to give a naturalistic account of reasoning. Decisions about what 

is relevant become paramount since judgement is the ski11 of 

deciding when it is relevant or reasonable to select, create, 

modify, adjust, or reject a r u l e  or set of rules. Yet a theory of 

relevance is very hard to corne by, Hopefully, this point will 

become progressively clearer. 

Alvin Goldman (1978) has also been very critical of the 

classical notion of rationality inherited from traditional 

epistemology. His basic point is that the normative requirements 

of epistemology have often not been adequately matched to the real 

rational competence of human beings. He discusses this failure 

with respect to memory, belief,  and principles of knowledge 

revision, but we shall concentrate on the third discussion since 

that is most relevant. He discusses two rules of rationality 

proposed by traditional epistemology. The f irst  is the r u l e  to 

believe al1 the logical consequences of what you believe, L e . ,  

practice deductive closure. The second is the rule to not believe 



al1 the members of an inconsistent set of beliefs. Yet the first 

rule is impossible to follow because the number of logical 

consequences are infinite in number. The second rule  is non- 

executable because there is no effective procedure for determining 

inconsistency, i.e., there is no known procedure that if followed 

guarantees that one will discover al1 existing inconsistencies for 

a set of propositions (Goldman, 1978)- Without an algorithm for 

determining inconsistency the second rule is not executable, 

Perhaps what we need to do is to weaken both rules to simply 

try your best to believe al1 the logical consequences of your 

beliefs and try your best to avoid inconsistency. What this best 

is and how we handle the inevitable varizCion between individuals 

would become very central and difficult problems. But even if we 

resolved them we would be launched into all-consuming projects. 

Trying my best would mean to take my entire life-time finding as 

many logical consequences for my beliefs as possible, and a 

similar life consuming project would ensue if 1 tried my best to 

avoid inconsistency. These two proj ects once started would block 

al1 other epistemic projects. They would completely exhaust human 

competence. 

If one responds that we should only reasonably try to satisfy 

the two rules t hen  one cornes directly up against Brown's 

criticisms and the conclusion we drew from his argument. What is 



reasonableness beyond the ability to derive logical consequences 

and avoid contradiction? It is BroTmts notion of judgement. 

Goldman is hopeful that cognitive psychology will be able to tell 

us about this ( or at least significantly help to tell us), but we 

shall see that he may be over optirnistic. What Goldman has done is 

show us that the rules of rationality that were unquestioned in 

the idealised context of belief justification do not transfer well 

to general rationality. Christopher Cherniak has supplied 

additional arguments for this conclusion. 

Cherniak (1986) starts his argument by noting the relation 

between rationality and being an agent where an agent is a 

creature that has beliefs, desires, etc.. He begins with the 

familiar notion that action is ujually explained as resulting £rom 

belief and desire. For example, I 1 m  thirsty, and 1 believe there 

is pop in the fridge, so 1 go towards the fridge (there were 

additional inferences along the way, but P m  sure the reader can 

supply them) . However, if the connections between belief , desire, 
and action are not rational we cannot infer the existence of 

belief or desire £rom the action. Psychology is not possible 

without an assumption of rationality. 

Now, what we are actually assuming is an imprtant question. 

Dennett (19 81) argued that experimental evidence has shown that 

human beings are not very rational, i. e., that they reason in a 



formally incorrect manner, and so the rationality assumption is 

unwarranted and therefore the whole of belief-desire psychology 

really only has an instrumental value. Cherniak responds to 

Dennett by asking how much rationality is needed to establish 

agenthood. Werve already seen that the requirement for deductive 

closure is unjustified and even weakening the requirement to do 

your best towards achieving deductive closure is to ask too milch 

of any finite agent, So Cherniak weakens the condition even more 

to the f ollowing requirement: 

If A has a particular belief-desire set, A would make 
all and only sound inferences from the belief-desire 
set that are apparently appropriate (Cherniak, 1986, p. 
13). 

Now, what is meant by "apparently appropriate" is important. 

Cherniak talks about inferences that are useful  to A for achieving 

A's goals and satisfying A's desires, but that only shifts the 

burden to the notion of usefu.lness. In any case, Cherniak is not 

happy with the above condition which he calls the ideal in£ erence 

condition. He says that it is a feature of what he calls ideal 

rationality. He daims it is the level of rationality presupposed 

by Dennett, traditional episternology, and most of cognitive 

psychology which has worked in the shadow of the classical notion 

of rationality. 

However, for Cherniak this level is still far too high. He 



notes that we do not conclude that a person does not possess a 

belief simply because he fails to infer a l1  the apparently 

appropriate logical consequences from a particular belief-desire 

set. 1s this simply because we are kind and tolerant to each 

other? No, for many of the apparently appropriate inferences are 

still practically impossible because many of the inferences 

involved exceed human capabilities of representation and 

computation and because many of the inferences would require more 

time than humans possess. Even if w e  restrict the inferences to 

those that are f easible, i. e., within human representational and 

computational capacities, yet we would still be making too strong 

a requirement. The inferences might not be best at a crucial 

moment or one could get involved in an infinite regress of 

deciding which inferences to undertake (very similar to Brown's 

point), and beyond al1 this there would still be very many 

inferences that would require more time than that available to 

human beings simply because of their computational complexity 

(remember combinatorial explosion) . For exarnple, one Eeasible 

inference directed to satisfying a desire in A ' s  belief-desire set 

may take up al1 of human memory to represent and process, and so 

it: would completely consume A's cognitive finite resources and 

time. we are al1 in what Cherniak calls the f initary predicament, 

viz., we have very limited cognitive resources and processing 

time. This imposes very serious constraints on our inferential 

capaci ties so that Cherniak rightly concludes that " [NI ot making 



the vast majority of sound and feasible inferences is not 

irrational; it is rationalu (Cherniak, 1986, P.24, ernphasis in 

original) . 

Perhaps there is no rationality requirement on agents. For 

example, we could follow Russell (1971) and go with an assent 

theory of belief in which A believes al1 and only those statements 

A would affirm. Yet without rationality we could never infer 

belief £rom be.haviour nor explain behaviour from belief. Yet these 

are very successful practices for us. In fact, we sometimes 

override affirmation because of behaviour. So, for example, Peter 

d a i m s  very sincerely and strongly that he does not believe in 

vampires. But we notice that he always carries crucifixes, has 

garlic and holy water ready to hand, owns a collection of wooden 

stakes, and avoids Transylvania. The point is that this behaviour 

makes sense only if Peter believes in vampires. His belief may be 

repressed, denied, or part of some self-delusion, but we have 

access to it by overriding his affirmation and drawing conclusions 

from his behaviour and assumptions that there are rational 

connections between his behaviour and his belief (even where the 

beliefs may not be very belief worthy) . 

Cherniak estabiishes his position by the exhaustion of a 

trichotomy. We must choose among either ideal rationality, or the 

no rationality condition, or sornething weaker than ideal 



rationality but stronger than the no rationality position. Since 

the first two have been ruled out the third alternative is 

established. Cherniak calls this minimal rationality which does 

not mean the lowest level of rationality it means "moderation in 

al1 things including rationalityu (Cherniak, 19 86, p. 9 ) . This 

leads to the following inference requirement: 

If A has a particular belief -desire set, A would 
undertake some, but not necessarily all, of those 
actions (and inf erences) that are apparently 
appropriate (Cherniak 1986, p. 10, emphasis in 
original) . 

Therefore the fact that humans fail to make certain inferences 

(especially in the artif icial situations that generate the 

empirical evidence Dennett cites) is not convincinq evidence that 

they are irrational tout court. 

We may now ask what makes us rational agents once we have 

accepted Cherniak's notion of minimal rationality. Cherniak is 

very clear about this when he states ". . . [A] person cannot act 

minirnally rationally ... unless, at least sometimes, the 'right' 

beliefs are recalled to short-term mernory, The right beliefs are 

those that are relevant to making a current decision about whether 

or not to undertake a given actionn (Cherniak, 1986, p. 61, my 

italics) . So, it is not merely the ability to derive inferences 
that constitutes rationality. Rather something like Brown's ski11 



of judgement takes centre stage. As 1 have argued elsewhere with 

Dan Chiappe, Our flrationality is also constituted by the ability 

to select relevant lines of inquiry, either by focusing on 

relevant information in the external world, of by focusing on the 

relevant information in our knowledge baseN (Chiappe and V e r v a e k e ,  

p. 9 ,  1 9 9 5 ) .  

This abili ty to realise relevance has s truck philosophers 

attempting to naturalise the mind as very wonderful. Hume 

atternpted to provide a mechanics of the mind (Haugeland, 1985) , 

but when he came upon this ability to realise relevance he was 

taken aback as the following quote attests: 

Nothing is more admirable, than the readiness, wi th 
which the imagination suggests its ideas, and presents 
them at the very instant, in which they become 
necessary or useful. The fancy runs £rom one end of the 
universe to the other in collecting those ideas, which 
belong to any subject. One would think the whole 
intellectual world of ideas was at once subjected to 
our view, and that we did nothing but pick out such as 
were most proper for our purpose. There may not, 
however, be any present, beside those very ideas, that 
are thus collected by a kind of magical faculty of the 
soul, which, thof it be always most perfect in the 
greatest geniuses ..., is however inexplicable by the 
utmost efforts of human understanding (Hume, 1965, p. 
24 1 

Of course, someone interested in naturalism, as is Cherniak, 

cannot rely on magical faculties of the soul. In fact, Cherniak 

claims that "We now have the solution to Hume1 s rnysteryu (p. 69 )  



and that ". . .no magic homunculus is necessaryM (p. 69) . So 

Cherniak sees this as a central problem created by his revised 

notion of rationality, and he claims to have a solution. We shall 

critically examine that alleged solution later and find it 

seriously wanting, but let us first follow out another important 

implication of Cherniakls view that has been addressed powerfully 

by Gilbert Harman. 

Given that Our rationality is constituted by something beyond 

Our ability to derive inferences, it follows that a theory of 

logic cannot be a theory of reasoning. Gilbert Haman (1986) has 

argued that neither deductive logic nos the probability calculus 

are sufficient for carrying out relevant inferences. In order to 

understand this claim better let us consider some of his more 

specific arguments. Haman makes a clear distinction between rules 

of inference and rules of implication. The rules of inference are 

rules for how one is to revise onels belief in the face of new 

in£ ormation. The rules of implication, i. e., the rules of f ormal 

logic, do not do this. As Harman never tires of arguing, logic can 

only tell you that something in your belief syst~m has to change, 

it does not tell you what to change or how to bring about that 

change. So, if a person believes that if P then Q and P, and they 

corne to believe not-Q, the principles of formal logic do not tell 

the person whether they should stop believing the first premise, 

the second, or whether to question the appropriateness of the rule 



in that situation (for example, temporal problerns involving modus 

ponens can become quickly paradoxical) . 

m a t  is needed for inference are mles of belief revision. 

Harman is very clear that these rules differ £ r o m  thoçe of 

implication in that they are defeasible while the rules of 

implication hold without exception e are universal and 

necessary) (Harman, 1986, p. 4 )  For example, Harman argues that 

one general principle of belief revision is to practice 

conservatisrn (p. 591, i.e., revise beliefs to bring about the 

least amount of overall change to your belief set , and yet there 

are times when it is important or relevant to override this 

principle, such as massive restructuring in the development of 

expertise, personal conversion to a new belief-system or a period 

of scientif ic revolution, etc. . In short, these principles of 

belief revision must be executed with judgement. 

So the situation with respect to formal logic is that its use 

is governed by principles of belief revision which are in turn 

defeasible and dependent upon the ski11 of judgement. Harman also 

criticises attempts to identify reasoning with the use of the 

probability calculus. Here his argument is very similar to 

Cherniak. (See also Brown for a similar critique of attempting to 

ground rationality in probability theory.) He notes that 

probability theorists speak of the principle of conditionalisation 



when they discuss how one should use probability theory to revise 

one's belief. This is described using the following formula: 

where P stands for a proposition and E stands for evidence. Now, 

one can use conditionalisation to get a new probability of P only 

if one has already assigned a probability to E and to P& E . So if 
there are various possible conditionalisations for P then for 

every P one wishes to update one must assign probahilities to 

various conjunctions of P and one or more evidence propositions 

and/or the denial of these propositions. Harman points out that 

this "leads to a combinatorial explosion, since the number of such 

conjunctions is an exponential function of the number of relevant 

evidence propositions~ (Haman, 1986, pp. 25-26). So if one 

wished to update 10 propositions one would have to consider the 

probabilities of over a thousand such conjunctions, for 20 

propositions the number of probabili ties one mus t consider rises 

to a million, and for 30 it swells to a billion (p. 26). In other 

words , the attempt to identify belief revision with 

condi tionalisation slams up agains t the f initary predicament . 

Harman concludes that belief revis ion should not be identified 

with the use of the probability calculus "because it is too 

complicated for mere finite beings to make extensive use of 



probabilities" (Harman, 1986, p. 27) . Once again we must turn to 
defeasible principles of belief revision in order to understand 

how finite human beings actually reason, and when we do we once 

again highlight the skill of judgement, 

Brown, Goldman, Cherniak, and Harman have al1 pointed to a 

need to fundamentally reconceptualise reasoning. For al1 of them a 

central role must be given to defeasible principles constrained by 

a skill of judgement or relevance realisation- Wetve seen that 

Brown's attempt to answer this problern and satisfy the 

naturalistic imperative is very weak. Goldman suggests we turn to 

cognitive psychology (which we shall do), and Harman is relatively 

silent on a theoretical explanation of those cognitive abilities 

that generate and use his defeasible principles of belief 

revision. It is really only Cherniak who explicitly addresses the 

question in an extended marner by trying to provide an account of 

how the relevance so central to minimal rationality is realised in 

human cognition- In fact, he claims to have explicitly solved this 

age-old problem. 

Cherniakts explanation of how relevance is realised rests 

upon a theory of memory organisation which should cause us some 

preliminary worries given what we have learned about the 

naturalistic success of theories of memory organisation. 

Cherniak ' s theory relies on a distinct ion between working memory 



and long term memory. A theory of relevance realisation must 

explain how working memory uses active information in order to 

derive some of the appropriate inferences and thereby satisfy 

minimal rationality. Long term memory must insure that, at least 

sometimes, relevant information is retrieved into working memory. 

Cherniak pins his hopes on the long-term memory retrieval 

component, Presumably if relevant information is retrieved, then 

relevant inferences will be derived. This rnay be a questionable 

assumption since it is far from clear that relevance is transitive 

in this way, but let us move to directly consider Cherniak's 

positive proposal. 

For Cherniak the principal requirement on rnemory organisation 

is one that follows from the finitary predicament, viz., long term 

memory retrieval must seriously limit the amount of information 

searched. Memory search must not become an all-consuming task. 

However, simply using a small random search would be a very poor 

strategy for retrieving information relevant to the curent 

context. So Il.,, the required strategy must be better than chance, 

but need not, of course, be perfect; the latter wouId require 

prescience" (Cherniak, 1986, p. 6 His solution, which is 

reminiscent of script and schema theory, is to cornpartmentalise 

the information in long term memory. These compartments or subsets 

are owganised so that l l . .  . items within a subset are more likely 
to be relevant to each other than items from different subsets" 



(p. 66) . During processing, cognitive systems would examine only 

those cornponents that are likely to contain relevant in£ ormation 

while ignoring those that are probably irrelevant. Cherniak argues 

that we "...have found a connection between memory organisation 

and rationality: a basic precondition for our minimal rationality 

is efficient recall , which itself requires incomplete search, 

which in turn requires compartmentalisation" (1986, p. 69) . With 
this he claims to have solved Hume's problem and provided the 

once-mysterious mechanism that drives the inferential processes 

that constitute minimal rationality. 

We noted a similarity between Cherniak's solution and the 

solution proposed by script theory ( and we shall also see the 

same strategy again at work in Sperber and Wilson's theory of 

relevance) . Un£ ortunately for Cherniak, the core cri ticisms of 

script theory transfer to his account. Essentially he begs the 

question because he gives us no adequate explanation of how the 

cornpartments are formed in the first place. 'Tornpartmentt' is an 

unanalysed and unformalised notion. What are izhe criteria for 

compartmentalisation? So, for example, do we have a cornpartment 

for dealing with restaurants (the favourite example of script 

theorist) ? If so there is a vast amount of information about 

restaurants, yet most of this information is going to be 

irrelevant rnost of the time. So people must determine what the 

relevant information about restaurants is and they must organise 



this information in an efficient mariner so that relevant 

connections can be drawn between information when the component is 

searched. This very ill-defined problem requires a rational 

homunculus exercising judgements about relevance and creating 

organisations of information that succeed in implernenting those 

judgements. In short, Cherniakt s theory needs a theory of memory 

organisation and retrieval, which, as welve seen, needs a theory 

of categorisation, and a theory of problem solving, etc., 

We should also note that an additional failure of script 

theory is a failure to explain how scripts are selected. 

Cherniakls theory must also explain how compartments are selected. 

At any one tirne the cognitive systecn has a vast number of 

components at its disposal. In a sense the original problem of a 

vast m e m o r y  search resurrects itself; that is because Cherniakfs 

solution is a variation on a typical solution known as the cheap 

test solution. In the cheap test solution (Haugeland, 1985), the 

system supposedly quickly looks over al1 available information by 

having organised the information into groups and flagging or 

tagging each group. In short, one checks al1 the flags then 

chooses a grouping of information which one explores in detail. 

Haugelandls explanation of why this strategy fails is stunning for 

its relevance. He states that the trouble ". . . with cheap tests 
is that the real world isnl t so conveniently compartmentalisedll 

(Haugeland, 1985, p. 206) . His point is that the interconnections 



between things are vast and complex. In order to deal with this we 

need to make the testing of our cornpartments more r e f i n e d ,  L e .  w e  

must use more labels with more information. The problem iç that 

the tests could be made more discrirninating, with numerous 

conditions and qualifications, but then theylre no longer cheap, 

which defeats the whole pointu (Haugeland, 1985, p. 206). Whenever 

the cheap test is scaled up to handle the complexity of 

informational relations available to humans, it simply repeats the 

problem it is designed to solve. 

Chiappe and Vervaeke (1995) consider one possible answer on 

Cherniakls behalf. We consider the possibility that Cherniak might 

Say that the selection of compartments is determined by how a 

current situation is c l a s s i f i e d .  So, if the situation is 

classif ied 'eating at a restaurant' the 'eating1 and 'restaurantt 

components would be activated while al1 others may be ignored. The 

problem with this of course is that we need a theory of how 

situations are conceptualised, and welve seen that a theory of 

classification and conceptualisation is not forthcoming. In 

addition, the cognitive system must conceptualise the situation in 

the right way so that the relevant compartments are actualised, 

and once again judgeroents of relevance corne to the fore. Finally, 

it is dubious that this move will constrain the search. So, for 

example, the eating component should contain references to living 

beings. So presumably there is something like a cross-reference to 



the living thing cornpartment, which may give access to rnany other 

compartments. In other words, the compartments have to be 

permeable, and then once again questions about how to constrain 

the search to what is relevant come to the fore. 

Pinally, the theory does not really explain our rational 

competence. Even if the previous problems were solved we would 

only have a system that explains what people do under 

stereotypical situations. This is because the compartments only 

store information about what is frequently relevant. However, as 

we've seen, people are often confronted with non-stereotypical 

situations that require them to restructure their mental set. 

People bring to bear other relevant information £rom other domains 

which they transfom and adjust to the current situation. So the 

restaurant cornpartment presumably has not stored information about 

what to do if your cutlery is stuck to the table cloth or your 

waiter passes out while serving you. Nevertheless, people have the 

competence to deal with such situations in a rational rnanner. 

Solving ill-defined and novel problerns is something that any 

theory of reasoning must be able to explain, but Cherniakts mode1 

is inadequate to this important task. A theory of reasoning must 

not simply be a theory of habit formation. 

It is important to briefly take stock. Wetve seen persuasive 

arguments for why we should reject the classical theory of reason 



generated by the epistemological tradition. Wetve seen that this 

rejection entails differentiating reasoning £rom the possession of 

formal systems such as forma1 logic and the probability calculus. 

Instead, defeasible principles of belief revision within a minimal 

rationality give priority to the ability to judge relevance. Yet 

the only clear attesrqt frorn the critics of the classical theory to 

give a naturalistic explanation of this ability seriously begs the 

question, and returns us to those very domains, e.g. 

classification, rnemory, and problem solving , that we were seeking 

to explain with a theory of human reasoning. Given this conceptual 

framework it is difficult to share Goldman's enthusiasm that 

cognitive psychology will provide us with the basis for a 

naturalised account of human rationality. Nevertheless, let us 

quickly review current work on the psychology of reasoning. 

5.1. THE PSYCHOLOGY OF REASONING 

Insofar as the psychological theories of reasoning are based 

on the clairn that reasoning is simply the use of forma1 systems 

such as formal logic or the probability calculus, these theories 

hold no hope for Goldman. Where these theories identify rational 

cornpetence with the possession of such formal systems they simply 

fa11 prey to his criticisms as well as those of Brown, Cherniak, 

and Haman. What Goldman needs are psychological theories that 

attempt to provide mechanisrns of reasoning other than those 

offered by traditional epistemology. Fortunately for Goldman, 



there has been a vigorous tradition within cognitive psychology 

that has taken exactly this route. 

In this alternative tradition the errors people typically 

make in reasoning are not seen simply as performance errors; 

instead they are effects which reflect our underlying rational 

cornpetence. Although there are different kinds of errors and they 

have each received specific empirical and theoretical attention 

(See Green 1992; Eysenck and Keane 1990 for good reviews) it is 

clear that there is a feature shared by these errors which has 

mos t impressed those taking this al ternative approach. When people 

are given reasoning tasks that are formatted in a purely formal 

manner they are of ten very poor at these tasks. When, however, 

they are supplied with content, or experience, or a pragmatic 

context (none of these terms are we11 defined) then their 

performance improves considerably. In addition, when you posit 

mechanisms that make use of this semantic and/or pragmatic 

information you have the ability to explain the kinds of errors 

people typically make. Al1 of these daims are controversial. What 

1 would like to emphasise is that the main criticisms of these 

theories repeat a point made throughout this work, viz., the turn 

to such semantically and pragmatically rich theories seriously 

f rustrates the proj ect of methodological naturalism. In order t o  

show this 1 would like to consider the two prominent non-formalist 

theories of reasoning and the most damning criticisms of those 

theories . 



5.1.1. Brainefs Theozy of Natural Deduction 

It is important first to review briefly why the more 

f ormalis t approaches have corne under serious cri ticisrn. The rnos t 

prominent of these approaches is perhaps Braine's natural 

deduction theory which proposes that when people reason they use 

abstract rules much like those of the propositional cal,culus. 

Natuxally, people often make invalid inferences and these need to 

be accounted for by Braine's theory. The main explanation of 

fallacious reasoning is the claim that the premises of the 

argument have been given interpretations that reflect 

conversational principles such as Grice's CO-operative principle 

and his maxims. These interpretations of the premises are then 

treated in a valid manner by the reasoning mechanism, but the 

results produced are invalid given a strict (i.e., without Gricean 

assumptions) interpretation of the premises. There is some 

empirical support for this position (See Eysenck and Keane, 1990 

for a good review), but there are also serious shortcomings of the 

theory which motivated the non-formalist alternatives. 

Brainefs theory relies crucially on a comprehension and 

reinterpretation component that is driven by pragmatic factors. 

This part of the theory is seriously underspecified. In fact, 

Wilson and Sperber (1981) have argued convincingly that the whole 

Gricean framework collapses into a theory of relevance. Therefore, 

at the heart of Brainets proposal we find a need for a theory of 



relevance, which is not forthcoming from Braine. A l s o ,  the 

empirical evidence that helped to support the natural deduction 

theory has become qui te ques tionable . 

In the work (Rumain, B., Connell, J., & Braine, M. D. S. 

1983) that supported Braine's theory, subjects were tested with 

arguments that usually elicited the fallacies of denying the 

antecedent or af f irming th2 consequent . I t was hypothesised that 
subjects would conclude from Gricean principles that al1 relevant 

al ternatives were being communicated in a test situation. 

Therefore they would assume a lack of alternatives which caused 

them to infer If Q then P £rom If P then Q. This would lead to the 

f allacy of af f irming the consequent . However , when addi tional 

premises were added that de£ eated the Gricean assumptions , e . g . , 
if in addition to If P then Q an If R then Q were added, then the 

fallacies were suppressed and valid reasoning occurred. 

However, this whole line of evidence was called into question 

when Byrne (1989) found evidence using the same paradigm as Rumain 

et. al. that addi tional in£ ormation could also suppress valid 

inferences as w d l .  In other words, Byrne showed that providing 

additfonal antecedents can have the effect of reducing the 

frequency of valid modus ponens and modus tollens inferences. So 

the empirical support for Braine's position is not as strong as it 

first  appeared. 



A third problern of the theory was that it is difficult to 

extend it to most forms of reasoning beyond straight deduction. 

This poses a certain reflexive difficulty for the theory since the 

pat terri of in£ erence involved in the reinterpretation of premi ses 

is certainly not deduction but something much more like inference 

to the best explanation. So most forms of reasoning, including one 

central to the theory itself, do not fa11 within its explanatory 

scope. 

Finally, and probably most crucially within cognitive 

psychology, abstract rule theories like Braine's have a great deal 

of di£ f icul ty accounting for content ef f ects upon reasoning . The 
most famous series of experiments dealing with contents effects 

have to do with Wason's selection task. The main f inding of this 

task (to be described shortly) is that the subjectls performance 

is greatly influenced by whether the material presented is in 

concrete or abstract form. The abstract rule theory predicts the 

opposite, viz., that aside £rom pragmatic considerations there 

should be no such difference in performance. This oft-replicated 

result has been the feather in al1 the non-formalistsl caps. 

In the Wason (1966) selection task subjects are presented 

with a series of cards as indicated in the accompanying diagram. 



(From Eysenck and Keane, 1990) 

The cards have letters or numbers on them and the subjects 

are told that each of these cards has a letter on one side and a 

number on t h e  other side. They are then asked to name the cards 

that need to be turned over in order t o  test the following ru le :  

If there is a vowel on one s i d e  of the card, then there 
is an even number on the other side of the card. 

What Wason found was that the overwhelming majority of subjects do 

not turn over the correct cards. They either turn over just the E 

card which is insufficient to establish the rule, or they turn 

over the E card and the 4 card. ~urning over the 4 card looks very 

much like t h e  fallacy of affirming the consequent. One should 

turn over the E and 7 cards since they correspond to legitimate 

inference patterns and are sufficient for establishing or 

falsifying t h e  r u l e .  Yet very few subjects do this. 

The surprising result was when the exact same task used 

concrete or realistic content, then performance improved greatly 

(See Eysenck and Keane, 1990 pp. 434-435). However, the results 

were not as straightf orward as simply replacing abstract material 



with concrete material. For there were also studies where concrete 

or realistic content did not improve performance (Eysenck and 

Keane, 1990, p 4 3 5 ) .  In response to this some researchers proposed 

a memory cueing hypothesis in which subjects required maories of 

specific prior experiences in order to make use of t h e  concrete 

content in order to improve performance , However , this hypothesis 

was also called into question by research which indicated that 

subjects could make use of concrete content for which they did not 

have direct previous experience (Eysenck and Keane, 1990, p. 435). 

So, it became apparent that simply replacing abstract rules 

with concrete versions of the rules would not do. A more 

sophisticated response was needed. There have been two such 

responses. The first is the pragmatic reasoning schema theory of 

Cheng and Kolyoak and the second is the mental mode1 approach of 

Johnson-Laird. Let us take each one in turn, 

5.1.2. Pragzna t i c  ~ e a s o n i n g  Schema Theozy 

In Cheng and Holyoakts (1985) theory the effects of concrete 

content in the selection task can be explained by rules that are 

sensitive to particular classes of situations. The niles are 

called pragmatic reasoning schemata because they are triggered by 

the pragmatics of the situation. For example, in permission 

situations we have the schema of the form if one is to do X then 

one must satisfy precondition Y. Although this looks like an 



abstract rule it is constrained by inferential goals and event 

relationships found within permission situations. There have been 

similar schemata proposed for obligation situations. These are the 

patterns of inf erence that are used when people reason. The main 

claim of the theory is that errors in reasoning are due to two 

sources. Errors may arise because situations cannot be mapped into 

the pragmatic schemata or inferences generated by the schemata 

will deviate from those sanctioned by standard logics. 

The most impressive evidence for this theory is the fact that 

one can improve performance on the selection task when that task 

is presented as an abstract description of a permission situation 

(Cheng and Holyoak, 1985) . However, even this evidence has been 
called into question. Jackson and Griggs (1990) have pointed out 

that in the abstract permission version of the selection task the 

negatives are explici tly represented, whereas in the standard 

abstract version of the selection task the representation of the 

negatives is not so clear. When Jackson and Griggs replicated the 

abstract permission version of the experiment using implicit 

negatives then the facilitation effect O£ the abstract permission 

schema disappeared . 

One important theoretical defect of the pragmatic schema 

theory is that the mechanism of translating natural situations 

into the pragmatic schema is never explained (Eysenck and Keane, 



1990, p. 438) ; this crucial piece of reasoning does not even seem 

to fa11 under the theory's own proposed forms of schematisation. 

As Green (1992) points out the theory "provides no formal 

definitions of, or constraints on, what does and what does not 

count as a schema, or even what exactly counts as pragmaticu 

(Green, 1992, p. 120). He goes on to point out a related perennial 

problem of such schema theories, viz . , the explanation of how 

these schemata are formed is left to vague references to induction 

(p. 120). Finally, the mechanisms by which schemata are triggered 

and selected is also not addressed in any well thought out manner. 

Al1 we are given is vague talk about domains or situations 

triggering or inviting particular schemata. 

In short, the creation, selection, and application of the 

schemata are left a complete mystery. Once again, schema theory 

leaves al1 the important questions unaddressed. What we need are 

theories of how situations are sized-up and classified, we need a 

theory of how information is transferred £rom one context to 

another, we need a theory of how i11-defined problems like 

translation £rom natural language into a schema are solved, we 

need a theory of mernory that explains how the relevant schemata 

are triggered or selected, and we need a theory of relevance to 

explain how pragmatic situations are grasped in the first place 

and schemata induced from the situations. In short, we still need 

everything that we were looking for in the first place. 



5.1.3. Mental Model Theory 

The other, and more prominent , non- f ormalistic theory of 

reasoning is the mental model theory proposed by Philip Johnson- 

Laird. The theory can be characterised by four main claims {See 

also, Green, 1992, Eysenck and Keane 1990). The first is that 

deductive reasoning takes place according to three steps. The 

premises of an argument are comprehended and used in the formation 

of a mental model (more on what a model is shortly). Then novel 

conclusions are drawn from the model. Finally, tnere is a search 

for alternative models that would serve as adequate 

representations of the argument but would not generate the novel 

conclusion of the model. If no alternatives are found then the 

argument is assumed to be valid. The second main claim is that 

these models contain representations of individuals as opposed to 

abstract variables. Third, these models are structurally identical 

to states of affairs in the world. Finally, errors are due to 

memory limitations; the more models that people must construct in 

order to reason the more difficult the reasoning becomes and the 

greater the chance of error. 

As Green (1992) notes these models are very much like 

diagrams in that they contain pictorial and symbolic elements and 

that reasoning consists of the manipulations of these concrete 

elements. These manipulations seem to be those found in how people 

use diagrams, Le., elements can be added or subtracted, moved 



about spatially, or comected by lines or arrows. Here are some 

examples of mental models. 

v.. .r- r...t 
v . .  .r- r.. . î  

(From Green, 1992) 

The first mode1 represents the fact that Scotsrnen are 

scattered al1 over the world, while the second models the daim 

that some professors go to every meeting, while the last indicates 

that some relative of every villager hates some relative of every 

townsperson. Most of the empirical support for the theory is £rom 

experiments purporting to show that tasks that are predicted to 

use more models result in a higher rate of error . Yet even this 
work is questionable because of a main theoretical problem with 

the theory, viz . , there is no explanation of the construction and 
individuation of mental models. 

Green (1992) is succinct, as always, in his criticism of the 

vagueness of the mental mode1 theory. He states that although 

Johnson-Laird has written cornputer programs for his models there 

"have never, however, been forthcoming any rules of a general sort 

which state how models are generally thought to be constructedw 

(pp. 92-93, emphasis in original). Green goes on to note that 

Johnson-Laird has put no formal constraints on the syntax or the 



notational elements of the models. The constraint that the mode1 

should posses identical structure to the world (Johnson-Laird, 

1983, p. 419) is both too strong and too weak. It is too strong in 

that many of his examples do not have an identical structure with 

states of affairs in the world. For example, he often represents 

three dimensional states of affairs with two dimensional diagrams. 

If identity of structure is reduced to analogous structure (as 

Eysenck and Keane do in their commentary on Johnson-Laird) then 

al1 the problems of similarity and anafogy infect the model 

theory. On the other hand, the constrainc is too weak in that 

Yhere are infinite structural descriptions of any finite state of 

affairsN (Green, 1992, p. 96), and so any situation is inherently 

structurally ambiguous. As such, the constraint is too weak to 

determine the model people will generate £rom a situation. 

The central diff iculty in model construction is actually 

revealed by Johnson-Laird when he discusses the process of 

sentence interpretation. He takes pains to show how his theory is 

superior to rival accounts of sentence interpretation. The 

difficulty with rival theories of interpretation are the amounts 

of associated semantic information that are used in the 

interpretation of a word or sentence. He writes: 

When [listeners] initially interpret a sentence they 
are most unlikely to cal1 to mind al1 of this 
information (pace Gibson, 1971) or none of it (pace 
Fodor, Fodor, and Garret, 1975). Instead they are 



likely to retrieve some of the information - -  the most 
relevant for imaging the state of affairs depicted by 
the sentence (in which the word appears) , and the rest 
of the sentence is one obvious cue to what is relevant 
(Johnson-Laird, in Green, 1992, p. 108-109) . 

At the heart of the matter is the ability to determine relevance 

in a context sensitive manner. This is a good insight on the part 

of Johnson-Laird. What we need £rom him is an explanation as to 

how mode1 theory provides any explanation of this central ability. 

As we've seen, no such account is forthcoming. There are 

additional problems with the models approach, for example its 

theory of meaning is hopelessly f lawed (See Green 1992 for a good 

review of this critical literature) , but we have seen enough to 

know that mode1 theory is not going to provide us with the 

theoretical initiative to address the requirements of 

methodological naturalism. In short, at the heart of this theory 

of xeasoning we have an inadequate account of how important ill- 

defined problems are solved, and we see that this inadequacy 

springs £rom the lack of a good theory of relevance realisation. 

Nothing much has been gained for naturalism. It seems that 

Goldrnanls hope for cognitive psychology was misplaced. 



CIEAPTER 6 .  

THE REPRESENTATION-RELEVANCE PROBLEM 

Throughout our investigation wefve seen a pattern continually 

repeated. A cognitive process that was deemed basic instead relies 

on very complex high level inferential processes, and presupposes 

the other cognitive processes it is supposed to ground. Each 

attempt to cut the gordian knot has only made it worse. Also, the 

theoretical development in each cornponent domain has moved away 

from analysis and fomalization as it attempted to account for 

context serisitivity, defeasible principles, and an overarching 

reliance on the ability to judge relevance. Cognitive science 

needs to corne to grips with this pattern of movement away from 

naturalisation. It needs to explain it if possible and determine 

what is needed in order to properly address it. It is to this 

daunting task that 1 now turn. 

Al1 the circles that wetve encountered can be seen as 

instances of a more basic conceptual circle. Throughout welve seen 

an interplay between notions of representation (such as the 

feature lists, a concept, a memory, a mental set, a mental model, 

schema, etc.) and a notion of relevance realisation. In fact, what 

we have uncovered is a representation - relevance circle . 



Representation essentially presupposes relevance and relevance 

realisation essentially presupposeç representation. The two 

notions are interdependent, and therefore must be addressed in a 

unified rnanner if naturalistic progress is to be made. 

In order to see this, notice first that relevance is a 

relational property. Nothing is intrinsically relevant. The 

relevance of a particular piece of information is relative to the 

goals and interests of an agent. In one sense, relevance is not a 

feature of the world. We can alter the relevance of a piece of 

information by altering the projects of an agent. The patterns of 

relevance between pieces of information change with the goals and 

interest of the information users. Perhaps this is what was behind 

Wittgenstein's (1953) enigrnatic claim that even if lions could 

talk we would not understand them presurnably because their 

relevance patterns would be so di£ ferent £rom ours, Be that as it 

nay, we must note that relevance is always for some purpose or 

other. 

Now, if we also accept that purposes are not features of the 

world per se, Le., if we reject final causation in Aristotlefs 

sense, then we must corne up with another account of purposes and 

goals. This attempt to explain goals has always been in terms of 

the notion of representation. Goals can be def ined in tems of the 

relation between representations of present and future states of 



affairs. Hence our expianation of relevance must explain how such 

representational states are generated. 

There are, of course, many intricate details to this process, 

and psychology has made important discoveries about some aspects 

of representation generation. Also, there are competing approaches 

that attempt to explain it (the main contrast is probably between 

the dominant Helmholtzian tradition and the Gibsonian ecological 

approach). However, there are two basic processes that any 

complete account of representation generation must explain. The 

first is the process of converting sensation into perceptlm. It 

is the process of creating a representation of what is known as 

the distal object from the proximal stimulation. The second 

process is the creation of knowledge (at least non-perceptual 

belief) of the external world £rom perceptual information. This is 

typically called the process of belief fixation. The main point is 

that both of these conversion processes presuppose relevance 

determination because they make use of defeasible principles of 

inference. 

Let us consider the first representation generation process. 

According to the best account w e  have of perception, the process 

of converting proximal stimuli into an integrated perceptual 

representation has a large inferential component (Rock, 1984; 

Rock, 1983; Fodor and Pylyshyn, 1981; Fodor, 1975 1 .  ~urmnins 



summarises this in his discussion of mental representation and the 

cognitive revolution in psychology. He points out that the basic 

consensus of this whole Helmhol tzian tradition in psychology has 

been that the system responsible for the generation of 

representations does so in an in£ erential manner. He s tates that 

"Cwhatl t he  system does is in fer  the distal situation from current 

data. . . and a great deal of knowledge. . . (Cummins, 1989, p. 44, 

emphasis in original) . The patent circularity of this as an 

account of representation is not lost on Cummins. Nevertheless, it 

is in virtue of this s tored knowledge and inf erential procedures 

CO-ordinating with proximal stimuli that our cognitive systerns are 

able to get into representational states that reliably covary with 

distal properties (Cummins, 1989) . In s u ,  the perceptual system 
reasons from the proximal output O£ its sensory transducers and 

its rich £und of knowledge to a conclusion about the responsible 

distal feature. 

There are alternatives to this explanation of representation 

generation such as Gibson's ecological approach (Gibson, 1986). In 

the ecological approach mental representation is not the primary 

mechanism in terms of which perception is explained. Instead 

features of information in the environment are emphasised. For 

example, depth perception is explained by means of texture 

gradients in the light array available to the perceptual systm. 

This information is said to specify depth and to be directly 



picked up by the perceptual sys te rn .  Yet such alternative 

explanations have not been satisfactory precisely because of the 

tendency of the ecological approach to bury signif icant problems 

in tems such as specificity and informational pick-up that are 

left vague or unexplained (Fodor and Pylyshyn, 1981) . This is 

not to Say that we cannot learn a lot from Gibson. 1 have learned 

a lot about important sources of information in the environment 

that can be used by the perceptual system. The problem with Gibson 

and the ecological approach is that the explanations of how this 

information is actually used seldorn get beyond metaphors of 

resonance or pick up . It is for this reason that the Helmholtzian 
approach is still dominant in cognitive psychology. 

Once we concede the role of inferential process within our 

perceptual system, we then need to note that the inferential 

principles used are not deductive in nature. Again Cummins 

summarises this elegantly when he states that "...the reasoning in 

question is not the sort of thing that can be codif ied in formal 

logicI1 (p. 160). Nor is it simply inductive enumeration, rather it 

must be something like inference to the best explanation where one 

infers "...something that best explains the evidence and also 

something that will best be explained by things one already 

believesM (Harman, 1986, p. 75). 

Such patterns of inference, as Harman reminds us, make use of 



de£ easible principles that rely crucially on relevance 

detemination. Inference to the best explanation requires that the 

conclusion be the best one chosen £rom a set of relevant 

alternatives. The number of al ternatives that could be considered 

is infinite, so the system must zero-in on the relevant 

alternatives while taking into account current context and 

previous knowledge . The evidence from patterns of proximal 

stimulation is then used to rule out these relevant alternatives. 

So right at the core of the process creating perceptual 

representations we find complex inferential procedures constrained 

by relevance realisation. 

One may object that though perception is inferential the 

processes involved are not ipso facto rational. Indeed, this 

appears to be Jerry Fodorts position. He clairns that although 

perception is inferential it is nevertheless modular and therefore 

can be explained scientifically. This is because modular processes 

arrive at conclusions by "... attending to less than al1 of the 

evidence that is relevant and availableM (Fodor, 1987, p. 140). In 

short, modular processes are stupid. Tliey work by "drastically 

delimiting the database thatls brought to bear in problem solving" 

(p. 140). 

However, before we take solace in modularity we should also 

note Fodorls main conclusion of modularity for cognitive science. 



He states boldly that "... the limits of modularity are also 
likely to be the limits of what we are going to be able to 

understand about the rnind1I (1983, p. 126). Once we move beyond 

the modules we get the horrible holistic mess that Fodor calls 

central systems. Since we are now familiar (See Chapters 2 to 5) 

with these difficulties 1 will not review Fodorls argument. What 

we need to note is that modularity is an extremely pyrrhic way to 

break out of the representation - relevance circle. (We will see 

later that it does not even work because of Fodorls theory of 

representation) . Modular systems are paradigmatically irrational- 
They come to conclusions by ignoring relevant information. So, for 

example, you continue to see a perceptual illusion even when you 

know that it is an illusion. Yet if they are irrational then the 

representations produced by such systems will give us very little 

towards explaining how we do come to realise relevance. Such 

representations are relevance impoverished. And as soon as they 

are taken up and used by central systems then they escape 

scientific explanation because they have entered into the 

patterns of relevance so important to central systems. 

The second representation generation process is the process 

of belief fixation. It involves going f rom in£ ormation fonnatted 

in the first person perspective to beliefs about what the world is 

like independent f rom how it appears to us, i . e. , f rom the third 

person perspective. (Throughout here 1 will assume the realism 



overwhelmingly assumed by cognitive science. It is also the 

realism presupposed by the naturalistic imperative.) There are no 

algorithms for going from the first to the third person 

perspective. The history of philosophy is extensive testament that 

al1 first-person criteria for third-person properties are 

defeasible. The evidential relations between first and third- 

person perspectives are not deductive since one can always imagine 

situations in which the first-person states are satisf ied and the 

third-person states are not (Chisholm, 1966). 

Instead the evidential relations appear to be inference to 

the best explanation. The principles governing such inference must 

be defeasible in order to be sensitive to contextually relevant 

information. Chisholm was aware of this, so the principles he 

advocated were governed by a primitive of reasonableness, Le., 

the inference principles were used reasonably, but this 

reasonableness could not be explicated in terms of these very same 

inf erence principles . (Chisholm, 19 66) . In£ erence to the bes t 

explanation requires relevance determination; it requires ruling 

out alternatives that might reasonably be held to apply (Cherniak, 

1986, p. 100) . Hence we can conclude that the process of belief 
fixation crucially presupposes relevance realisation (see Fodor , 

1983, for additional arguments for this conclusion). 

What we see then is an intricate interdependence of the 



notions of representation and the notions of relevance. Each seems 

to presuppose the other although they are not identical. The 

notions of relevance and representation are CO-dependent notions. 

If we remember Anderson ' s (1978 1 argument that representation and 

process must be dealt with in a unified manner, then this CO- 

dependency between representation and relevance has r a m i £  ications 

for al1 psychological explanation . This is the conceptual engine 

that powers al1 the circles and interdependencies that so 

stubbornly resist the naturalistic irnperative. What we need to 

examine is whether this circle can be broken. There are two basic 

ways to try and break this circle. The first is from the side of 

representation, i.e., produce a completely naturalised account of 

representation. This requires a theory of representation that does 

not presuppose judgements of relevance, Le. a theory in which 

representation can be analysed and formalised. The second way to 

break out of the circle is to produce a naturalistic account of 

relevance realisation. Fortunately, such theories are on offer and 

we can now consider each attempt in turn. 

6.1. NATUEUU;ISING MENTAL REPRESENTATION 

In order to consider the modern attempt to naturalise mental 

representation it is crucial that we understand the problems that 

it attempts to address. Perhaps the oldest theory of mental 

representation is the thesis that the representation is a relation 

of similarity or resernblance. The problems with this account are 



legion (Cummins, 1989) and we have already seen serious problems 

with the notion of similarity, so 1 would like to move directly to 

a central problem that this theory passed on to its successors, 

viz., the problem of misrepresentation. 

The problem of misrepresentation starts £rom the 

uncontroversial fact that we sometimes misrepresent things. So we 

have the experience of seeing a person at the end of a hall, but 

discover that it is only a coatrack, etc.. This rathex simple fact 

is actually a central problem in any account of mental 

representation. To see why it is problematic first consider the 

atternpted account for such misrepresentation within sirnilarity 

theory. Consider Bill and Fred who are both looking at a square 

object. Bill has "in his headH an incorrect representation about 

this object; for example, he sees it as rectangular. Fred has no 

such probfems; he sees the square as a square. The similarity 

theory wants to Say that Bill has misperceived the square because 

the true representation is actually more similar to the thing in 

the world, i . e . ,  it is more like Fredls mental representation. 

However, this is not really what the similarity theory can Say. 

What the similarity theory must Say is not that Bill is 

incorrectly thinking of the square, but that he was correctly 

thinking of some other shape that was rectangular because that is 

the thing to which his representation bears the most similarity 

(Cummins , 19 89 1 . 



In fact, Bill cannot have representational error because 

there is always something (remember that we can represent things 

that do not exist) that is most similar to Bill's representation, 

and that something will always be what Bill is representing. The 

reader may respond that this theory is not taking into account 

that Bill s rectangular representation is caused by something 

square and that this is why his representation is a case of 

misrepresentation. To Say this is to adopt some version of a 

covariation theory (Cummins, 1989) of mental representation. 

6.1.1. Covariation Theory 

Beginning with Locke the main daim of this theory has been 

that a mental representation represents something in the world, 

because whenever the thing in the world is present then the mental 

representation is present, i . e. , the two covary. However, leaving 
it just at simple covariation is not satisfactory because 

covariation leads to a symmetry problem (which is also a problem 

for the similarity theory). Put simply, covariation is a 

symmetrical relation while representation is not. If covariation 

is representation then it is equally true that the thing in the 

world represents my mental representation as it is that the mental 

representation represents the thing in the world. The solution to 

problems of this sort is to specify the covariation relation to be 

one that is not symmetrical. The traditional answer is to claim 



that the relation between thing in the world and mental 

representation is a causal relation. So the mental representation 

stands for something in the world because that something caused 

the mental representation to be tokened, i.e., to occur in the 

cognitive system. 

There are two main difficulties for the causal account of 

mental representation which we touched upon in our discussion of 

Fodorts causal theory of intentionality. The first is that the 

causal relation does not track the representation relation as well 

as it should, and the second is that the causal theory has great 

difficulty accounting for misrepresentation. Consider seeing a 

table. There are multiple causes of this event. An unobstructed 

medium for photon travel, photons hitting the eye, the eye being 

open, the optic nerve fixing, the cognitive system paying 

attention, memory system storing information correctly, etc., yet 

the representation generated by this complex multiple chain only 

stands for the table. Some account of how this cause is selected 

is needed. But not only is there a many to one mapping between 

cause and representation there I s  a many to one mapping between 

representation and cause. So in looking at the table I can see 

(notice, think of) a table, a piece of furniture, my favourite 

object in the room, the location for eating dinner, the place 

where 1 left my glasses, an object of stone, a solid object, a 

green thing, etc.. The thing in the world seems to be able  to 



sustain the same causal relation to each one of these different 

mental representations, 

This slippage between representation and cause cornes to a 

head with the fact that we can represent non-existing objects. One 

can think of the future, or possibilities that never happened, or 

about abstract objects like numbers that do not appear to exist in 

any physical or natural sense. It is difficult to attribute causal 

powers to these non-existing entities or states. Attempts to 

account for them by postulating that they are built £rom 

representations of current things always have the difficulty of 

explaining why the representation is not simply of the current 

state of a£fairs. In short, representation of the future or of 

possible states of affairs always becomes a f o m  of 

misrepresenting current states of affairs. This is a difficult 

position to maintain, but it certainly becomes untenable when 

there is no good account of misrepresentation per se. This is the 

case for the causal theory of representation. 

Let us suppose that a cat causes the tokening of 'dog' . So, 
'dogt does not just represent dogs it also represents cats. The 

content of 'doçl is dog or cat. Fodor (1990) calls this the 

dis j unction problem. It has two unf ortunate consequences . The 
first is that it leads to disjunctive representation as the nom.  

So any representation will be massively disjunctive. 'Dog' wi11 



stand for dog or cat or rat or toy or slipper or etc., and 'catt 

will stand for cat or dog or rat or toy or slipper or etc.. It is 

diff icult to see how these representations could even function to 

sustain perception, thought and inference. In addition, 

misrepresentation again becomes almost impossible. As long as one 

of these disjuncts was the causal agent then genuine 

representation has occurred. Both of these conclusions are highly 

unsatisfactory. 

The traditional way causal theorists have attempted to solve 

this problem is to talk of ideal conditions of causation. The main 

claim would be that under such ideal conditions ( to be specified) 

only dogs will cause Idogï and that is why 'dog' means dog and not 

dog or cat. When a cat causes Idog1 this is a case of 

misrepresentation because it did not occur under ideal conditions. 

The important thing to do is to give a naturalistic specification 

of these ideal conditions. This turns out to be very difficult 

indeed. 

One route is to identify ideal conditions with a lack of 

malfunction, i.e., when our perceptual and cognitive systems 

function as they were designed by evolution then we have a case of 

ideal conditions. C m i n s  (1989) points out that this strategy 

simply will not work because there are many cases of 

misrepresentation, such as perceptual illusion, where the 



misrepresentation is due to the proper functioning of the 

percegtual and/or cognitive systerns. 

One may respond that such normal functioning is occurring in 

abnorrnal circumstances. Yet the burden has now shifted to 

specifying what these normal circumstance are. It cannot be Our 

everyday notion of normal perceptual circums tance since these 

still have the capacity to cause perceptual error. Rather the 

idealisation must be more stringent. So the ideal conditions must 

be sornething stronger than the standard conditions assumed for 

perception. Rather the ideal conditions must be those that always 

result in true perception and/or cognition. It is doubtful that 

such conditions will ever be found. Given creatures in the 

finitary predicament that must use minimal rationality and 

defeasible processing, and given the potential and actual 

complexity of perceptual information available, it is highly 

unlikely that such conditions even exist. As Cummins says Y . .  

error is the inevitable price of computational tractability ..."; 
thus "...an ideal but finite cognitive system operating under 

ideal conditions will inevi t ab ly  make lots of mis takesH (Cummins , 

1989, pp. 5 4 - 5 5 )  , Such ideal conditions do not exist, and to wait 

for them to be specified is methodological suicide. 

Remember that the cognitive revolution argued that 

representational systerns deal with the problem of error by means 



of cornplex inferential processes that use stored knowledge, 

Sornetime these defeasible inferences go wrong, as in some 

perceptual illusions, but often they function to produce veridical 

representation of the world, This option is not open to the causal 

account since it would lead to a patently circular account of 

representation (Cummins, 1989). It would lead to the claim that 

representation is causation under ideal circumstances which 

include the existence of stored representations about the world. 

Also, those stored representations rnust be correct, if they are 

going to function properly in overcoming error, so they must have 

occurred in ideal conditions. So what we find is a circle spinning 

within an infinite regress. This is not a satisfactory account of 

ideal conditions. 

One way out of this is to be very Lockean and talk about the 

representations that can be created without such stored knowledge. 

One can become some form of empiricist reductionist and claim that 

the content of mental representations reduces to those perceptual 

states that are produced infallibly and without the intervention 

of stored knowledge. In other words, one reduces mental 

representation to those features of the proximal stimuli that 

covary infallibly with the properties they transduce. Such 

f eatures are going to be hard to f ind. For example, given Land's 

(Land, 1977) work on colour perception it is apparent that simple 

colour perception can be caused by different states of af fa i r s  in 



the world. Nevertheless, Say that such infallible proximal 

transductions are found, the repeated attempts by the theory of 

sense-data to get full mental content out of them alone is the 

history of a program as bankrupt as any in the history of 

philosophy. 

One way out of this is to give up on ideal conditions and to 

define normalcy in terms of adaptational role. In other words, a 

cognitive mechanism that generates a representation is doing so 

normally when it is functioning in its adaptational role, i . e . ,  

when it functions in the way for which it was selected, 

Representations fonned under this condition are genuine 

representations while those not f ormed under these normal 

conditions axe misrepresentations (Millikan, 1984) . The main 

problem with this is that it simply does not solve the disjunction 

problem. As Fodor (1990) argues the "reason it doesnt t [work] is 

that teleological notions, insofar as they are thernselves 

naturalistic, always have a problem about indeterminacy just where 

intentionality has its problem about dis junctionIt (p. 70) . 

Consider a frog that has a representational state that it uses in 

order to catch flies, which is the adaptational role served by 

this cognitive process. The problem is that those mechanisms also 

respond to ambient black dots. As long as the property of being a 

fly and being an ambient black dot are reliably coextensive in the 

frogls environment then evolutionary selection will not 



distinguish between them. As Fodor argues, "Darwin cares how many 

f l i e s  you eat, but not what d e s c r i p t i o n  you eat them underu  (p. 

73, italics in original). The point is that we can make 

representational distinctions that are not licensed by any 

difference in adaptational role. But given adaptational role 

theory, when the frog snaps at a black Stone we toss near it we 

cannot claim that misrepresentation has occurred because it really 

is using the V l y  or ambient black dot1 representation which was 

generated by mechanisms operating in the marner for which they are 

selected. 

6, 1.2, Asymme tric Dependence 

Fodor has attempted to Save the attempt to naturalise 

representation by trying to solve directly the disjunction 

problem. He calls his solution asymmetric dependence and attempts 

to solve the disjunction problem by showing that the disjuncts are 

not equal. Let us take a possible disjunction. Mice cause lmousel 

to be tokened, but sometimes shrews do also. However, according to 

Fodor (1990) when we compare the two connections, i. e. , the mice- 

'mouse' and shrews-'mousel connection we notice something about 

their relationship. What we notice is that the shrew- 'mouse' 

connection only exists if the mice-lmouse' connection exists, but 

not vice versa. The shrew- lmousel connection is parasitic on the 

mice- Irnouse ' connection. Given that the dis j uncts are not equal , 

we can now naturalistically distinguish between representation and 



misrepresentation, Misrepresentations are tokenings that are 

asymmetrically dependent upon the tokenings which are not so 

dependent upon other tokenings. 

We can ask ourselves if the mechanism of asymmetric 

dependence is strong enough to give us a one- to-one mapping 

between cause and mental representation, i . e. , does i t solve the 

problem of multiple causes and the problem of multiple 

representations. The answer is that it does not. This is because 

cause (at least the version Fodor is using in his theory) is 

intexest relative. As Putnam (1992) argues, whether "we Say that A 

caused B or not depends on what we take to be the relevant 

alternativesv (p. 50) . So let us ask what caused John to see the 

dog. Sometimes we may answer that it was the event of the fog 

clearing, or that John was now paying attention, or that the 

alcohol in his system had dissipated, or that he put his glasses 

on, or that photons struck his eye in a certain pattern and that 

his cognitive system made certain inference based on stored 

knowledge and judgements of relevance that resulted in the 

conclusion that a dog was present, etc.. 

Yet if cause is not simply a property of the world but is 

also relative to our interests and our choice of relevant 

alternatives then it presupposes both representation (of interests 

and alternatives) and relevance realisation (in order to choose 



relevant alternatives £rom infinite possible alternatives). In 

other words, the cognitive system faces a very ill-defined problem 

that requires sophisticated representations and relevance 

judgements when it produces a mental token in response to the 

world. As Putnam (1992) argues, at the heart of Fodort s theory of 

representation we have a presupposi tion of representation and 

relevance determination. This presupposition was buried in an 

unexamined notion of cause. Green and Venraeke (1995) have also 

recently argued that this uncritical use of the notion of cause is 

the source of much fruitless disagreement (especially between 

symbolists and connectionists) in cognitive science. Yet when that 

notion is examined in a more technical manner, we find that it is 

relative to both how we choosls. to represent events in the world 

and to our epistemic projects. Once again, representation and 

relevance determination are presupposed. 

The cognitive revolution's answer to how the cognitive system 

deals with the ill-defined problem of isolating the correct causal 

aspect made use of notions such as the system attending properly, 

making the right or best inferences using the best background 

knowledge, i . e. , the answer i t gave presupposed knowledge and 

sophisticated patterns of defeasible inference. Yet this option is 

obviously not open to Fodor. And when you remove h3s account of 

representation from al1 this cognitive activity it loses its 

plausibility as a theory of mental content. 



Adams and Aizawa (1994) ask us to imagine a world where 

pigeons cause pigeon droppings so there is a law to the effect 

that pigeons cause pigeon droppings. In this world it is also the 

case that there are demented scientists who also produce such 

droppings which are indistinguishable from the stuff produced by 

pigeons. Yet it is also the case that (synchronically) the 

scientists only have the power to do this if the pigeons have the 

power to produce droppings. Further only pigeons and demented 

scientists produce the droppings. We have now satisfied Fodorfs 

conditions on mental content (remembering that we are specifically 

removing it from stored knowledge, complex inferential patterns, 

etc. ) . There is a law connecting pigeon droppings to pigeons in a 
causal manner. The connection between non-pigeons (scientists) and 

droppings is asymmetrically dependent upon the pigeon to pigeon- 

dropping connection, So, by Fodor's account pigeon droppings mean 

(not j u s t  indicate) pigeons. Adams and Aizawa cal1 this semantic 

prorniscui ty. 

The reader may wonder why the scientist-dropping law is 

dependent upon the pigeon-dropping law. Yet Adams and Aizawa 

correctly point out that one cannot ask this question on Fodor's 

behalf. This is because it is possible to create counterexamples 

to Fodor if one moves to such diachxonic considerations . Cummins 
(1989) gives an example of a tribe of people that train to hunt 



rare mice by hunting plentiful shrews, which they know are not 

mice. But it is the training on shrews which allows them to hunt 

dom m i c e ,  e . ,  it is this training which allows them to find 

mice. So they learn about mice f rom shrews, i . e. , they positively 
exploit misrepresentation the way we do with simulations. It is 

the shrew- lmouse' connection which allows them to form the rnice- 

mouse connection, and so the asymmetric dependence is reversed, 

Cummins echoes Adams and Aizawa when he States that Fodorls own 

reply to this counter-example is Vhat the asymmetrical-dependence 

condition must apply synchronicallyu (Cummins 1989, p. 60, italics 

in original). In other words, it does not matter how the 

connections are formed, it must simply be the case that currently 

the misrepresentation connection is dependent upon the 

representation connection, 

However, Adams and Aizawa are willing to satisfy the readerls 

curiosity. They point out that their scientists are demented and 

if it were not a law that pigeons cause droppings the scientists 

would know this and be so overwhelmed by the prospect of 

synthesising the droppings that they would simply be unable to do 

so due to lack of confidence, They need the continua1 reassurance 

that pigeons can produce such droppings. Of course the actual 

story does not really matter. 

One can produce another example that may be less weird. The 



immune system reçponds to bacteria X ny producing antibody Y. Yet 

sometimes pollen also triggers the production of Y. Because of 

evolution we know that the bacteria-Y connection is primary while 

the pollen-Y connection is asymmetrically (and synchronically) 

dependent upon the bacteria-Y connection. So, by Fodorts account 

w e  have a case of the immune system possessing full mental 

content. This is another case of semantic promiscuity, and the 

point is that such cases are very numerous. 

So, Fodorts account loses its plausibility when it is 

separated from the cognitive processes that would render it a 

circular account of representation. Given that we've already seen 

his account presupposes representation and relevance realisation 

this is not surprising. We may try to salvage the attempt to 

naturalise representation by claiming that it is the inferential 

processes posited by the cognitive revolution which actually 

create content. In other words, we could make the account of 

content completely in te rna1  to the inferential processes that play 

such a key role in the generation of representations. This is to 

adopt a version of inferential or conceptual role semantics and it 

has no harsher critic than Jerry Fodor. 

6.1.3. Inferential Role Theory 

Fodor has two main criticisms of such a project to naturalise 

mental content. The f i r s t  is t h a t  it leads to an intolerable 



holism about content. The reasons for this are very similar to the 

argument for why structured concepts lead to an unacceptable 

holism. The second is an argument involving compositionality that 

he authored with Ernest Lepore. This argument is very similar to 

the argument Fodor used against the prototype theory of concepts. 

The argument in a nutshell is that content must be compositional 

in nature if we are going to have any hope of explaining the 

productivity and systematicity3 of thought. While it is clear 

that meaning is compositional in nature, it is also clear that 

inferectial roles are not compositional. Therefore, meaning or 

content cannot be identified with inferential role. The second 

premise of this argument needs more explicit argumentation. 

To use Fodor and Lepore1s (1994) example,  notice that the 

meaning of "brown cowN depends on the meaning of "brownu and 

ttcow" together with their syntax, just as compositionality 

predicts, Yet the inferential role of "brown cowu depends not 

only on the inferential role of the component words, "but also 

what you happen to believe about brown cowsH (p. 148) . So, while 

it is possible one has the inference brown thing therefore usually 

not dangerous and one has the inference cow therefore not usually 

dangerous, one may yet also have the inference brom cow therefore 

We need to distinguish Fodorfs sense of systematicity from Gentner's 
use of the concept. For Fodor thought is systematic in that if- an entity 
can have the thought aRb ( e . g .  The boy loves the girl) then the entity 
must be able to have the thought bRa ( e . g .  The girl loves the boy). 



v e r -  dangerous. This could be because of specific beliefs one has 

about brown cows. This shows that inferential roles lack an 

essential property possessed by rneaning, viz. compositionality. 

One way out of this is to identify meaning with in£ erence in 

analytic in£ erences because then the in£ erences involved wi11 

always be compositional. Fodor and Lepore (19941 point out that 

danger of circularity is very close. Meaning is identified with 

inferential roles in analytic inferences yet analytic inferences 

are picked out by the fact that their validity is guaranteed by 

the meanings of their constituent elements. We run into a version 

of Quine's famous argument against the analytic/ synthetic 

distinction. Even if this were not a difficulty it is apparent 

that the project to naturalise meaning is put in danger by this 

whole move, because i t requires an independent naturalisation of 

analytic inference. While a causal theory of inference may be 

plausible, it is very unlikely that one will be able to produce a 

causal theory of analyticity (Fodor and Lepore, 1994, p. 150). So, 

this whole attempt to join the insight of the cognitive revolution 

about the role of inference in the creation of representation 

together with the project to naturalise representation, is not a 

viable option. 

What wetve corne to is the realisation that the best attempts 

to naturalise representation crucially presuppose representation 



and relevance realisation. T h e  attempts to break the 

representation-relevance circle from the s i d e  of representation 

have been failures. O f  course, this is not a deductive argument 

showing that the task i s  impossible, Eiowever, it does indicate 

that the interdependence between the two is very deep and that 

this depth makes naturalisation extremely difficult. 

6 . 2 .  NATURALISING RELEVANCE 

Perhaps the answer is to try and naturalise relevance. There 

are not very many theories of relevance on offer. Other than 

Cherniak's theory there is really only one sustained effort to 

develop a naturalistic account of relevance. This is the theory of 

relevance proposed by Dan Sperber and D e i d r e  Wilson (Sperber and 

Wilson, 1986) . The theory cornes £rom the Gricean tradition in 

pragmatics . Wilson and Sperber (1981) argue persuasively that al1 
four of Gricels maxims governing conversation and conversational 

implicature reduce to the maxim to be relevant. Such a reduction 

without a theory of relevance would render most of pragmatics 

vacuous and so they propose a theory of relevance. It is clear 

from their work, however, that they take their theory to be an 

account of relevance in general. 

To understand Sperber and Wilson's theory one rnust start £rom 

the finitary predicament. Any cognitive system in this predicament 

has limited cognitive resources and processing time. Hence its 



resources and processing time are very valuable. Starting from 

this initial , and very plausible assumption, Sperber and Wilson 

argue for an economic approach to relevance. In other words, the 

theory attempts to understand relevance in terms of cognitive gain 

and cognitive cost in the interpretation of utterances and other 

stimuli. The basic daim of the theory is that cornprehension 

involves processing an utterance in a context that maximises the 

relevance of the information that is being processed. This 

relevance is measured by determining the contextual effects of 

such processing and then subtracting the processing cost of 

deriving such effects. The effects are strengthening or weakening 

of prior beliefs and the derivation of new beliefs. It is not as 

clear how processing costs are measured. Be that as it may, 

relevance is cognitive profit, i.e., the greatest number of 

contextual effects for the least amount of processing cost. To 

determine relevance is to f ind or construct a context which has 

the greatest cognitive profit. 

The search for a context is constrained by information that 

is already active which they cal1 the initial context. This 

context contains information that was relevant in the preceding 

act of comprehension. This context can be extended by adding 

information f rom several sources. One important source is 

encyclopaedic memory (EM) . The extension or transformation of the 
initial context is guided by relevance so that such manipulations 



of the context folIow the constraint of always maximising the 

relevance of the information being processed. 

According to Sperber and Wilson, the contexts are ordered by 

an inclusion relation. Contexts are contained within contexts. The 

containment relation between contexts determines the accessibility 

of one context £rom another. This containment relation is in turn 

determined by how EM is organised. Thus the organisation of EM 

determines the containment relation between contexts, this 

detennines the accessibility of one context from another and 

therefore the effort to move £rom one context to another, and this 

affects the relevance of the context so accessed. In other words, 

any explanation of why a context is chosen must rely on the way EM 

is organised. As Chiappe and Kukla (forthcoming) argue "to explain 

context - selection they [Sperber and Wilson1 must have a theory 

about the organisation of WIfl (p. 3 )  . At the bottom of this 

proposed theory of relevance we find we need a theory of m e m o r y  

organisation. This should already cause some alarm, but let us 

continue with what Chiappe and Kukla have to Say. 

Sperber and Wilson must have a theory of m e m o r y  organisation, 

specifically how EM is organised. Chiappe and Kukla conclude that 

this "unfortunately, is not the casei1 (p .  3) . What Sperber and 
Wilson do is argue that memory is organised into chunks. Welve 

seen this move before (especially with Cherniakls compartments) 



and the same criticisms apply again. There is no specification of 

the nature of these chunks or how they are formed. Because these 

mental structures are unspecified the selection of any particular 

context can be explained in an ad hoc manner by claiming that 

certain pieces of information were chunked together in memory. 

Chiappe and Kukla summarise, "through the vacuousness of their 

claims about EM organisation, they can postulate any accessibility 

relation between contexts, accessibility being a central component 

in the search for relevanceN (p. 4 ) .  

Also, given the nature of their de£ inition of relevance, it 

is not clear that it will even function as a context selection 

mechanism. Given that relevance is defined by cognitive profit it 

follows that there are an indefinitely large number O£ dif f erent 

contexts with equal relevance. So, for example, a context two 

processing units away with a cognitive pay off of four contextual 

ef fects is equivalent in relevance to one that is one processing 

unit a way and that provides three contextual effects. The number 

of such topographically equivalent contexts is unlimited. How a 

particular context is selected cannot , theref ore, be explained by 

Sperber and Wilson's notion of relevance. In fact, there is no 

reason in their theory why the search for a c~ntext should ever 

come to an end (Chiappe and Kukla) . More search effort may always 

lead to even greater cognitive effects. Perhaps there is some 

implicit notion of a law of diminishing returns. Yet even that 



will not work becauçe it assumes some kind of linear constraint in 

the search through memory. This is a very dubious assumption and 

it is quite clear that the same information can be accessed £rom 

memory in many different ways. That would mean that there is no 

stable cost for a ccntext, i.e., it depends on the particular 

pathway chosen through memory. Yet the cognitive system cannot be 

expected to check al1 the possible pathways to each and every 

context and then calculate the respective relevances, 

Combinatorial explosion would surely occur. In short, this theory 

of relevance leads to the very problems a theory of relevance is 

supposed to solve. In order to work it must presuppose relevance 

realisation. 

The best attempt we currently have to naturalise relevance 

presupposes a theory of representational organisation and 

relevance realisation. It appears that the attempt to cut the 

representation - relevance relation f rom the side of relevance has 
also failed. Once again, this does not prove that the task is 

impossible, but it does go to show that attempts to naturalise 

representation and relevance keep repeating the same pattern of 

error, what we need to do is pause and ask ourselves why 

naturalising relevance is so hard. The answer lies in seeing that 

the representation-relevance argument is actually an instance of a 

more general argument about the attempt to provide a naturalistic 

account of relevance. This argument by Chiappe and Vervaeke (1995) 



also helps to explain why the computational attempt to realise 

relevance, viz. the frame problem, has not been solved. 

6.3. RELEVANCE, EXPLANATION, AND THE FRAME PROBLEM 

Whenever we seek to offer a naturalistic explanation of 

relevance we seem to be presupposing it in a vicious manner. This 

suggests that perhaps explanation essentially presupposes 

relevance realisation, and that this presupposition is more than 

mere reflexivity, L e . ,  the presupposition leads to a vicious 

circle. Since the form of explanation we are interested in is a 

naturalistic one, then the paramount form of such explanation is a 

scientif ic explanation. Recently Car1 Hempel (1988) and Hilary 

Putnam (1992) have argued that scientific theories essentially and 

non-reductively presuppose judgements O £  relevance. 

HernpeI argues that scientif ic theories are essentially 

incomplete. What he means by this is that the explicit content of 

a theory does not detemine the conditions under which it applies. 

Instead a theory must be augmented with implicit assumptions of 

relevance which Hempel calls ltprovisosH. Specif ically, a proviso 

is an assumption that in a particular application of the theory no 

factors are present other than those explicitly taken into account 

by the theory. Hempel (19 88) says , [provisos] . . . might be viewed 
as assumptions of completeness. The proviso required for a 

theoretical inference £rom one sentence S1 to another S2, 



asserts ... that in a given case... no factors other than thosé 

specified in SI are present that could affect the event described 

by S 2 "  (p. 29) 

Yet the number of factors that could be present is 

indefinitely large and so therefore are the number of provisos 

needed by any theory. Because there are so many provisos they 

cannot be incorporated into the explicit content of the theory. 

In order to see this consider an example. According to the law of 

the pendulum, the period of oscillation is a function of the 

length of the string (1) and the strength of the unifom 

gravitational field (g) , and this function can be captured in a 

mathematical law. Yet we can show that this law is essentially 

incomplete by considering an infinite number of possible 

situations in which the values of 1 and g are the same, but where 

the law would not predict the correct period. Giere (1988) 

describes a situation where the pendulum is a metal bob hanging on 

a string, and there is a strong magnet under the rest position of 

the bob. The oscillation of such a pendulum would differ 

considerably from that predicted by the law. Similarly if there is 

a strong wind, or a brick is dropped ont0 the pendulum, et 

cetera, ad infinitum, then the period of oscillation would not be 

that predicted by the law. 

Yet although the law f a i l s  in al1 these instances we do not 



consider the law false. This is surprising given that the number 

of such instances is infinite. Instead, we hold that each one of 

these situations is a violation of one of the provisos and is 

therefore irrelevant with respect to establishing the truth or 

falsity of the theory. As Chiappe and Vervaeke (1995)  argue 

[Pl rovisos prevent a theory f rom being trivially disconf irmed" 

(p. 28) , which means that " [Tl heories are not algorithms that 

determine their own conditions of applicationu (p. 29) . Instead a 
theory is assumed to hold only under relevant conditions which are 

not determined by the explicit content of the theory but depend 

upon judgements of relevance by the user(& of the theory. This 

means that theories presuppose a rational homunculus whose 

judgements of relevance complete theories in a way which cannot be 

incorporated into the explicit content of said theories. Decisions 

about the relevant context of application for a theory cannot be 

specified by a theory on pain of exceeding the representational 

capacities of its users. 

As representational entities used by creatures in the 

finitary predicament, theories must essentially presuppose 

relevance realisation. One may respond that this may be the case 

for entities such as theories and explanations, but surely it is 

not the case for ontological notions such as cause. Yet, we have 

already noted some problematic assumptions behind such a move 

(Putnam, 1992; Green and Vervaeke, 1995). Putnam (1992) argues 



that causal statements are essentially incomplete and presuppose 

judgements of relevance in order to be complete. In other words, 

HempeL1s argument for theories can be transferred to causal 

statements. Earlier (1983) Putnam put his point succinctly when he 

argued that "the notions the naturalistic metaphysician uses to 

explain ..., for example the notion of causality ... depend on 

notions which presuppose the notion of reaçonableness~ (p. 365). 

Welve seen this point already in how determinations of a 

cause are interest relative and presuppose a relevant contrast 

class, yet Putnam has an additional argument. Putnam (1992) begins 

by showing that a causal statement can be true even if it is false 

in an infinite number of possible states of affairs. Once again, 

in order to be true the causal statemênt must only sustain the 

relevant counterfactuals. Sot once again, the explicit content of 

a causal statement does not determine the conditions under which 

it applies; instead, the user of the statement must exercise 

judgement in determining whether a particular context is relevant 

for determining the truth-value of a particular causal statement. 

When one considers the set of al1 possible worlds there are 

an infinite number of such worlds where the causal statements that 

we deem true are nevertheless Ealse. According to Putnam we judge 

these worlds to be "sufficiently distant" so that the falsehood of 

the counter£actual in these worlds is irrelevant to the truth of 



the causal statement. Nothing about the machinery of possible 

worlds measures or  determines this dis tance metric. For example, 

the possible worlds in which the counterfactual is false do not 

have to be ones that violate the laws of physics. They can be 

quite normal in that respect. 

For example, Putnam considers the counterfactual , " if I had 

put this lump of sugar into my hot coffee, i would have 

dissolvedm. Yet in an infinite number of worlds that obey the laws 

of physics this is false. There are possible worlds where there is 

a sudden drop in temperature which causes the coffee to freeze, or 

someone has coated the sugar with a substance io prevent it £rom 

dissolving, or "a lump of sugar is put into hot coffee and does 

not dissolve ... because of entropy considerations and also because 
of quantum mechanical cons ide ration^^^ (p. 52 ) . However, as 

rational users of the causal statement we do not deem these worlds 

to  be relevant to determining the truth value of the causal 

statement. As Putnam says, II.. .what makes the counterfactual true 

is sirnply that the consequent follows from the antecedent together 

with various relevant natural laws or general tniths, plus the 

initial boundary conditions in those situations that it would be 

reasonable to regard as compatible with the intentions of the 

speaker who uttered the counterfactual" (1992, p. 5 4 ) .  

So the attempt to escape the presupposition of relevance by 



turning to more ontological notions such as cause will not work, 

for the presupposition of relevance follows us there also. 

Theories or even causal statements do not explain anything on 

their own. It is only when these theories or statements are 

conj oined wi th implicit assumptions of relevance that explanation 

or even true description (e.g. causal prediction) of the world 

takes place. There is nothing dangerous for most of science in any 

of this because such assumptions of relevance are benign. Where it 

becomes problematic is for cognitive science since cognitive 

science is attempting to explain rational inference not just use 

it to explain the world. In a related vein Fodor (1987) says IV [we] 

can do science perfectly well without having a formal theory of 

non-demonstrative inference ... because doing science doesntt 

require having mechanical scientists; we have us iristead. But we 

can't do [cognitive science] perfectly we11 without having 

mechanical intelligence; doing [cognitive science] perfectly well 

just is having mechanical intelligenceM ( p .  148). It is only when 

the naturalistic imperative is turned reflexively towards the mind 

that the assumption of relevance becomes problematic. 

Given the methodological imperatives of analysis, 

formalization, and mechanisation, a naturalistic account of 

relevance cannot presuppose any rational or j udgemental 

operations. However, Hempel and Putnam have shown that theories 

always (and usually benignly) presuppose j udgements of relevance . 



Thus, any attempt to naturalistically explain relevance will 

ultimately have to rely on implicit (not in the content of the 

theory) judgements of relevance. Any naturalistic account of 

relevance will have to appeal to a theory plus unexplicated 

judgements of relevance. It is these judgements of relevance, that 

are beyond the explicit scope of each candidate theory of 

relevance, which violate the imperatives of the naturalistic 

project. Any attempt to naturalistically explain relevance will 

inevitably result in a violation of the methodological imperatives 

crucial to methodological naturalism. For every theoretical d a i m  

there is a qualification that it applies only under relevant 

conditions, but a theory of relevance cannot Say "under relevant 

conditions, X will judge A to be relevantM since it is precisely 

these relevant conditions that the theory is supposed to explain. 

We need such qualifications on Our representations because we are 

in the finitary predicament, i.e. we cannot afford to try and 

explicitly list al1 the provisos to Our theories. The attempt to 

represent relevance actually exceeds the representational 

capacities of entities that must rely upon relevance in order to 

represent things . 

Please note that the argument is more than a reflexivity 

argument, i.e., an argument that we cannot explain relevance 

because we must use relevance in our explanation. Such arguments 

are of ten not valid, as when someone argues that we cannot give a 



naturalistic account of meaning because we must use rneaningful 

statements in order to so. Rather the argument is that there is a 

very tight connection between representation, relevance, and the 

finitary predicament. It is not that a naturalistic theory of 

relevance is logically impossible; it is rather that such a theory 

would exceed the representational capacity of creatures that must 

use relevance because they are in the finitary predicament. In 

order to explain relevance one must produce an explanation that 

does not rely upon unexplicated assumptions of relevance. Given 

that we cannot now naturalistically ewla in  what an explanation 

is, it is difficult to see how we could produce this new form of 

explanation, and it is even more difficult to see how we could use 

it with our lirnited cognitive resources and processing time. Also, 

given that scientific explanation is constrained by the same 

pragmatic factors that constrain communication in general, it is 

clear that this new form of explanation will also require a 

radically new form of general communication. Though this is 

logically possible, there is no reason to believe that it is 

psychologically possible. 

6.3.1, The F r a m e  Probl em 

This conclusion may also help us to explain why there has not 

been any solution to the £rame problem in artificial intelligence. 

Once we see that the solution to the frame problem consists in 

cons training our representational capaci ties in a relevant manner 



then we can add that insight to the conclusion that A - 1 .  requires 

satisfaction of the naturalistic imperative. From there we can 

explain why this problem is so intractable. From the other way 

arorind, we can see that in order to solve the frame problem we 

must mechanise relevance realisation, in order to do this we must 

formalise and analyse relevance in a naturalis tic psychological 

theory, and yet that does not seem doable. 

In order to unders tand the f rame problem consider Dennet t ' s 

(1987) example in which w e  have a robot that looks for its own 

energy source. Let us Say that we name this device Robot 1 because 

it is our first prototype, and we cal1 it R1 for short. R1 seeks 

out batteries and one day while running low RI notices a battery 

on a wagon, Unfortunately, there is also a bomb placed on the 

wagon by the anti -robotic league. R I  pulls the wagon as a way of 

retrieving the battery, but, of course, the bomb also comes along. 

It blows up destroying RI. The problem is that RI missed an 

obvious implication of its act; RI has to look for side-effects of 

its actions not just the intended effects. 

In order to remedy our oversight we decide to build a robot 

that looks for such implications. We cal1 it the Robot-Deducer or 

RID1. We decide to test it by putting it in the situation that 

destroyed R I .  What we find is RlDl sitting there inferring that if 

it pulls the wagon the colour of the walls will not change, 



pulling the wagon will cause its wheels to revolve more than four 

times, more than three time, etc., until the bomb explodes and 

destroys RIDI. 

Frus trated by our increasingly expensive failure, we realise 

that we need a robot that concentrates on the relevant 

implications. So we develop a method for tagging implications (how 

t o  do even this ? ! )  as relevant or irrelevant and we have the 

robot act only on the relevant ones. Our new robot we cal1 the 

Robot Relevant Deducer or R2Dl for short. We put it in the test 

situation and we find it sitting beside the wagon drawing 

inferences. We yell "do something! ", but in its defence we find 

that it is doing something. It is calculating many irrelevant 

implications, tagging them as irrelevant and putting them on a 

list which it is also constantly checking and reviewing because 

the list itself is also constantly being changed by R2D11s 

actions. The bomb goes off and we've used up Our grant money. 

Al1 of these robots suffer from the frame problem in that 

they are incapable of zeroing in on the relevant implications, the 

relevant effects and side-effects of their actions. In effect, 

they cannot put a frame or boundary around their cognition. The 

point is that the robot needs a boundary between the relevant and 

the irrelevant. It needs to place this boundary  w i thou t  checking 

al1 the irrelevancies. The robot must ignore skillfully what is 



outside the frame, Le., it must not even consider it. The robot 

needs our sense of what is relevant, the ability to size-up a 

situation, fomulate a problem, zero-in on the relevant knowledge 

in its memory and draw the relevant implications £rom that 

knowledge. What is more, the robot needs this ability for even the 

rnost basic interactions with the world. 

The £rame problem involves two types of interrelated problem. 

The f irst is a problem of representation, viz . , the robot needs a 

way of detemining which aspects of the world it should represent- 

We've seen how this process presupposes relevance realisation. 

Then there is a problem of transformation, viz., the robot needs a 

way of transf onning its representations f rom within the £initary 

predicament. These transformations are going to involve defeasible 

patterns of inference, and the problem with such patterns of 

inf erence is that everything the robot knows is potentially 

relevant to making such an inference. Yet for each actual 

situation only some of this knowledge is relevant and the robot 

must zero-in on that information and then derive some relevant 

implications. 

In addition, such defeasible inferences are constrained by 

holistic properties of belief fixation. Belief fixation using 

de£ easible in£ erence is constrained by properties such as 

simplicity, plausibility, and testability. None of these have been 



f ormalised largely because our notions of simplicity, 

plausibility, and testability are inherently bound up with our 

notion of relevance. Simplicity seems to hinge on something like 

the most relevant presentation of information. Plausibility 

involves notions of how relevantly similar to actual situations 

some possible situation is. Testability seems to involve an 

interaction of simplicity, plausibility, and the sense that only 

relevant factors are being manipulated. 

In short, the frame problem is the problem of representation 

and relevance and it resists a solution because relevance resists 

mechanisation. It resists mechanisation because it resists 

analysis and formalization. Yet there have been attempted 

solutions. They fa11 into three broad types. The first is the 

cheap test strategy which wetve already examined and rejected. The 

second type of strategy is the sleeping dog strategy. It is worth 

examining this strategy in some detail because the reasons for its 

failure are very instructive. 

The sleeping dog strategy makes use of the motto that one 

should let everything be unless there is some positive reason not 

to. In other words, do not check on things unless there is sorne 

positive reason for so doing. The central metaphysical assumption 

behind this is that most of the facts do not change £rom one event 

to the next. The problem with this assumption is that whether it 



is true depends on how you individuate facts. As Fodor (1987) 

points out, talk about facts is really talk about properties. The 

fact that John is ta11 is just a way of saying that John is an 

instance of something with the property of being tall. A fact is 

the attribution of a property to an object.  So your list of facts 

is based on which properties you choose to represent. The problem 

is that there are a lot of strange properties. 

Fodor (1987) gives as an exarnple the property of being a 

fridgeon. X is a fridgeon at tirne T i f f  X is a particle at T and 

my fridge is on at T. This is a weird, but real, property that we 

could put into Our representation of facts. One fact following 

£rom the use of such a property is that 1 change every particle, 

and therefore everything, in the universe when 1 turn my fridge 

on. Billions of facts change when 1 turn my f ridge on. So given 

the above property, turning my fridge on is a reason fox my having 

to check into and update billions of facts. Now, this is a 

ridiculous example, but it has an important point. The sleeping 

dog strategy is vacuous until we have some way of constraining 

what is to count as a computationally relevant fact. We need a 

method f o r  distinguishing between weird prope r t i e s  and 

computationally relevant ones. 

Let us attempt to rule out the weird properties such as being 

a fridgeon. We notice it is a relational property so we rule out 



using relational properties, but then we rule out properties such 

as the property of being a f ather. We attempt to clah that being 

a fridgeon is not a real property. It is bard to see how we could 

make this stick, but even if we could we have only shifted the 

problem, for we now need to distinguish between real and non-real 

properties. The basic problem is that because of productivity (our 

cornpetence to produce an indefinitely large number of novel 

thoughts) one can represent a huge number of weird properties and 

weird facts which are true of the world. We need a rule or 

cons traint that keeps them f rom even being generated without 

disabling those very productive abilities that make us so smart. 

There does not seem to be any way of blocking bad productivity 

without blocking good productivity. Part of the problem is that 

weird properties can turn out to be relevant. Imagine a property 

that explained light, lightning, rnagnets, and static cling, and 

yet we have such a property, viz., the property of something being 

electromagnetic. 

Once again we see Our attempt to engineer relevance runs into 

problems with representation. Our engineering strategy (sleeping 

dogs) is relative to how the world is represented. How the world 

is represented is dependent upon the productivity of the 

representational system which in turn must be constrained by 

relevance. So once again we've travelled around the 

representation-relevance circle. There is one more type of 



solution to the f rame  problem. This is the scale model strategy 

proposed by John Haugeland (1987), and it suffers the sarne problem 

as the sleeping dog strategy. 

The main idea behind the scale model strategy is that one 

represents a particular situation, such as our wagon-battery-bomb 

situation, with a miniature of the real situation. The model is 

supposed to possess all the properties of the original so that 

when the robot manipulates the model the results are automatically 

there, e.g., the model bomb cornes along when the battery is 

pulled. This is because the ef fects and side-ef fects are there as 

a result of the causal properties of the model and not because of 

any calculation or inference. The robot need only build its scale 

model, run it, and then observe the results. 

The problem with this is the stage of building the robot. The 

first is that the cognitive model does not literally possess the 

properties of the wagon; it possesses representations of those 

properties. So now the robot must choose which of an infinite 

number of properties it must represent, and it must decide the 

scale and detail of this representation. Even at this stage alone 

the frame problem has returned. In addition the model does not 

have causal powers but representations of causal relations and 

scientific laws. So the robot needs to decide which possible 

worlds in which it is going to test its model. Then the whole 



problem of zeroing in on the relevant possible worlds to test the 

relevant counterfactuals re-surfaces. Does it pick a world that 

instantiates Boyle's gas law? Does it worry about the law of the 

pendulurn? And once these laws are picked it must rule out al1 the 

irrelevant worlds in which these laws are trivially falsified. 

Haugeland admits this and States (Haugeland, 1987; p. 91) 

that what we need is a functional representation of a scale model, 

Yet functionalism is on its own an unconstrained notion. 1 presume 

he means some sort of computational functionalism (he does talk 

about the correct processing environment for a scale model (p. 

91) ) in which the functions of the model are carried out in a 

computational fashion. (It is difficult to be sure because 

Haugeland insists that causal relations in the world are "mimicked 

by causal relations in the rnodel" (p. 911, and he admits he cannot 

Say what this mimmicry S.) However, if the rnodel is realized 

computationally then we sirnply have the £rame problem of properly 

programming and correctly ruming the right model in the first 

place. So this response does not really address the issue at hand. 

what we see again is that the attempt to engineer relevance 

runs into the di££ i c u l  ty of cons training representations and this 

constraint seems to presuppose the very relevance w e  were seeking 

to engineer. There are various ways one can try and combine the 

three strategies, but it should be clear that this is not an 



engineering issue. Instead it involves the representation- 

relevance problem which is a version of the more general problem 

of trying to analyse and formalise relevance. Until these issues 

are addressed the frame problem will remain unsolved. 

One may think that perhaps some version of connectionism is 

the way to go since connectionist networks make use of a new 

version of representation, viz., distributed representation, and 

they do not rely on explicit rules for their operation. Thus we 

seem to have moved beyond the classical mode1 of rationality and 

produced a new account of the nature of representation. Both of 

these are good reasons for hoping that connectionism may be a way 

out of the representation- relevance bind. 1 am not concerned wi th 

the connectionist-symbolist debate, which 1 believe is a largely 

misplaced debate (Green and Vervaeke, 1995) ; 1 am concerned with 

the more specific question of whether networks offer any hope in 

the naturalisation of relevance because of the different ways in 

which they represent the world and transform those 

representations. 

Herbert Dreyfus (1992) has recently asked j u s t  this question. 

Dreyfus argues that the central problem that confronted the 

classical machines resurfaces for nets. Networks face a problem of 

how to generalise. Given "sufficient examples of inputs associated 



with one particular output, [the net] should associate further 

inputs of the same type with the outputM (Dreyfus 1992, p. xxxvi) . 

The problem is to specify what is meant by "the same typeu. 

Dreyfus recounts the story of a net trained to recognise tanks in 

a forest. The net was trained on pictures. Some of the pictures 

had tanks and some did not. The results were impressive and the 

net could generalise to pictures that were not part of the 

training set, Le., it could discriminate between pictures with 

tanks and those without for pictures it had not yet encountered. 

This seemed to count as good evidence of generalisation. Just to 

make sure more pictures were taken of tanks in the forest and 

showed to the net and it failed miserably at the task. After 

reanalysing the data it was discovered that the original pictures 

of the forest with tanks were taken on a sunny day while those 

without tanks were taken on cloudy days. In short, the "net had 

apparently learned to recognise and generalise the difference 

between a forest with and without shadows!" (p. xxxvi) . 

The problem is that the number of such generalisations given 

any finite data set is unlimited. Networks need to be constrained 

so they zero-in on the generalisations that are relevant to the 

problem at hand. As Dreyfus points out, connectionist rnodellers 

were originally pleased that networks were tabula rasa because 

this seerned to free them from the criticism that the cornputer 

sirnply reflected pre-programmed intelligence. This has changed. 



Dreyfus wri tes, 

Recently, however, [network rnodellersl have been f orced 
by the problem of producinq appropriate, human - like 
generalisations to the recognition that, unless the 
class of possible generalisations is restricted in an 
appropriate a priori manner, nothing resembling human 
generalisations can be confidently expected (p. xxmri) . 

The problem of constraining productivity to just good productivity 

returns. The network designers try to corne up with constraints 

that restrict the ability of the network to produce 

generalisations. This is fine for situations where "there is no 

question of what consti tutes a reasonable generalisation, but in 

real-world situations a large part of human intelligence consists 

in generalising in ways that are appropriate to a context" (p. 

xxxviii) . In other words, without a theory of how to produce 

reasonable generalisations that are appropriate to context , i . e. , 

without a theory of relevance, the frame problem returns. Dreyfus 

summarises the situation when he States that it appears that "the 

neglected and then revived connectionist approach is merely 

getting its deserved chance to £ailM (p. xxxviii) . 

It is interesting to note Dreyfus's diagnosis of the problem 

behind the failure of connectionism. He does not think it is 

primarily an engineering problem. Instead he points out a problem 

connecting representation and relevance . He argues that "one can 
find out which features of the current state of affairs are 

relevant only by determining what sort of situation the state of 



affairs is. But that requires retrieving relevant past situationsI1 

(p. xlii) . In order to determine relevance we must have the 

correct representation of the state of affairs, but in order to do 

that we must retrieve from memory the relevant representations of 

past situations. Dreyfus is very astute when he notes that we 

could cal1 this problern "the  circularity of relevanceN (p. xlii, 

emphasis in original) . 

He notes that current attempts to break out of this c i rc le  

involve "keeping track of certain statistics during trial-and- 

error learningu (p. xlii) . The procedure used begins by assuming 
that no features of a situation are relevant to a particular 

action. Then for each feature that might be relevant " t h e  

procedure keeps track of statistics on how things work when that 

feature takes on each of its possible values," and if on the basis 

of these statistics the value of the feature has a significant 

impact on action or the values of other features, then "it is 

declared relevantu (p. xliii). There are three main problems with 

this approach. First a feature may not be relevant on its own but 

only in combination with one or more other features. As Dreyfus 

notes, gathering statistics on the relevance of combinations of 

f eatures would lead to a combinatorial explosion p .  x i  . The 
second problem is that a feature may be relevant in one situation, 

but not another. Therefore we would need to gather the relevance 

data for each separate situation which would again lead to a 



combinatorial explosion. Finally, as Fodorls critique of the 

sleeping dog strategy showed, such strategies as the statistical 

one are dependent upon how one chooses to individuate properties 

or features. There is no lirnit to the number of features in a 

situation (Dreyfus 1992, p xlii). Limiting the machine to the 

f inite set of features that wi11 turn out to be the relevant ones 

must be solved before the statistical procedure will have any 

value. Yet, that simply is to require a solution to the problem of 

relevance realisation. Dreyfus is accurate and blunt when he 

states " [SI tatistic gathering, therefore, does not seem a 

practical 

relevance 

xliii) . 

way for current computer procedures to deal with the 

-determination aspect of intelligent behaviourm (p. 

This last point is very relevant in that much of the 

hyperbole surrounding networks and their successes covers up the 

fact that both classical machines and networks learn by forming 

representations of statistical regularities in the input. This 

means that "so far, there is no evidence at al1 that the two kinds 

of machines differ in what inductive generalisations they can 

learnN (Fodor, 1995, p. 6) , Networks can of ten do better than 

human beings at certain perceptual discrimination tasks. Yet that 

is not the correct cornparison to make. One should compare the 

performance of networks to that of conventional cornputers 

programmed with statistical analysis software. As Fodor reports, 



when you make that cornparison " i t turns out. . . that the two kinds 
of machines succeed in much the same tasks, but the networks 

typically are rnarkedly slowerM (p. 6). 

Given that the two machines both work by forming 

representations of statistical regularities in the input, it 

follows that networks have no solution to a basic problem facing 

any machine being designed to form representations of statistical 

regularities. This is the problem of how to precode the data. If 

one wants to f ind out if the correlation between property A and 

property B is statistically reliable in a body of data, one must 

"precode the data for A-ness and B-nessu (Fodor, 1995, p. 6, 

ernphasis in original) . In other words, one rnust represent the 

relevant properties . Inductive in£ erences such as if something is 

A it will also be B can only be drawn f rom data if that data has 

been coded for A-ness and B-ness. Yet Yhis question of what to 

code for in the data is the hardest part of solving an inductive 

problem; the statis tics of f inding correlations is relatively 

straightforward once you know what properties to look for 

correlations among" (p .  6) . This is the question that needs to be 

answered, and no answer is forthcoming from the connectionist 

(Fodor admits he has no idea at al1 of how to solve the problem). 

In other words, at the heart of the generalisation problem is an 

unsolved and very difficult representation-relevance problem. 



Presently, connectionisrn has nothing to of fer the project to 

naturalise relevance realisation. One can argue that perhaps this 

is due to technological limitations or the young age of the 

research program. This defence can always be offered; the burden 

of proof is on the connectionist defender to provide a principled 

difference between classical machine approaches and network 

approaches with respect to the central issue of the 

representation-relevance problem. The shift to distributed 

representations and connectionist processing does not currently 

provide the needed difference. 



CHAPTER 7. 

CONCLUSION 

Fodor (1992) has recently argued that cognitive science must 

explain three things, viz., consciousness, intentionality, and 

mental causation. He claims that there is no theory, or even 

glimmer of a theory, for consciousness, and intentionality is 

still largely mysterious even though he has attempted to rnake some 

headway with his account of mental representation. He argues tha t 

the only big problem for which there has been significant progress 

is the current explanation of how something mental could cause 

physical behaviour. It is here that the computational mode1 has 

been successful and continues to offer the only plausible 

candidate for a natural science of the mind. While 1 believe there 

are serious qualifications to Fodor ' s third claim (see Green and 

Vervaeke, 1995), Fodorls outline of the three big problems is 

correct. 

what 1 have shown in this thesis is that there is a fouxth 

big problem for cognitive science. It is the problem of relevance, 

and it shows up everywhere in cognitive psychology and cognitive 

science. It is not just a characteristic of the £rame problem in 

artif icial intelligence. This is because of a very tight inter- 



dependence between the notions of relevance and representation, 

Whenever the notion of representation is used, then relevance is 

presupposed, and visa versa. This inter-dependence also indicates 

a significant link between the problem of relevance and the 

problem of intentionality in that a theory of mental 

representation is going to have to explain both if it is going to 

be a satisfactory theory. 

Much more work needs to be done to see to what degree a l1  of 

the big problems are actually interconnected. There seem to be 

significant links between consciousness and intentionality and 

perhaps even representation. And our notion of mental causation is 

closely tied to our notion of mental representation as the whole 

debate between the symbolists and connectionists testifies (Green 

and Vervaeke, 1995) . So, it is quite possible that consciousness, 
intentionality, mental causation, and relevance (and 

representation) are al1 woven together in a very complex fashion. 

The present work only suggests this tantalising possibility, but 

it is true that sometimes the first step towards resolving or 

dissolving deep problems is to find connections between them that 

reveal larger patterns of thought at work. Here is a worthy 

philosophical project that needs to be undertaken. 

In fact, that is one of the very significant contributions 

cognitive science can make at this time. By bringing together 



problems usually separated among the disciplines it can help to 

reveal deeper conceptual and theoretical difficulties by showing 

connections between the various problems in the home disciplines. 

So, while this work has been largely negative in its conclusions 

about the success or foreseeable future success of the 

naturalistic imperative, it has made significant contributions 

towards showing the pervasiveness of certain kinds of problems 

that are preventing successful satisfaction of that imperative. 

1 want to be clear about the nature of these problems. ~ ' v e  

argued that they are deep problems, or better still, aspects of a 

very deep problem. It is not simply that welve failed to satisfy 

the naturalistic imperative up till now. That would be a rather 

(although not totally) uncontroversial historical claim. On the 

other hand we should not conclude that any deductive or a priori 

proof has been given about the difficulties of naturalising 

cognition. Instead Igve tried to indicate to what degree we are 

pressing up against very real psychological limits when we attempt 

to naturalise cognition. We need to slow d o m  and take this fact 

into consideration. Instead of always rushing ahead into endless 

arguments about versions of material ism we should consider 

carefully what epistemological success we are having in satisfying 

even the preliminary requirements of (the weaker) methodological 

naturalism. If the success is quite limited we need to consider 

the possibility that our rnetaphysical hopes may exceed, or at 



least partially exceed, our epistemological abilities. 

Failure to note such limitations have already occurred in the 

history of philosophy and psychology. Much of traditional 

philosophy and a lot of cognitive psychology simply assumed a 

version of rationality that was psychologically unrealistic 

because it did not take into account the very real limitations 

that confront human reasoners. We need to ask ourselves what 

becornes of epistemology if it cannot presuppose ideal. rationality 

(a question asked by Brown, Goldman, Cherniak, and Harman), and if 

it cannot count upon a naturalisation of the notion (as is hoped 

for by Brown, Goldman, Cherniak, and, perhaps, Harman). If 

epistemology cannot rely upon ideal or naturalised rationality 

then  it needs to propose a significant third alternative. This 

also is a worthy philosophical project that needs to be 

undertaken; it would be a great service to both philosophy and 

cognitive science. 

Such a situation with respect to rationality would be very 

similar to the philosophical confrontation wi th language in this 

century. A project to try and produce an ideal language or to 

reduce natural language to an ideal language collapsed. But a 

proj ect to completely analyse and formalise language into 

structures of binary codes also collapsed, The philosphy of 

language finds itself  within the ruins of both the logical 



positivist project and the structuralist project, In fact, because 

of this mutual collapse important links can now be made between 

post-analytic and post-structuralist thought (Norris, 1985). A 

much more profound and sophisticated notion of language is the 

result, and this result has had a major impact upon epistemology. 

It is reasonable to hope that something similar could happen to 

epistemology when it must deal with a notion of rationality that 

falls between idealisation and naturalisation. 

The situation for cognitive science is somewhat different. 

The important question that needs to be addressed is in what way 

can cognitive science continue without succesçfully completing 

methodological naturalism. It is simply untrue that nothing has 

been learned about cognition within cognitive science. It is true 

that al1 the work in cognitive science has been done without 

progress on the issues of consciousness, intentionality, or a 

solution to the £rame problern. So, it is not the case that 

cognitive science must stop. Philosophical arguments for stopping 

a science are impotent and usually farcical. Science will proceed 

largely independently of the worries of philosophers. This is as 

it should be. Instead what cognitive science will perhaps do is 

to make clear what aspects of human nature and behaviour can be 

explained naturalistically and those that cannot. Just as we are 

beginning to see that linguistic behaviour can be divided into 

those aspects for which we cân provide an analyis and 



formaIisation, viz. , for syntax, and those aspects for which we 

cannot, viz., for pragmatic and socio-historical factors, so 

cognitive science may help to show us how to cane up cognition. 

Perhaps cognitive science could change £rom being the discipline 

that attempts to mechanise human cognition into the discipline 

that attempts to discover the degree to which human cognition can 

be mechanised. 

It should be made clear that a failure to completely 

naturalise cognition does not license any metaphysical conclusions 

such as the corxectness of dualism. Unless the dualist can provide 

a cogent explanation for relevance realisation (which seems very 

doubtful) we are actually confronted with a situation in which our 

epis temological success is not su£ ficient to decide between our 

metaphysical theories. Of course, indepzndent metaphysical 

arguments may establish the likelihood of materialism but the 

success of those arguments does not guarantee our ability to 

produce a naturalistic theory of cognition. Epistemological 

failure should not be the jumping board for metaphysical 

speculation and metaphysical success should not be the ins tigator 

of epistemological overconfidence. Instead, we should simply pay 

much more careful attention to how we are actually doing in 

cognitive science. 

This thesis has attempted to demonstrate how such a careful 



review process should proceed. We f irs t exarnined those 

methodological imperatives that define and drive the field of 

cognitive science. We then carefully examined what was presupposed 

by these imperatives as well as rejecting inappropriate attempts 

to satisfy them. Then we proceeded to those research proj  ects that 

are actually attempting to satisfy the imperatives. It was 

important at this stage to look for common methodological problems 

in the various projects aiid determine whether those problems 

belong to an overarching pattern. So, for example, we discovered 

that repeated failures to naturalise cognition were due to 

circularities in the respective psychological theories that could 

be attributed to the relationship between such core notions as 

representation and relevance. This lead to a re-appraisal of both 

of these notions and a more concentrated examination of the notion 

of relevance and i ts relation to the naturalistic imperative tha t 

defines cognitive science. In essence, the theories of cognitive 

science and cognitive psychology became the data £rom which we 

drew conclusions about the relative success of the field and 

derived explanations for the patterns of success and failure which 

we discovered. A more comprehensive analysis should also include 

relevant theories f rom linguistics and perhaps other fields such 

as anthropology. 

It is the hope of this thesis that such analyses will not 

only help to advance cognitive science, but also help to maintain 



a correct equilibrium between our metaphysical hopes and our 

epistemological successes. This will help to keep foregrounded the 

complexity of the task undertaken by cognitive science, and this, 

in t u r n ,  will serve as a reminder that cognition will probably not 

be explained by any single discipline but only by the  i n t e r -  

disciplinary efforts found within cognitive science. 
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